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Περίληψη 
 

 
Τα Grids (Πλέγµατα) αποτελούν µια ραγδαίως εξελισσόµενη δικτυακή υποδοµή για την 

αναζήτηση, προσπέλαση και χρήση κατανεµηµένων υπολογιστικών πηγών. Λειτουργούν 

αφαιρετικά ανεξάρτητα από πρωτόκολλα και µηχανισµούς πιστοποίησης και ασφάλειας, 

προσπέλασης αρχείων, µεταφοράς δεδοµένων, κλπ. και προσφέρουν δυνατότητα για 

δυναµική ανάπτυξη εφαρµογών σε ποικίλες hardware και software πλατφόρµες. Η 

δροµολόγηση της εκτέλεσης των υπολογισµών και η διαχείριση των πηγών για 

εφαρµογές πάνω από Grid αποτελεί πρόκληση, όσο οι πηγές του Grid  είναι 

κατανεµηµένες, ετερογενείς εν γένει, ανήκουν σε οργανισµούς µε διαφορετική 

στρατηγική λειτουργίας, διαφορετικά µοντέλα πρόσβασης δεδοµένων και υπολογισµού 

του αντίστοιχου κόστους. 

 Ένας χρονοπρογραµµατιστής υψηλών επιδόσεων στοχεύει στην βέλτιστη απόδοση 

εφαρµογών, βελτιώνοντας διάφορα κριτήρια επίδοσης, όπως ο χρόνος εκτέλεσης των 

εφαρµογών. Η ανάπτυξη µίας αποτελεσµατικής στρατηγικής για τη βέλτιστη εκτέλεση 

επερωτήσεων και η a-priori διαχείριση – κατανοµή των πηγών αποτελεί ένα δύσκολο 

ερευνητικό πρόβληµα. Είναι ιδιαίτερα σηµαντικό για τους ερευνητές και τους σχεδιαστές 

κατανεµηµένων βάσεων δεδοµένων να γνωρίζουν εκ των προτέρων ποιες πηγές του Grid 

πρόκειται να συµµετέχουν στην εκτέλεση συγκεκριµένων επερωτήσεων. Το υπολογιστικό 

και το επικοινωνιακό κόστος είναι σηµαντικοί παράγοντες για την επιλογή των 

εµπλεκόµενων πηγών για την εκτέλεση. 

Σε αυτή την εργασία ασχολούµαστε µε ζητήµατα υπολογισµού και κατανοµής 

των πηγών του Grid για την εκτέλεση σχεσιακών join επερωτήσεων. Μελετάµε τις 

διάφορες πολιτικές replication των δεδοµένων που παρατηρούνται σε συστήµατα 

κατανεµηµένων βάσεων δεδοµένων. Εστιάζουµε στο πώς µπορούµε να 

βελτιστοποιήσουµε την τεχνολογία επεξεργασίας και εκτέλεσης των επερωτήσεων µε 

την βοήθεια των Grids και πώς η κατανοµή και η δέσµευση πηγών του Grid µπορεί να 

γίνει πιο αποδοτική και αποτελεσµατική. Συγκεκριµένα, θεωρώντας την περίπτωση no 

replication των δεδοµένων, σχεδιάσαµε και υλοποιήσαµε ένα χρονοπρογραµµατιστή για 

την εκτέλεση join επερωτήσεων για κατανεµηµένες βάσεις πάνω από Grid 

αρχιτεκτονικές. Μετατρέπουµε δεδοµένες join επερωτήσεις σε κατευθυνόµενους 
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άκυκλους γράφους που αναπαριστούν επαρκώς όλες τα πιθανά διαφορετικά πλάνα 

εκτέλεση της επερώτησης µε την βοήθεια του αλγορίθµου Query Plan Graph 

Constructor (QuPGC ) που προτείνουµε. Όταν ο γράφος κατασκευαστεί, επιλέγουµε το 

βέλτιστο πλάνο εκτέλεσης της επερώτησης. Για το σκοπό αυτό, σχεδιάσαµε τον 

Heuristic Query Path Selector (HQuPaS) αλγόριθµο, ο οποίος χρησιµοποιεί δύο 

ευριστικές συναρτήσεις για τον υπολογισµό του υπολογιστικού και επικοινωνιακού 

κόστους κάθε εναλλακτικού πλάνου εκτέλεσης µε βάσει τον γράφο. Το πλάνο εκτέλεσης 

µε το µικρότερο συνολικό κόστος εκτιµάται ως το βέλτιστο για την εκτέλεση της 

επερώτηση µε βάση τα χαρακτηριστικά (διαθέσιµη CPU, διαθέσιµο bandwidth) των 

πηγών του Grid και του µοντέλου υπολογισµού κόστους που χρησιµοποιούµε.  
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Abstract 
  

The Grid is an emerging infrastructure that supports the discovery, access and use of 

distributed computational resources. Grids abstract over platform or protocol-specific 

mechanisms for authentication, file access, data transfer, application invocation, etc. and 

allow dynamic deployment of applications on diverse hardware and software platforms. 

The scheduling computations and resource management for Grid-aware applications is a 

challenging problem as the resources are distributed, heterogeneous in nature, owned by 

different individuals or organizations with their own policies, different access and cost 

models, and have dynamically varying loads and availability.  

 A high-performance scheduler in general promotes the performance of individual 

applications by optimizing performance measurements such as minimal execution time. 

The strategy of efficient and optimized query execution is very challenging research 

problem. Besides that, the a-priori resource allocation and management is a hard and 

challenging problem, as well. It is extremely important for the researchers and the 

distributed database designers to know in advance which and how many resources of the 

Grid architecture are involved in the execution of a given query. Communication and 

computation costs are two very important factors that designate the proper computation 

resources for this execution.   

 This work explores this aspect of service-based computing and resource 

management. We study the various data replication policies that could be followed in 

distributed database systems. In addition, we focus on how we can optimize queries 

processing technology with computational Grids and how we can make resource 

allocation more efficient and effective. Especially, regarding the case of no data 

replication, we designed and implemented a high-performance application scheduler for 

relational join queries over a Grid-aware architecture. We transform given join 

expressions into directed acyclic graphs (DAGs) that contain all possible plans for the 

execution of the join. For that purpose, we developed the Query Plan Graph Constructor 

– QuPGC algorithm. When the query plan graph is constructed, we have to select the 

execution plan that yields optimal performance. For that reason, we developed the 

Heuristic Query Path Selector – HQuPaS algorithm, that uses two heuristic functions for 
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the communication and the computation cost of each plan of the graph. Finally, the 

output will be a query execution plan, that corresponds to an expression of the initial join 

query and according to the heuristic cost model we use, considered to be the optimal 

according to the estimations in time we have made. 
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Chapter 1.  Introduction 
 
Service-based approaches have gained considerable attention recently for supporting 

distributed application development in e-business and e-science. The emergence of a 

service-oriented view of hardware and software resources raises the question as to how 

database management systems and technologies can be best deployed or adapted for use 

in distributed environment such as a Grid. The Grid is an emerging infrastructure that 

supports the discovery, access and use of distributed computational resources [1]. Its 

name comes from the analogy with the electrical power grid, in the sense that the 

intention is that computational resources (by analogy with power generators) should be 

accessible on demand, with the location and the ownership of the resources being 

orthogonal to the manner of use. Although Grids were originally devised principally to 

support scientific applications, the functionalities associated with middleware such as the 

Unicore [2] and the Globus Toolkit [3, 9, Appendix A], are potentially relevant to 

applications from many domains, in particular those with demanding, but unpredictable 

computational requirements. Grids abstract over platform or protocol-specific 

mechanisms for authentication, file access, data transfer, application invocation, etc. and 

allow dynamic deployment of applications on diverse hardware and software platforms. 

As a matter of fact, scheduling computations and resource management for Grid-

aware applications is a challenging problem as the resources are distributed, 

heterogeneous in nature, owned by different individuals or organizations with their own 

policies, different access and cost models, and have dynamically varying loads and 

availability. The computational Grids provide a platform for a new generation of 

applications [80]. Grids applications include ‘portable’ applications which can be 

executed on a number of computation and communication sites, resource-intensive 

applications which must aggregate distributed resources (memory, data, computation) to 

produce results for the problem sixes of interest, and coupled applications which combine 

computers, immersive and visualization environments, and/or remote instruments. Grid 

applications will include sequential, parallel and distributed programs. All of these 

applications can be executed on Grids simultaneously and share the available resources 
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For years now, research has been done on the design, implementation and performance of 

parallel distributed database systems. Teradata [94], Budda [95], HC186-16 [96], 

GAMMA [97], and XPRS [98] are examples of systems that actually were implemented. 

The performance evaluation of these systems though is mainly limited to simple queries 

that involve no more than one or two join operations. Recent developments in the 

direction of support of nonstandard applications, the use of complex data models, and the 

availability of high-level interfaces tend to generate complex queries that may contain 

larger numbers of joins between relations. Consequently, the development of execution 

strategies for the parallel evaluation of multi-join queries has drawn the attention of the 

scientific community. A high-performance scheduler in general promotes the 

performance of individual applications by optimizing performance measurements such as 

minimal execution time or speed-up. The strategy of efficient and optimized query 

execution that is adopted is very challenging research problem.  

 One central component of a query optimizer is its search strategy or enumeration 

algorithm. The enumeration algorithm of the optimizer determines which plans to 

enumerate, and the classic enumeration algorithm is based on Dynamic Programming 

proposed in IBM’s System R project [145].  

Besides that, the a-priori resource allocation and management is a hard-solved and 

challenging problem, as well. It is extremely important for the researchers and the 

distributed database designers to be aware of what and how many resources of the Grid 

architecture are involved in the execution of a given query. Communication and 

computation costs are two very important factors that designate the proper computation 

resources for this execution.   

This work explores this aspect of service-based computing and resource 

management. We study the various data replication policies that could be followed and 

focus on how we can optimize queries processing technology with service-based Grids 

and how we can make resource allocation or co-allocation more efficient and effective. 

Especially, regarding the case of no data replication, we designed and implemented a 

high-performance dynamic application scheduler for relational linear join queries over a 

Grid architecture. According to the characteristics of the resources of the Grid, the 

scheduler takes an initial join query and designates the proper query plan execution for 
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optimal performance. We present two algorithms that constitute our approach to the join 

scheduling problem. In particular, we transform given join expressions into directed 

acyclic graphs (DAGs) that contain all possible plans for the execution of the join. For 

that purpose, we developed the Query Plan Graph Constructor – QuPGC algorithm. 

When the query plan graph is constructed, we have to select the execution plan that yields 

optimal performance. For that reason, we developed the Heuristic Query Path Selector – 

HQuPaS algorithm, that uses two heuristic functions for the communication and the 

computation cost of each plan of the graph. Finally, the output will be a query execution 

plan, that corresponds to an expression of the initial join query and according to the 

heuristic cost model we use, considered to be the optimal according to the estimations in 

time we have made. 

 The contribution of this work is the a-priori evaluation of the various different 

execution plans of a given multi-join query. We do not consider the choice of the 

algorithm that will be used for the execution of the join. Instead, we study the problem of 

resource allocation; i.e., which resources of the Grid are going to be involved in the 

execution of a query expression. This estimation is extremely useful for distributed 

databases designers, as they have the opportunity to be aware a-priori of how much time 

will be spent for the completion of a specific execution. In addition, the scheduling 

framework we propose is quite flexible, as the heuristic cost model used can be easily 

reformed according to the needs and the specifications of the distributed database system 

and the Grid. For the evaluation of our scheduler, we designed and implemented a 

scheduling simulator that takes as input an initial multi-join query and gives the best-

performance execution plan and the time that is needed for its completion.  

The remainder of this thesis is structured as follows: firstly, in chapter 2 we describe 

the Grids; a powerful distributed computing infrastructure proposed in the last few years, 

Next, in chapter 3 we discuss the scheduling problem over a Grid-aware infrastructure in 

more detail and we present our approach in general. Chapter 4 deals with the relational 

join operator and chapter 5 describes the different data replication strategies that are 

encountered in distributed databases. In addition, we study the case of partial data 

replication and make some statements about the performance with respect to the 

computation costs. Afterwards, in chapter 6 and 7 we propose our scheduling approach 
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for resource allocation with the assumption of no data replication. Specifically, we 

introduce the QuPGC and HQuPaS algorithms for query plan graph construction and 

proper query plan selection, respectively. Finally, in chapter 8 we present some 

experiments and measurements for a given initial query and different characteristics of 

the Grid resources. Chapter 10 concludes the thesis and presents some ideas for extension 

of this work. 
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Chapter 2.  The Grid: A High-Performance Computational 
Architecture 
 
The accelerated development in peer-to-peer and Grid computing observed in the last few 

years, has positioned them as promising next generation computing platforms. They 

enable the creation of virtual enterprises for sharing resources distributed across the 

world. However, resource management, application development and usage models in 

these environments is a complex undertaking. This is due to the geographic distribution 

of resources that are owned by different organizations or peers. The resource owners of 

each of these resources may have different usage or access policies and cost models, and 

varying loads and availability. 

2.1 What is a Grid? 

The term “Grid” was introduced in the mid 1990s to denote a proposed distributed 

computing infrastructure for advanced science and engineering. Considerable progress 

has since been made on the construction of such an infrastructure, but the “Grid” has also 

been conflated, at least in popular perception, to embrace everything from advanced 

networking to artificial intelligence. Back in 1998, Ian Foster and Carl Kesselman 

attempted a definition in the book “The Grid: Blueprint for a New Computing 

Infrastructure.”, as: “A computational Grid is a hardware and software infrastructure 

that provides dependable, consistent, pervasive, and inexpensive access to high-end 

computational capabilities.” 

Additionally in the subsequent article “The Anatomy of the Grid”, authored by Ian 

Foster and Steve Tuecke in 2000, the definition was refined to address social and policy 

issues, stating that Grid computing is concerned with “coordinated resource sharing and 

problem solving in dynamic, multi-institutional virtual organizations.” The key concept is 

the ability to negotiate resource-sharing arrangements among a set of participating 

parties; providers and consumers, and then to use the resulting resource pool for some 

purpose. There was noted: “The sharing that we are concerned with is not primarily file 

exchange but rather direct access to computers, software, data, and other resources, as is 

required by a range of collaborative problem solving and resource-brokering strategies 
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emerging in industry, science, and engineering. This sharing is, necessarily, highly 

controlled, with resource providers and consumers defining clearly and carefully just 

what is shared, who is allowed to share, and the conditions under which sharing occurs. 

A set of individuals and/or institutions defined by such sharing rules form what we call a 

virtual organization.” 

2.2 Virtual Organizations 

Nowadays, it is clearly that computational Grids and peer-to-peer (P2P) computing 

systems are emerging as a new paradigm for solving large-scale problems in science, 

engineering and commerce. They enable the creation of virtual enterprises (VEs) or 

virtual organizations (VOs) for sharing and aggregation of numerous resources 

geographically distributed across organizations and administrative domains. They 

comprise:  

 heterogeneous resources (such as PCs, workstations, clusters and supercomputers),  

 management systems (such as single system image OS, queuing systems), supporting 

 different kind of applications (such as scientific, engineering and commercial), and 

demanding  

 various requirements (for CPU, I/O, memory and/or network intensive).  

 

The producers (resource owners) and consumers (resource users) most of the time 

have different goals, objectives, strategies and supply-and-demand patterns. More 

importantly, both resources and end-users are geographically distributed with different 

time zones. In managing such complex environments, traditional approaches to resource 

management that attempt to optimize system-wide measure of performance cannot be 

employed. Traditional approaches use centralized policies that need complete state 

information and a common management policy, or a decentralized consensus-based 

policy. Due to the complexity in constructing successful Grid-aware environments, it is 

impossible to define an acceptable system-wide performance matrix and common fabric 

management policy. 

The main problem that underlies the Grid concept is coordinated resource sharing 

and problem solving in dynamic, multi-institutional virtual organizations. The sharing 
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that we are concerned with is not file exchange but rather direct access to computers, 

software, data, and other resources, as is required by a range of collaborative problem-

solving and resource brokering strategies emerging in industry, science, and engineering. 

This sharing is, necessarily, highly controlled, with resource providers and consumers 

defining clearly and carefully just what is shared, who is allowed to share, and the 

conditions under which sharing occurs. The following are examples of VOs: the 

application service providers, storage service providers, cycle providers, and consultants 

engaged by a car manufacturer to perform scenario evaluation during planning for a new 

factory. This scenario may involve members of an industrial consortium bidding on a 

new aircraft, a crisis management team using simulation systems that they use to plan a 

response to an emergency situation, and finally members of large, international, multiyear 

high energy physics collaboration. Each of these examples represents an approach to 

computing and problem solving based on collaboration in computation- and data-rich 

environments. 

VOs vary tremendously in their purpose, scope, size, duration, structure, 

community, and sociology. Nevertheless, careful study of underlying technology 

requirements leads us to identify a broad set of common concerns and requirements. In 

particular, we see a need for highly flexible sharing relationships, ranging from client-

server to peer-to-peer, and for sophisticated and precise levels of control over how shared 

resources are used, including fine-grained and multi-stakeholder access control, 

delegation, and application of local and global policies. Furthermore, there is a great need 

for sharing of varied resources, ranging from programs, files, and data to computers, 

sensors, and networks, and for diverse usage modes, ranging from single user to multi-

user and from performance sensitive to cost-sensitive. Issues of quality of service, 

scheduling, co-allocation, and accounting are also very important. 

Current distributed computing technologies do not address the concerns and 

requirements just listed. For example, current Internet technologies address 

communication and information exchange among computers, but do not provide 

integrated approaches to the coordinated use of resources at multiple sites for 

computation. Business-to-business exchanges focus on information sharing – often via 

centralized servers. So do virtual enterprise technologies, although in this case sharing 
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may eventually extend to applications and physical devices. Enterprise distributed 

computing technologies such as CORBA and Enterprise Java enable resource sharing 

within a single organization. The open group’s Distributed Computing Environment – 

DCE supports secure resource sharing across sites, but most VOs would find it too 

burdensome and inflexible.  

It is here that Grid technologies enter the picture. Over the past five years, 

research and development efforts within the Grid community have produced protocols, 

services, and tools that address precisely the challenges that arise building scalable VOs. 

These technologies include security solutions that support management of credentials and 

policies when computations span multiple institutions; resource management protocols 

and services that support secure remote access to computing and data resources, and the 

co-allocation of multiple resources; information query protocols and services that provide 

configuration and status information about resources, organizations, and services; and 

data management services that locate and transport datasets between storage systems and 

applications. However, because of their focus on dynamic cross-organizational sharing, 

Grid technologies complement rather than compete with existing distributed computing 

technologies. For instance, enterprise distributed computing systems can use Grid 

technologies to achieve resource sharing across institutional boundaries or establish 

dynamic markets for computing and storage resources.  

 

2.3 The Evolution of the Grid 

In this section, we are going to present an overview of Grids evolution over the last years. 

We distinguish three generations, according to the technology and the contributions they 

introduced [4]. In particular, first generation systems which were the forerunners of the 

Grid as we recognize it today; second generation systems with a focus on middleware to 

support large scale data and computation; and third generation systems where the 

emphasis shifts to distributed global collaboration, a service oriented approach and 

information layer issues. 
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2.3.1 The First Generation 

The early Grid efforts started as projects to link supercomputing sites. At this time this 

approach was known as metacomputing. The origin of the term is believed to have been 

the CASA project, one of several US Gigabit test-beds around in 1989. Larry Smarr, the 

former NCSA director, is generally accredited with popularizing the term thereafter [5]. 

The early to mid 1990s mark the emergence of the early metacomputing or Grid 

environments. Typically, the objective of these early metacomputing projects was to 

provide computational resources to a range of high performance applications. Two 

representative projects in the vanguard of this type of technology were FAFNER [6] and 

I-WAY [7]. These projects differ in many ways, but both had to overcome a number of 

similar hurdles, including communications, resource management, and the manipulation 

of remote data, to be able to work efficiently and effectively. The two projects also 

attempted to provide metacomputing resources from opposite ends of the computing 

spectrum. Whereas FAFNER was capable of running on any workstation with more than 

4 Mbytes of memory, I-WAY was a means of unifying the resources of large US 

supercomputing centers. 

2.3.2 The Second Generation 

The emphasis of the early efforts in Grid computing was in part driven by the need to link 

a number of US national supercomputing centers. The I-WAY project successfully 

achieved this goal. Today the Grid infrastructure is capable of binding together more than 

just a few specialized supercomputing centers. A number of key enablers have helped 

make the Grid more ubiquitous, including the take up of high bandwidth network 

technologies and adoption of standards, allowing Grid to be viewed as a viable 

distributed infrastructure on a global scale that can support diverse applications requiring 

large-scale computation and data. This vision of the Grid was presented in [8] and is 

regarded as the second generation, typified by many of today’s Grid applications. 

However, there are three main issues that had to be confronted: 

 Heterogeneity: a Grid involves a multiplicity of resources that are heterogeneous in 

nature and might span numerous administrative domains across a potentially global 

expanse. 
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 Scalability: a Grid might grow from few resources to millions. This raises the problem 

of potential performance degradation as the size of the Grid increases. Consequently, 

applications that require a large number of geographically located resources must be 

designed to be latency tolerant and exploit the locality of accessed resources. 

Furthermore, increasing scale also involves crossing an increasing number of 

organizational boundaries, which emphasizes heterogeneity and the need to address 

authentication and trust issues. Larger scale applications may also result from the 

composition of other applications, which increases the “intellectual complexity” of 

systems.  

 Adaptability: as a matter of fact, resource failure in a Grid is the rule, not the 

exception. As the number of resources increases, the probability of some resource failing 

is naturally high. Resource managers or applications must tailor their behavior 

dynamically so that they can extract the maximum performance from the available 

resources and services.  

There are growing numbers of Grid-related projects, dealing with areas such as 

infrastructure, key services, collaborations, specific applications and domain portals. One 

of the most significant to date is Globus [3, 9, Appendix A] that provides a software 

infrastructure that enables applications to handle distributed heterogeneous computing 

resources as a single virtual machine. The Globus project is a U.S. multi-institutional 

research effort that seeks to enable the construction of computational Grids. A 

computational Grid, in this context, is a hardware and software infrastructure that 

provides dependable, consistent, and pervasive access to high-end computational 

capabilities, despite the geographical distribution of both resources and users. A central 

element of Globus system is the Globus Toolkit, which defines the basic services and 

capabilities required to construct a computational Grid. The toolkit consists of a set of 

components that implement basic services, such as security, resource location, resource 

management, and communications.  

Globus has evolved from its original first generation incarnation as I-WAY, 

through first version GT1 to second version GT2. The protocols and services that Globus 

provided have changed as it has evolved. The emphasis of Globus has moved away from 

supporting just high performance applications towards more pervasive services that can 
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support virtual organizations. The evolution is continuing with the introduction of the 

Open Grid Service Architecture (OGSA) [10], a Grid-aware architecture based on Web 

services and Globus.  

2.3.3 The Third Generation 

As presented above, the second generation provided the interoperability that was essential 

to achieve large-scale computation. As further Grid solutions were explored, other 

aspects of the engineering of Grids became apparent. In order to build new Grid 

applications it was desirable to be able to reuse existing components and information 

resources, and to assemble these components in a flexible manner. The solutions involved 

increasing adoption of a service-oriented model and increasing attention to metadata – 

these are two key characteristics of third generation systems. In fact the service-oriented 

approach itself has implications for the information fabric: the flexible assembly of Grid 

resources into a Grid application requires information about the functionality, availability 

and interfaces of the various components, and this information must have an agreed 

interpretation which can be processed by machine.  

Whereas the Grid had traditionally been described in terms of large scale data and 

computation, the shift in focus in the third generation was apparent from new 

descriptions. In particular, the terms “distributed collaboration” and “virtual 

organization” were adopted [1]. The third generation is a more holistic view of Grid 

computing and can be said to address the infrastructure for e-Science – a term which 

reminds of the requirements rather than the enabling technology. As Fox notes [11], the 

anticipated use of massively parallel computing facilities is only part of the picture that 

has emerged: there are also a lot more users; hence loosely coupled distributed computing 

has not been dominated by deployment of massively parallel machines.  

There is a strong sense of automation in third generation systems; for example, 

when humans can no longer deal with the scale and heterogeneity but delegate to 

processes to do so e.g., through scripting, which leads to autonomy within the systems. 

This implies a need for coordination, which, in turn, needs to be specified 

programmatically at various levels – including process descriptions. Similarly, the 

increased likelihood of failure implies a need for automatic recovery: configuration and 
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repair cannot remain manual tasks. These requirements resemble the self-organizing and 

healing properties of biological systems, and have been termed “autonomic” after the 

autonomic nervous system. According to the definition in [12], an autonomic system has 

the following properties:  

 needs detailed knowledge of its components and status;  

 must configure and reconfigure itself dynamically;  

 seeks to optimize its behavior to achieve its goal ; 

 is able to recover from malfunction; 

 protects itself against attack;  

 is aware of its environment;  

 implements open standards; and  

 makes optimized use of resources.  

 

The third generation Grid systems now under development are beginning to exhibit many 

of these features. In the following section we describe the nature of a Grid with respect to 

architectural components and services. 

2.4 The Nature of the Grid Architecture 

In this section, we identify requirements for general classes of components in the Grid 

architecture. The result is an extensible, open architectural structure within which 

solutions to key VO requirements can be placed and which is organized in layers, as 

shown in figure 2.1. In specifying the various layers of the Grid architecture, we follow 

the principles of the “hourglass model” as presented in [1]. The narrow neck of the 

hourglass defines a small set of core abstractions and protocols e.g., TCP and HTTP on 

the Internet, onto which many different high-level behaviors can be mapped (the top of 

the hourglass), and which themselves can be mapped onto many different underlying 

technologies  (the base of the hourglass). By definition, the number of protocols defined 

at the neck must be small. The neck of the hourglass consists of Resource and 

Connectivity protocols, which facilitate the sharing of individual resources. Protocols at 

these layers are designed so that they can be implemented on top of a diverse range of 

resource types, defined at the Fabric layer, and can in turn be used to construct a wide 
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range of global services and application-specific behaviors at the Collective layer - so 

called because it involves the coordinated “collective” use of multiple resources. In the 

following sections we present the basic Grid architecture layers into more detail. 

 

 

 
 

Figure 2.1: The layered Grid architecture and its relationship to the Internet protocol architecture. 
 

2.4.1 Fabric: Interfaces to Local Control 

The Fabric layer provides the resources to which shared access is mediated by Grid 

protocols: for example, computational resources, storage systems, catalogs, network 

resources, and sensors. A resource may be a logical entity, such as a distributed file 

system, a computer cluster, or distributed computer pool; in such cases, a resource 

implementation may involve internal protocols e.g., the NFS storage access protocol or a 

cluster resource management system’s process management protocol; but these are not 

the concern of that Grid architecture. 

 Fabric components implement the local, resource-specific operations that occur 

on specific resources (physical or logical) as a result of sharing operations at higher 

levels. There is thus a tight and subtle interdependence between the functions 

implemented at the Fabric level, on the one hand, and the sharing operations supported, 

on the other. Richer Fabric functionality enables more sophisticated sharing operations; 

at the same time, if we place few demands on Fabric elements, then deployment of Grid 

infrastructure is simplified. For instance, resource-level support for advance reservations 
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makes it possible for higher-level services to aggregate (co-schedule) resources in 

interesting ways that would otherwise be impossible to achieve.  

 Experience suggests that at a minimum, resources should implement enquiry 

mechanisms that permit discovery of their structure, state, and capabilities e.g., whether 

they support advance reservation or not on the one hand, and resource management 

mechanisms that provide some control of delivered quality of service, on the other. The 

following brief and partial list provides a resource-specific characterization of 

capabilities: 

 

 Computational resources: Mechanisms are required for starting programs and for 

monitoring and controlling the execution of the resulting processes. Management 

mechanisms that allow control over the resources allocated to processes are useful, as are 

advance reservation mechanisms. Enquiry functions are needed for determining hardware 

and software characteristics as well as relevant state information such as current load and 

queue state in the case of scheduler-managed resources. 

 Storage resources: Mechanisms are required for putting and getting files. Third-party 

and high-performance; e.g., striped transfers are useful [13]. So are mechanisms for 

reading and writing subsets of a file and/or executing remote data selection or reduction 

functions [14]. Management mechanisms that allow control over the resources allocated 

to data transfers (space, disk bandwidth, network bandwidth, CPU) are useful, as are 

advance reservation mechanisms. Enquiry functions are needed for determining hardware 

and software characteristics as well as relevant load information such as available space 

and bandwidth utilization. 

 Network resources: Management mechanisms that provide control over the resources 

allocated to network transfers (e.g., prioritization, reservation) can be useful. Enquiry 

functions should be provided to determine network characteristics and load. 

 Code repositories: This specialized form of storage resource requires mechanisms for 

managing versioned source and object code 

 Catalogs: This specialized form of storage resource requires mechanisms for 

implementing catalog query and update operations: for example, a relational database 

[15]. 
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2.4.2 Connectivity: Communicating Easily and Safely 

The Connectivity layer defines core communication and authentication protocols required 

for Grid-specific network transactions. Communication protocols enable the exchange of 

data between Fabric layer resources. Authentication protocols build on communication 

services to provide cryptographically secure mechanisms for verifying the identity of 

users and resources. Communication requirements include transport, routing, and naming. 

While alternatives certainly exist, these protocols are mostly drawn from the TCP/IP 

protocol stack: specifically, the Internet (IP and ICMP), transport (TCP, UDP), and 

application (DNS, OSPF, RSVP, etc.) layers of the Internet layered protocol architecture. 

This is not to say that in the future, Grid communications will not demand new protocols 

that take into account particular types of network dynamics. With respect to security 

aspects of the Connectivity layer, many of the security standards developed within the 

context of the Internet protocol suite are applicable. 

 According to [16], authentication solutions for VO environments should have the 

following characteristics: 

 Single sign on: Users must be able to “log on” (authenticate) just once and then have 

access to multiple Grid resources defined in the Fabric layer, without further user 

intervention. 

 Delegation [17,18,19]: A user must be able to endow a program with the ability to run 

on that user’s behalf, so that the program is able to access the resources on which the user 

is authorized. The program should (optionally) also be able to conditionally delegate a 

subset of its rights to another program (sometimes referred to as restricted delegation). 

 Integration with various local security solutions: Each site or resource provider may 

employ any of a variety of local security solutions, including Kerberos and UNIX 

security. Grid security solutions must be able to interoperate with these various local 

solutions. They cannot, realistically, require wholesale replacement of local security 

solutions but rather must allow mapping into the local environment. 

 User-based trust relationships: In order for a user to use resources from multiple 

providers together, the security system must not require each of the resource providers to 

cooperate or interact with each other in configuring the security environment. For 
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example, if a user has the right to use sites A and B, the user should be able to use sites A 

and B together without requiring that A’s and B’s security administrators interact. 

 Grid security solutions should also provide flexible support for communication 

protection e.g. control over the degree of protection, independent data unit protection for 

unreliable protocols, support for reliable transport protocols other than TCP, and enable 

stakeholder control over authorization decisions, including the ability to restrict the 

delegation of rights in various ways. 

2.4.3 Resource: Sharing single Resources   

The Resource layer builds on the Connectivity layer communication and authentication 

protocols to define protocols (and APIs and SDKs) for the secure negotiation, initiation, 

monitoring, control, accounting, and payment of sharing operations on individual 

resources. Resource layer implementations of these protocols call Fabric layer functions 

to access and control local resources. Resource layer protocols are concerned entirely 

with individual resources and hence ignore issues of global state and atomic actions 

across distributed collections; such issues are the concern of the Collective layer 

discussed below. Two primary classes of Resource layer protocols can be distinguished: 

 Information protocols are used to obtain information about the structure and state of a 

resource, for example, its configuration, current load, and usage policy e.g. cost. 

 Management protocols are used to negotiate access to a shared resource, specifying, for 

example, resource requirements (including advanced reservation and quality of service) 

and the operation(s) to be performed, such as process creation, or data access. Since 

management protocols are responsible for instantiating sharing relationships, they must 

serve as a policy application point, ensuring that the requested protocol operations are 

consistent with the policy under which the resource is to be shared. Issues that must be 

considered include accounting and payment. A protocol may also support monitoring the 

status of an operation and controlling (like as terminating) the operation. While many 

such protocols can be imagined, the Resource (and Connectivity) protocol layers form the 

neck of our hourglass model, and as such should be limited to a small and focused set. 

These protocols must be chosen so as to capture the fundamental mechanisms of sharing 

across many different resource types e.g. different local resource management systems, 
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while not overly constraining the types or performance of higher-level protocols that may 

be developed. 

2.4.4 Collective: Coordinating Multiple Resources 

While the Resource layer is focused on interactions with a single resource, the next layer 

in the architecture contains protocols and services (and APIs and SDKs) that are not 

associated with any one specific resource but rather are global in nature and capture 

interactions across collections of resources. This layer of the architecture is known as the 

Collective layer. Because Collective components build on the narrow Resource and 

Connectivity layer ‘neck’ in the protocol hourglass, they can implement a wide variety of 

sharing behaviors without placing new requirements on the resources being shared. For 

instance: 

 Directory services allow VO participants to discover the existence and/or properties of 

VO resources. A directory service may allow its users to query for resources by name 

and/or by attributes such as type, availability, or load [20].  

 Co-allocation, scheduling, and brokering services allow VO participants to request the 

allocation of one or more resources for a specific purpose and the scheduling of tasks on 

the appropriate resources. Examples include AppLeS [21, 22], Condor-G [23], Nimrod-G 

[24], and the DRM broker [25]. 

 Monitoring and diagnostics services support the monitoring of VO resources for 

failure, adversarial attack (intrusion detection), overload, and so forth. 

 Data replication services support the management of VO storage (and perhaps also 

network and computing) resources to maximize data access performance with respect to 

metrics such as response time, reliability, and cost [26, 27]. 

 Grid-enabled programming systems enable familiar programming models to be used in 

Grid environments, using various Grid services to address resource discovery, security, 

resource allocation, and other concerns. Examples include Grid-enabled implementations 

of the Message Passing Interface [28, 29] and manager-worker frameworks [30, 31]. 

 Workload management systems and collaboration frameworks—also known as problem 

solving environments – provide for the description, use, and management of multi-step, 

asynchronous, multi-component workflows  
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 Software discovery services discover and select the best software implementation and 

execution platform based on the parameters of the problem being solved [32]. Examples 

include NetSolve [33] and Ninf [34]. 

 Community authorization servers enforce community policies governing resource 

access, generating capabilities that community members can use to access community 

resources. These servers provide a global policy enforcement service by building on 

resource information, and resource management protocols (in the Resource layer) and 

security protocols in the Connectivity layer. Akenti [35] addresses some of these issues. 

 Community accounting and payment services gather resource usage information for the 

purpose of accounting, payment, and/or limiting of resource usage by community 

members. 

 Collaboratory services support the coordinated exchange of information within 

potentially large user communities, whether synchronously or asynchronously. Examples 

are CAVERNsoft [36], Access Grid [37], and commodity groupware systems.  

These examples illustrate the wide variety of Collective layer protocols and 

services that are encountered in practice. While Resource layer protocols must be general 

in nature and are widely deployed, Collective layer protocols span the spectrum from 

general purpose to highly application or domain specific, with the latter existing perhaps 

only within specific VOs. 

Collective functions can be implemented as persistent services, with associated 

protocols, or as SDKs (with associated APIs) designed to be linked with applications. In 

both cases, their implementation can build on Resource layer (or other Collective layer) 

protocols and APIs. For example, figure 2.2 shows a Collective co-allocation API and 

SDK (the middle tier) that uses a Resource layer management protocol to manipulate 

underlying resources. Above this, there is a co-reservation service protocol and 

implement a co-reservation service that speaks this protocol, calling the co-allocation API 

to implement co-allocation operations and perhaps providing additional functionality, 

such as authorization, fault tolerance, and logging. An application might then use the co-

reservation service protocol to request end-to-end network reservations. 
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Figure 2.2: Collective and Resource layer protocols, services, APIs, and SDKS can be combined in a 

variety of ways to deliver functionality to applications. 

 

Collective components may be tailored to the requirements of a specific user 

community, VO, or application domain, for example, an SDK that implements an 

application-specific coherency protocol, or a co-reservation service for a specific set of 

network resources. Other Collective components can be more general-purpose, for 

example, a replication service that manages an international collection of storage systems 

for multiple communities, or a directory service designed to enable the discovery of VOs. 

In general, the larger the target user community, the more important it is that a Collective 

component’s protocol(s) and API(s) be standards based. 

 

 
Figure 2.3: APIs are implemented by software development kits (SDKs), which in turn use Grid 

protocols to interact with network services that provide capabilities to the end user.  
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2.4.5 Applications 

The final layer in Grid architecture comprises the user applications that operate within a 

VO environment. Figure 2.3 illustrates an application programmer’s view of Grid 

architecture. Applications are constructed in terms of, and by calling upon, services 

defined at any layer. At each layer, there are well-defined protocols that provide access to 

some useful service: resource management, data access, resource discovery, and so forth. 

At each layer, APIs may also be defined whose implementation (ideally provided by 

third-party SDKs) exchange protocol messages with the appropriate service(s) to perform 

desired actions. In the following section, we present an example about how Grid 

architecture functions cooperate in practice [1]. 

2.4.6 Grid Architecture in Practice 

In figure 2.5 we present the services that might be used to implement the 

multidisciplinary simulation and cycle sharing (ray tracing) applications introduced in 

figure 2.4. The basic Fabric elements are the same in each case: computers, storage 

systems, and networks. Furthermore, each resource “speaks” standard Connectivity 

protocols for communication and security, and Resource protocols for enquiry, allocation, 

and management. Above this, each application uses a mix of generic and more 

application-specific Collective services. 
 

 

 
Figure 2.4: An actual organization can participate in one or more VOs by sharing some or all of its 

resources 
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 Multidisciplinary Simulation Ray Tracing 

Collective (application-specific) Solver coupler, distributed data 

archiver 

Check-pointing, job management 

failover, staging 

Collective (generic) Resource discovery, resource brokering, system monitoring, community 

authorization, certificate revocation 

Resource Access to computation; access to data; access to information about 

system structure, state, performance 

Connectivity Communication (IP), service discovery (DNS), authentication, 

authorization, delegation 

Fabric Storage systems, computers, networks, code repositories, catalogs 

Figure 2.5: The Grid services used to construct the two example applications of figure 2.4. 
 

In the case of the ray tracing application, we assume that this is based on a high-

throughput computing system [23, 38]. In order to manage the execution of large 

numbers of largely independent tasks in a VO environment, this system must keep track 

of the set of active and pending tasks, locate appropriate resources for each task, stage 

executables to those resources, detect and respond to various types of failure, and so 

forth. An implementation in the context of the Grid architecture uses both domain-

specific Collective services (dynamic checkpoint, task pool management, failover) and 

more generic Collective services (brokering, data replication for executables and common 

input files), as well as standard Resource and Connectivity protocols. Condor-G 

represents a first step towards this goal [23].  
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Chapter 3.  The High-Performance Scheduling Problem 

 
The computational Grids provide a platform for a new generation of applications [80]. 

Grid applications include ‘portable’ applications which can be executed on a number of 

computation and communication sites, resource-intensive applications which must 

aggregate distributed resources (memory, data, computation) to produce results. Grid 

applications include sequential, parallel and distributed programs. All of these 

applications can be executed on Grids simultaneously and share the available resources. 

Most importantly, each of these applications will seek to leverage the performance 

potential of computational Grids to optimize their own execution.  

 From the application perspective, performance is the objective, while scheduling 

is fundamental to performance. Schedulers employ predictive models to evaluate the 

performance of the application on the underlying system, and use this information to 

determine an assignment of tasks, communication, and data to resources, with the goal of 

leveraging the performance potential of the target platform. 

 As we saw earlier, in Grid environments applications share resources  

(computation resources, communication resources, instruments, data) and both 

applications and system components must be scheduled to achieve good performance. 

However, each scheduling mechanism may have a different performance goal. We can 

distinguish three kinds of schedulers:  

 

1. Job schedulers promote the performance of the system, as measured by aggregate job 

performance, by optimizing throughput measured by the number of jobs executed by the 

system 

 

2. Resource schedulers coordinate multiple requests for access to a given resource by 

optimizing fairness criteria to ensure that all requests are satisfied. Alternatively, they 

optimize resource utilization to measure the amount of the resource used. 

 

3. Application schedulers, which promote the performance of individual applications on 

computational Grids by optimizing performance measures such as minimal execution, 
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speedup, or other application-centric cost measures. Note that both job schedulers and 

resource schedulers promote the performance of the system over the performance of the 

applications, as application schedulers do.  

 In this setting, high-performance schedulers become a critical part of the 

programming environment for the computational Grid. However, high-performance 

scheduling on computational Grid is particularly challenging. Both software and 

hardware resources of the underlying system may exhibit heterogeneous performance 

characteristics; resources may be shared by other users; and networks, computers and 

data may exist in distinct administrative domains. In the following sections, we will 

describe what the term ‘application scheduling’ means and how a Grid scheduling model 

can be developed.   

 

3.1 What is Application Scheduling? 

Grid applications consist of one or more tasks which may communicate and cooperate to 

form a single application. Scheduling Grid applications involves a number of activities 

[80].The most important of them are: 

1. Select a set of resources on which to schedule the task(s) of the application. 

2. Assign application task(s) to compute resources. 

3. Distribute data or co-locate data and computation. 

4. Order tasks on compute resources. 

5. Order communication between tasks 

 

 In the literature, item 1. is often termed resource location, resource selection, or 

resource discovery. Resource selection refers to the process of selecting candidate 

resources from a pool; resource discovery and resource location refer to the determination 

of which resources are available to the application. Item 2. may be called mapping, 

partitioning or placement. Also, note that items 1.-3. focus on the allocation of 

computation and data ‘in space’ and are termed generally as mapping; while items 4. and 

5. are generally termed as scheduling and deal with the allocation of computation and 

communication ‘over time’. 
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 A scheduling model consists of a scheduling policy; i.e., a set of rules for 

producing schedules, a program model which abstracts the set of programs to be 

scheduled, and a performance model which abstracts the behavior of the program on the 

underlying system for the purpose of the evaluating the performance potential of 

candidate schedules. In addition, the scheduling model utilizes a performance measure 

which describes the performance activity to be optimized by the performance model. As a 

definition, we can say that high-performance schedulers are software systems which use 

scheduling models to predict performance, determine application schedules based on 

these models, and take action to implement the resulting schedule. The high-performance 

scheduler determines an application schedule; i.e., an assignment of tasks, data and 

communication to resources, ordered in time and based on the rules of the scheduling 

policy. The goal is to optimize the performance experienced by the application on the 

computational Grid. 

 It is very important to distinguish distributed parallel applications and ‘portable’ 

single-site applications. Even if an application cannot profit from distribution, the 

scheduler may have to locate a computational site and/or co-locate data in a way that 

maximizes application performance. For parallel Grid applications, the high-performance 

scheduler will need to determine whether performance is optimized by accessing all tasks 

to a single site or by distributing the application to multiple sites.  

 

3.2 Developing a Grid Scheduling Model 

The development of efficient models for scheduling Grid environments presents a 

substantial challenge to researchers and application developers. One approach to 

developing Grid models is to compose models from constituent components which reflect 

application performance activities. This approach is being taken by a number of 

researchers [81, 82, 83, 84]. To illustrate this, consider a simple model which predicts 

execution time for a Grid application which executes one task A to completion, and 

passes all data to another task B which then executes to completion. Thus, a performance 

model for this application is 
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)()()()( 3211 tCompBtCommtCompAtExecTime ++=  

 

where the CompA(t1), Comm(t2) and CompB(t3) components provide predictions of their 

performance activities when initiated at times t1, t2, and  t3 respectively, and are composed 

(by summation) to form a time-dependent prediction of the execution time performance 

ExecTime(t1). It is also possible that each of the constituent models (CompA(t1), 

Comm(t2) and CompB(t3)) may themselves be decomposed into other components models 

and/or parameters which reflect performance activities.  

 More specifically, computation time may depend upon CPU load(s), while 

communication performance may depend upon available network bandwidth. Such 

parameters may vary over time due to contention from other users. Predictions of these 

values at scheduling time may be reflected by dynamic parameters to the CompA(t1), 

Comm(t2) and CompB(t3) components in the performance model. For example, assume 

that task A iteratively computes a particular operation. Also note that, for time being, we 

do not consider the exact nature of the task that is performed. A performance model for 

CompA(t1) on machine M might be 

  

)(
/)(

1
1 tCPUavail

ptOperNtCompA iters=  

 

where Niters is the number of iterations, Oper/pt is abstractly the CPU operation per point 

when M is unloaded, and CPUavail(t1) is the predicted percentage of CPU available for 

M at time t1. The use of the dynamic CPUavail(t1) parameter provides a time-dependent 

prediction for CompA(t1), which can be combined with other models to form a time-

dependent prediction for ExecTime(t1). 

 In this example, task A must complete before it communicates with task B. 

However, following a different scheduling policy, we may allow overlapped 

communication and computation. Thus the application would have to be modeled to 

reflect a more complex interplay of communication and computation. For instance, if 

communication and computation were overlapped, it may be more appropriate to replace 

the operator + by max or a pipelined operator to reflect the way in which computation for 
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task A, computation for task B, and communication between the processors on which they 

reside are coordinated. Such an approach is taken in [82] which describes a compositional 

model for predicting lag-time in interactive virtual reality simulations. 

 

3.3 Scheduling via Dynamic Programming  

Extensive research has been carried out on the design, implementation and performance 

of parallel database systems. Teradata [94], Budda [95], HC186-16 [96], GAMMA [97], 

and XPRS [98] are examples of systems that were actually implemented, and many 

papers were written on their performance. The performance evaluation of these systems 

though is mainly limited to simple queries that involve no more than one or two join 

operations. Recent developments in the direction of nonstandard applications, the use of 

complex data models, and the availability of high-level interfaces tend to generate 

complex queries that may contain larger numbers of joins between relations. 

Consequently, the development of execution strategies for the parallel evaluation of 

multi-join queries has drawn the attention of the scientific community.  

 A number of strategies has been proposed [99, 100, 101, 102, 103] and their 

performance was evaluated via simulation. However, no comparative experimental 

performance evaluation is available. In [93] there is a comparative performance 

evaluation of four execution strategies by implementing all of them on the same parallel 

database system, PRISMA/DB. Experiments have been done up to 80 processors. The 

basic strategy is to first determine an execution schedule with minimum total cost and 

then parallelize this schedule with one of the four execution strategies. These strategies, 

coming from the literature, are named: Sequential Parallel, Synchronous Execution, 

Segmented Right-Deep, and Full Parallel. Based on the experiments clear guidelines are 

given when to use which strategy.   

 One central component of a query optimizer is its search strategy or enumeration 

algorithm. The enumeration algorithm of the optimizer determines which plans to 

enumerate, and the classic enumeration algorithm is based on Dynamic Programming. 

This algorithm was proposed in IBM’s System R project [145], and it is used in most 

query optimizers today. System R [145] is the pioneer in the area of optimization of 
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multi-join queries in a centralized environment. In System R, join trees are restricted to 

linear trees, so that available access structures for the inner join operand can optimally be 

exploited. System R chooses the cheapest (in the sense of minimal total costs) linear tree 

that does not contain Cartesian products. 

 Subsequently, it is remarked in [164] that the restriction to linear trees may not be 

a good choice for parallel systems. However, the space of possible join trees is very large 

if restriction to linear trees is dropped [165]. In [166] partially heuristic algorithms are 

proposed that aim at limiting the time spent on searching the space of possible query trees 

for the cheapest one. [167] proposes to parallelize this search. In these papers, the cost 

formula used evaluates the total costs of a query tree, not taking the influence of 

parallelism into account. Obviously, when optimizing the response time of a complex 

query, it is not sufficient to optimize towards minimal total costs. Rather, the exploitation 

of parallelism has to be taken into account as well. However, the search space that results 

if all possible trees and every possible parallelization for these trees are taken into 

account is gigantic. To overcome these problems, [168] proposes a two-phase 

optimization strategy for multi-join queries. The first phase chooses the tree that has the 

lowest total execution costs and the second phase finds a suitable parallelization for this 

tree.  

 In general, there is a tradeoff between the complexity of an enumeration algorithm 

and the quality of the plans generated by the algorithm. Dynamic programming represents 

one extreme point: dynamic programming has exponential time and space complexity and 

generates “optimal” plans. Other algorithms have lower complexity than dynamic 

programming, but these algorithms are not able to find as low-cost plans as dynamic 

programming. Since the problem of finding an optimal plan is NP-hard [148], 

implementers of query optimizers will probably always have to take this fundamental 

tradeoff between algorithm complexity and quality of plans into account when they 

decide which enumeration algorithm to use. Note that, we call a plan optimal if it has the 

lowest cost of all plans according to the optimizer’s cost model. 

Due to its importance, a large number of different algorithms have already been 

developed for query optimization in database systems. All algorithms proposed so far fall 

into one of three different classes or are combinations of such basic algorithms [149, 
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150]. In the following, we will briefly discuss each class of algorithms; a more complete 

overview and comparison of many of the existing algorithms can be found in [151]. 

 

 Exhaustive search: All published algorithms of this class have exponential time 

and space complexity and are guaranteed to find the Optimal plan according to the 

optimizer’s cost model. As stated earlier, the most prominent representative of 

this class of algorithms is (bottom-up) dynamic programming [145], which is 

currently used in most database systems. Efficient ways to implement dynamic 

programming have been proposed in [152, 153]. 

  

 Heuristics: Typically, the algorithms of this class have polynomial time and space 

complexity, but they produce plans that are often orders of magnitude more 

expensive than a plan generated by an exhaustive search algorithm. 

Representatives of this class of algorithms are “minimum selectivity” and other 

greedy algorithms [149, 151, 154]; the KBZ algorithm [155]; and the AB 

algorithm [156].  

 

 Randomized algorithms: Various variants of randomized algorithms have been 

proposed in [157, 158, 159, 160, 161]. The big advantage of randomized 

algorithms is that they have constant space overhead. The running time of most 

randomized algorithms cannot be predicted because these algorithms are 

nondeterministic; typically, randomized algorithms are slower than heuristics and 

dynamic programming for simple queries and faster than both for very large 

queries. The best known randomized algorithm is called 2PO and is a 

combination of applying iterative improvement and simulated annealing [157]. In 

many situations, 2PO produces good plans, although there are situations in which 

2PO produces plans that are orders of magnitude more expensive than an optimal 

plan.  

 

In the following section, we present some efforts at developing schedulers for Grid 

systems that have been proposed so far.  
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3.4 Current Efforts on Schedulers for Grid systems 

Currently, there are exciting initial efforts at developing schedulers for Grid systems. In 

this section, we focus on a representative group of these pioneering efforts to illustrate the 

state-of-the-art in high-performance schedulers. For more details, there are references for 

each project below. Note that we do not provide a valuation ranking on these projects. 

With high-performance schedulers, as with many software components, it is often 

difficult to make head-to-head comparisons between distinct efforts. Schedulers are 

developed for particular system environments, languages, and program domain, and 

many research efforts are incompatible. Even when distinct schedulers target the same 

program domains and grid systems, it may be difficult to devise experiments that 

compare them fairly in a production setting. Fairness can be achieved, in an experimental 

testbed environment. In grid testbeds, conditions can be replicated, comparisons can be 

made, and different approaches may be tested, designating the efficiency and the 

performance of the scheduler. This comparison is out of the scope of this work. 

  
Project Program Model Performance Model Scheduling Policy 

AppLeS communicating tasks application performance model 

parameterized by dynamic resource 

performance capacities 

best of candidate 

schedules based on 

user’s performance 

criteria 

MARS phased message – passing 

programs 

dependency graph built from 

program and used to determine task 

migration 

determines candidate 

schedule which 

minimizes execution 

time 

Prophet Parallel pipeline programs execution time equals to sum of 

comm. and comp. parameterized by 

static and dynamic inferences  

determines schedule with 

minimal predicted 

execution time 

VDCE Programs composed of 

tasks from mathematical 

task libraries 

Task dependency graph weighted 

by dedicated task benchmarks and 

dynamic load info 

List scheduling used to 

match resources with 

application tasks 

SEA Dataflow – style program 

dependence graph 

Expert system that evaluates 

“ready” tasks in program graph 

“ready” tasks enabled in 

program graph re next to 

be scheduled 
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I-SOFT Applications which 

couple supercomputers 

remote instruments, 

immersive environments, 

data systems 

Developed by users, static capacity 

information used for scheduling 

some applications 

Centralized scheduler 

maintained user queues 

and static capacities, 

application served as 

“first come, first served” 

IOS Real-time, iterative, 

automatic target 

recognition applications 

Applications represented as a 

dependency graph of subtasks, each 

of which can be assigned one of 

possible algorithms 

Off-line genetic 

algorithm indexed by 

dynamic parameters used 

to determine mapping for 

current iteration 

SPP(X) Base serial language X 

and structured 

coordination language 

Compositional performance model 

based on skeletons associated with 

program structure 

Determination of 

performance model for 

candidate schedules with 

minimal execution time 

Dome C++ extended programs Program rebalanced based on past 

performance, after some numbers of 

Dome operations 

Globally-controlled or 

locally-controlled load 

balancing  

Figure 3.1: Some efforts on developing high-performance Grid scheduler 

 

Figure 3.1 summarizes major current efforts in developing high-performance grid 

schedulers. The way in which the scheduling model is developed for each of these 

projects, illustrates the different decisions that can be made, and experience with 

application will give some measure of the effectiveness of these decisions. In the next 

sections, we discuss these efforts from the perspective of the constituent components of 

their scheduling models. 

 

Program Model 

Program models for high-performance schedulers generally represent a program by a 

(possibly weighted) dataflow-style program graph, or by a set of program characteristics 

that may (or may not) include a structural task dependency graph.  

Dataflow-style program graphs are a common representation for grid systems. 

Dome[85] and SPP(X) [83] provide a language abstraction for the program which is 

compiled into a low-level dependency graph representation. MARS [86] assumes 

programs to be phased (represented by a sequence of program stages or phases), and 
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builds a program dependency graph as part of the scheduling process. SEA [87] and 

VDCE [88] represent the program as dependency graphs of coarse-grained tasks. In the 

case of VDCE, each of the tasks are from a mathematical task library. 

 In other efforts, the program is represented by its characteristics. AppLeS [89] and 

I-SOFT [90] take this approach, representing programs in term of their resource 

requirements. AppLeS and I-SOFT focus on coarse-grained grid applications. IOS [91] 

on the other hand, represents real-time fine-grained iterative automatic target recognition 

applications. Each task in IOS is associated with a set of possible image-processing 

algorithms. This approach combines both the program graph and resource requirements 

approaches to program modelling.    

 

Performance Model  

The performance model provides an abstraction for the behavior of the application on the 

underlying system. The values of the performance model are predictions of application 

performance within a given timeframe. Performance models of current efforts in high-

performance schedulers represent a wide spectrum of approaches, although 

parameterization of these models by both static and dynamic information is common. 

Approaches differ in terms of who supplies the performance model (the system, the 

programmer, or some combination), its form, and its parameterization. 

 On one end of the spectrum are scheduler-derived performance models. SPP(X), 

MARS, Dome, IOS, and VDCE require little intervention from the user in order to 

designate the performance model to be followed. On the other hand, there are the user-

derived performance models. For instance AppLeS assumes that the performance models 

will be provided by the user, whereas for the I-SOFT scheduler both the performance 

model and the resulting schedule is considered to be determined by the user.  

 Nevertheless, some approaches combine both programmer-provided and 

scheduler-provided performance components. Prophet [92] provides a more generic 

performance model (ExecutionTime = Computation + Communication) parameterized by 

benchmark, static, and dynamic capacity information. SEA [87] uses its dataflow-style 

program graph as input to an expert system which evaluates which task is currently 

“ready”. These approaches require both programmer and scheduler information. 
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Scheduling Policies 

The goal of a high-performance scheduler is to determine a schedule which optimizes the 

applications performance goal. Note that this performance goal may vary from 

application to application, although a common goal is to minimize execution time. The 

current efforts in developing high-performance scheduler utilize a number of scheduling 

policies to accomplish this goal. In many current projects, the work comes in determining 

an adequate performance model. The scheduling policy is then to choose the optimal 

(according to the performance criteria) among the candidate choices. Note that some 

schedulers perform resource selection as a preliminary step to filter the candidate 

resource sets to a manageable number, whereas others do not.  

 AppLeS [89] performs resource selection as an initial step and its default 

scheduling policy chooses the best schedule among the resulting candidates based on the 

user’s performance criteria (which may not be the minimal execution time). Other 

scheduling policies may be provided by the user. The performance goal for all 

applications is minimal execution time.  

 

3.5 An Overview of Our Work 

In general, resource allocation and selection play the most important role for the design 

and the development of systems with high level of performance requirements. However, 

in Grids research area, we distinguish two main policies that are followed: 

 

1. The scheduling is about  tasks in general. That is, most of the current efforts do not 

distinguish the kinds of the tasks to be managed and scheduled. This abstract approach 

may be flexible and scalable, but suffers whenever the specification of the project 

restricts the kind of the task to be handled. For instance, in distributed database systems 

over a Grid-aware infrastructure, the tasks are considered as queries (relational or not). 

There is a great need of a refined research of query scheduling with respect to the 

performance and costs in time and CPU power.   
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2. In cases where the tasks are considered as queries, the main contribution seems to be 

the design of optimization techniques for algorithms that is used for the query execution. 

In other words, it is observed that the basic goal is the parallelization of the query 

execution algorithm, exploiting the power of the Grid. 

  

 In this work, we study the scheduling problem of multi-join query expression in 

distributed relational databases that are implemented over a Grid-aware architecture. In 

the beginning, we discuss the various types of data replication that may be observed; 

namely no data replication, full data replication, and partial data replication. We present 

our study for partial data replication distributed databases with respect to the total volume 

of data that must be transferred from one resource to another. And characterize the cases 

in which parallel join expression execution is preferred. Afterwards, considering a 

distributed database system over a Grid with no data replication, we present two 

algorithms that constitute our approach to the join scheduling problem. Specifically, we 

transform join expressions into directed acyclic graphs (DAGs) that contain all possible 

plans for the execution of the join. For this purpose, we propose the Query Plan Graph 

Constructor (QuPGC) algorithm. Each node represents a resource of the Grid, whereas 

the link between two nodes represents the join operation between the relations that are 

stored at these resources. When the query plan graph is constructed, we have to select the 

proper plan for the join execution, with respect to the performance evaluation in time. For 

this reason, we developed the Heuristic Query Path Selector (HQuPaS) algorithm, that 

uses two heuristic functions for the communication and the computation cost of each plan 

of the graph. The output is a query execution plan, that corresponds to a semantically 

equivalent permutation of the initial join query and considered to be optimal according to 

the estimations in time we have made. 

 The contribution of this work is the an a-priori evaluation of the various different 

execution plans of a given multi-join query. We do not pay attention to the algorithm that 

will be used for the execution of the join. Instead, we study the problem of resource 

allocation, that is, which resources of the Grid are going to be involved for the execution 

of a query expression. This estimation is extremely useful for distributed database 

designers, as they have the opportunity to know in advance how much time will be spent 
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for the completion of a specific execution. In addition, the scheduling technique we 

propose is quite flexible, and newly proposed, optimized join execution algorithms can be 

considered. Note that for the evaluation of our scheduler, we designed and implement a 

scheduling simulator that takes as input an initial multi-join query and gives the best-

performance execution plan and the time that is needed for its completion. 

 In contrast to dynamic programming, our approach has an important advantage: 

the relations involved in the join queries are physically stored at distributed remote 

resources over a Grid. The cost model we use takes advantage of Grid characteristics; 

such as the number of resources, the bandwidth of the links between them, etc. 

Specifically, the heuristics we use, comprise both the computation and the 

communication cost for the execution of a given query.  

 Another advantage over the dynamic programming approach is the ability for 

parallel execution that is provided by the Grid facilities. It is extremely powerful because, 

on the Grid, we are able to separate our tasks into fragments that can be executed in 

parallel, saving cost in time and space. As we are going to describe in detail later, the 

plan graph that is constructed for each given join query using the QuPGC algorithm can 

be easily fragmented and executed in parallel, reducing the cost in time for the graph 

construction dramatically. Furthermore, using HQuPaS for the selection of the optimal 

query plan, the heuristics of the cost model can also be calculated in parallel. In the 

following sections, we describe our scheduling approach, our algorithms and our 

simulator in detail. 
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Chapter 4.  Join Relational Operator 
 
In this chapter, we provide an overview of the various types and execution strategies of 

the relational join operator [104]. Next, we describe some known methods for the 

estimation of the size of a join result.   

 

4.1 Overview 

The join operation is used to combine related tuples from two relations into single tuples 

that are stored in the result relation. The desired relationship between tuples or some 

attributes in the tuples is specified in terms of the join condition. In its simplest form, the 

join of R and S is written as  

 

SR bsar )()( ϑ><  

 

where )()( bsar ϑ  defines the join condition. Theϑ operator defines the condition that 

must hold true between the attributes r(a) and s(b) of R and S, respectively. This general 

join is called a theta-join or ϑ -join. The theta operator can be one of the following: ‘=, ≠, 

<, >, ≤, ≥’. The attributes used to define the join condition must be comparable using the 

theta operator. In its most general form, the join condition consists of multiple simple 

conditions of the form described above, connected with the logical connective AND [105, 

106, 107], i.e.  

nconditionconditioncondition ∧∧∧ ...21 . 

 

 The presence of the join condition distinguishes the join operation from the 

Cartesian product. In effect, the join operation may be said to be equivalent to a Cartesian 

product followed by a select operation [106], where the select operation is implicit in the 

join condition. Or, 

 

][)()()()( SRSR bsarbsar ×≡ ϑϑ σ>< . 
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As such, the result of joining two relations is a subset, proper or otherwise, of the 

Cartesian product of the two relations. The tuples of either relation that do not participate 

in the join are called dangling tuples [108]. The result of joining relations R and S with n 

and m attributes, respectively, is a relation Q with n+m attributes. The relation Q has one 

tuple for each pair of tuples from R and S that satisfies the join condition. The result 

relation Q may then be defined as 

 

)}()(|{ btatSsRrrsttQ ϑ∧∈∧∈∧== . 

 

 The join operator is time-consuming and data-intensive operations. In the most 

naive implementation, each tuple in one relation must be compared to every tuple in the 

other relation. Therefore, the complexity of the operation for relations with n tuples each 

is )( 2nΟ . Further, the comparison of tuples requires a large number of I/O operations. 

Many algorithms have been devised to execute joins intending to reduce the number of 

comparisons, reduce the amount of I/O, or both. 

 

4.2 Types of Join  

Several other types of joins have been defined. Some are direct derivatives of the theta-

join; others are combinations of the theta-join and other relational operations such as 

projection. Some have been implemented as primitive operations in database 

management systems, whereas others are currently found only in the database literature. 

Variations of the join operation seen in database management systems and in the 

literature are discussed below. 

 

 Equi-Join 

The most commonly used theta operator is the equality operator; in these cases, the join is 

called an equi-join. For all other theta operators the join is called a non equi-join. The 

result relation Q is defined as follows: 
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)}()(|{ btatSsRrrsttQ =∧∈∧∈∧== . 

In other words, the result relation contains tuples t made up of two parts; r and s, where r 

must be a tuple in relation R and s must be a tuple in relation S. In each tuple t, the values 

of the join attributes t(a), belonging to r, are identical in all respects to the values of the 

join attributes t(b), belonging to s. Consider the relations R and S in the left side of figure 

4.1. The result of joining R and S such that r(payscale)=s(payscale) is the relation Q is as 

shown in the right side of the figure: 

 

                   
Figure 4.1: Relation SRQ payscalespayscaler )()( == ><  

 

 Natural-Join 

In the theta-join, the tuples from the input relation are simply concatenated. Therefore, 

the result tuple, in the case of equi-joins, contains two sets of the join attributes that are 

identical in all respects. Thus, one set of join attributes in the result relation can be 

removed without any loss of information. Certainly, the removal of one column from the 

result relation should reduce the amount of storage space required. In most cases, it is 

required that one of these sets be projected out to get the final result. This gives rise to a 

derivative of the equi-join, the natural join. The natural join can, therefore, be defined as 

an equi-join on attributes with the same name in both relations, followed by projection to 

remove one set of the join attributes.  
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Figure 4.2: Relation SRQ *=  

 

The natural join operation can be written as 

][ )()())(( SRSR bsarasba ji =−=∗ ><π , 

 

where a and b are the attributes in relations R and S, respectively. The result relation Q is 

given by 

 

)}()())((|{ bsarSsRrasrsttQ =∧∈∧∈∧−== . 

 

The result of SR ∗ on the payscale attribute is the relation Q in figure 4.2. 

 

 Semi-Join 

In the conventional execution of the join operation, the resulting relation has all the 

attributes of both input relations. Sometimes it is required that only the attributes of one 

of the relations be present in the output relation. The semi-join operation is designed to 

perform such a join [109]. It has also been defined as an operation that selects a set of 

tuples from one relation that relate to one or more tuples in another relation. The 

relationship is defined by the join condition. It is equivalent to the join of the two 

relations followed by a project operation that results in the attributes of the second 

relation being dropped from the output relation. The initial join itself may be performed 

by any of the join techniques. The semi-join operation is written as 

 

][ )()()()( SRSR bsarabsar i ϑϑ π ><>p = , 

 

and the result relation Q is given by 
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})()(|{ SsRrbsatrttQ ∈∧∈∧∧== ϑ . 

 

A list of payscales such that there is at least one employee who gets paid according to 

that scale is a semi-join between S and R. That is, 

 

RSQ payscalerpayscales )()( == >p . 

The result relation Q is the following relation: 

 

 
 

Unlike most other join operations, the semi-join operation is not commutative, that is, 

 

)()( RSSR >p>p ≠ . 

 

An alternative expression for the semi-join operation is 

 

][ )( SRSR bsai
><>p π= . 

 

No join condition has been specified in this expression because it represents the general 

case.  Although the effect is the same in both cases, this version of the semi-join reduces 

the size of the second relation participating in the join operation. The initial projection on 

S results in a smaller relation while maintaining all data needed to get the result of the 

semi-join. This feature is especially useful when R and S are at different sites and S must 

be transferred to R’s site. 

 Semi-joins can be used to reduce the processing load of regular joins and to avoid 

the creation of large intermediate relations [110]. Semi-joins have been found to be a 

useful tool in the processing of certain kinds of queries, particularly tree queries [111].  
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 Outer-Join 

Strictly speaking, the outer-join is an extension of the join operation [106, 112, 113]. It is 

also called an external-join [114]. The outer-join operation was defined to overcome the 

problem of dangling tuples. In conventional joins, tuples that do not participate in the join 

operation are absent from the result relation. In certain situations it is desired that the 

result relation contain all the tuples from one or both relations even if they do not 

participate in the join (they must be added with null values as needed). 

 Depending on whether the result relation must contain the non-participant tuples 

from the first, second, or both relations, three kinds of outer joins are defined: the left 

outer-join, the right outer-join, and the full outer-join, respectively. The corresponding 

join symbols are ><= , =>< and ==>< . The left and right outer-joins are collectively 

referred to as one-sided or directional joins. It must be noted that only the full outer-join 

is commutative. Although the left and right outer joins are not commutative, they are 

related as follows: 

 

)()( RSSR =≡= ><><  

 

The result relation for a full outer-join will contain three types of tuples: tuple pairs that 

satisfy the join condition, dangling tuples from R with padded S-attributes, and dangling 

tuples from S with padded R-attributes. The result relation Q can be written as 

 

}|{}|{)}()(|{ SsnsttRrrnttbsarSsRrrsttQ ∈∧=+∈∧=+∧∈∧∈∧== ϑ  

 

where, n represents the padding of the tuples with null values. An example of a right 

outer-join using the relations R and S is 

 

SRQ payscalespayscaler ))()(( === ><  

 

The result relation Q is as shown in figure 4.3 below: 
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Figure 4.3: Relation SRQ payscalespayscaler ))()(( === ><  

 

Here the symbol ⊥  represents the null value. This operation is particularly useful in 

dealing with situations where there are null values in the join attributes of either relation. 

At this point, not many DBMSs support outer-joins directly. The processing of queries 

containing outer-joins is discussed in [113] and [115]. 

 A scheme for query optimization in heterogeneous, distributed database systems 

that uses outer-joins to help in database integration is discussed [116]. One-sided outer-

joins may be used in aggregate function evaluation in statistical databases [117]. Semi 

outer-joins, which combine the qualities of outer-joins and semi-joins, have been used in 

query processing in multi-database systems [116]. 

 

 Self-Join 

The self-join may be considered a special case of the theta-join [118]. The only difference 

is that the input relation is joined with itself. The output relation Q is given by 

 

)}()(|{ bsarSRSsRrrsttQ ϑ∧=∧∈∧∈∧== . 

 

The operation of the self-join can be illustrated using example relation R. To get a list of 

pairs of employees such that each pair of employees gets the same pay, the relation R can 

be self-joined with itself. That is, 

 

RRQ payscalerpayscaler ))()(( === >< . 

 

Then, the result relation Q is as shown in figure 4.4 below: 
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Figure 4.4: Relation RRQ payscalerpayscaler ))()(( === ><  

 Composition 

Composition was first described as one of the operations on relations in [119]. Two 

relations are said to be composable if they are joinable. The composition of two relations 

is equivalent to joining the two relations, then projecting out both sets of join attributes. 

Formally, this is written as 

 

][))()(( SRSR bsarba ji
><−−=⊗ π  

 

where ⊗  represents the composition operator and M without the join condition represents 

any join between the relations R and S. The natural composition of R and S is defined as 

the composition based on the natural join between R and S [119]. It is written as 

 

][))()(( SRSR bsarba ji
∗=• −−π  

 

The result relation Q, of the natural composition of R and S, is given by 

 

)}()())()((|{ asarSsRrasarrsttQ =∧∈∧∈∧−−==  

 

The natural composition of the relations R and S on the attribute payscale is the relation 

Q in figure 4.5: 
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Figure 4.5: Relation ][))()(( SRSRQ bsarba ji

∗=•= −−π  

 

This operation has been discussed further in [120]. In the next section, we are going to 

present a number of different implementation approaches for join execution and discuss 

the advantages and the disadvantages for each one. The techniques and methods used to 

implement joins are discussed in the following sections. 

 

4.3 Join Evaluation Methods     

In the next sections we present some of the evaluation methods of the join operator, 

including the basic algorithm, a general discussion of each method, the special data 

structures that are used, and the applicability and performance of the technique. General 

problems that apply to a whole class of join techniques, such as the effect of clustering or 

the effect of collisions on the hash join techniques, are also discussed separately. 

4.3.1 Nested-loops join  

Nested-loops join is the simplest join method. It follows from the definition of the join 

operation. One of the relations being joined is designated as the inner relation, and the 

other is designated as the outer relation. For each tuple of the outer relation, all tuples of 

the inner relation are read and compared with the tuple from the outer relation. Whenever 

the join condition is satisfied, the two tuples are concatenated and placed in the output 

buffer. The algorithm for performing SR bsar )()( ϑ><  is as follows: 

 

for each tuple s do{  
   for each tuple r do{  
      if )()( bsar ϑ   then  
         concatenate r and s, and place in relation Q  
   }} 
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Note that for efficiency, the relation with higher cardinality (R in this case) is chosen to 

be the inner relation. 

 In practice, a nested-loops join is implemented as a nested-block join; that is, 

tuples are retrieved in units of blocks rather than individually [106]. This implementation 

can be briefly described as follows. The inner relation is read as one block at a time. The 

number of main memory blocks available determines the number of blocks read from the 

outer relation. Then all tuples in the inner relation’s block are joined with all the tuples in 

the outer relation’s blocks. This process is repeated with all blocks of the inner relation 

before the next set of outer relation blocks is read in. The amount of reduction in I/O 

activity (compared to a simple tuple-oriented implementation) depends on the size of the 

available main memory. 

 A further step toward efficiency consists of rocking the inner relation [121]. In 

other words, the inner relation is read from top to bottom for one tuple of the outer 

relation and bottom to top for the next. This saves on some I/O overhead since the last 

page of the inner relation which is retrieved in one loop is also used in the next loop. 

 In the above algorithm, it is seen that each tuple of the inner relation is compared 

with every tuple of the outer relation. Therefore, the simplest implementation of this 

algorithm requires )( mn×Ο  time for execution of joins, where n and m are the 

cardinalities of the relations. The block-oriented implementation of the Nested-loops join 

optimizes on I/O overhead in the following way. Since the inner relation is read once for 

each tuple in the outer relation, the operation is most efficient when the relation with the 

lower cardinality is chosen as the outer relation. This reduces the number of times the 

inner loop is executed and, consequently, the amount of I/O associated with reading the 

inner relation, An analysis of buffer management for the nested-loops method with 

rocking shows that buffering an equal number of pages for both relations is the best 

strategy [122]. If the join attributes can be accessed via an index, the algorithm can be 

made much more efficient. Such an implementation has been described in [123]. 

4.3.2 Sort-merge join  

The sort-merge join is executed in two stages. First, both relations are sorted on the join 

attributes, whenever that is feasible. Then, both relations are scanned in the order of the 
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join attributes, and tuples satisfying the join condition are merged to form a single 

relation. Whenever a tuple from the first relation matches a tuple from the second 

relation, the tuples are concatenated and placed in the output relation. The exact 

algorithm for performing a sort-merge join depends on whether the join attributes are 

non-key attributes and on the theta operator. In all cases, however, it is necessary that the 

two relations be physically ordered on their respective join attributes. The algorithm for 

performing equi-joins SR bsar )()( =><  is as follows: 

 

Stage 1: Sort process 
   sort R on r(a); 
   sort S on s(b); 
 
Stage 2: Merge process 
   read first tuple from R; 
   read first tuple from S; 
   for each tuple r do 
   {  
      while s(b) < r(a) 
         read next tuple from S; 
      if r(a) = S(b) then  
         join r and s, and place in output relation Q  
   }; 
 

 The merge process varies slightly depending on whether the join attributes are 

primary key attributes, secondary key attributes, or non-key attributes. If the join 

attributes are not the primary key attributes, several tuples with the same attribute values 

may exist. This necessitates several passes over the same set of tuples of the inner 

relation. The process is described below. Let there be two tuples, rl and r2, in R that have 

a given value x of the join attribute r(a) and three tuples s1, s2, and s3, in S that have the 

same value x of the join attribute S(b). If the above join algorithm is used then when r2 is 

the current tuple in R, the current tuple in S would be the tuple following s3. Now the 

result relation must also include the join of r2 with s1, s2, and s3. To achieve this, the 

above algorithm must be modified to remember the last r(a) value and the point in S 

where it started the last inner loop. Whenever it encounters a duplicate r(a) value, it 

backtracks to the previous starting point in S. This backtracking can be especially 
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expensive in terms of the I/O if the set of tuples does not fit into the available main 

memory and the tuples have to be retrieved from secondary storage for each pass. 

 However, the sort-merge join algorithm can also be used to implement the full 

outer-join. The algorithm for performing the full outer-join SR bsar )()( ===><  using the 

sort-merge method is as follows: 

 

sort R on r(a); 
sort S on s(b); 
read first tuple from R; 
read first tuple from S: 
for each tuple r do 
{  
   while s(b) < r(a) 
      write s into Q 
   pad R-attributes with null values 
   read next tuple from S; 
   if r(a) = s(b) then 
     join r and s, and place in output relation Q  
}; 
  

 If the relations are pre-sorted, this algorithm has a major advantage over the brute 

force approach of the nested-loops method. The advantage is that each relation is scanned 

only once. Further, if the join selectivities are low, the number of tuples compared is 

considerably lower than in the case of the Nested-loops join. The definition of selectivity 

is presented below. It has been shown that this algorithm is most efficient for processing 

on a uni-processor system [123]. The processing time depends on the sorting and merging 

algorithms used. If the files are already sorted on the join attributes, the cost is simply the 

cost of merging the two relations. In general, the overall execution time is more 

dependent on the sorting time, which is usually ( )nn log×Ο  for each relation, where n is 

the cardinality of the relation. Execution is further simplified if the join attributes are 

indexed in both relations.  

 

Definition 
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Selectivity of operation A op a on a relation R denoted as )(Rsel Aopa  or )(RS Aopa  is 

defined as the percentage of the tuples in R that satisfy the operation A op a, where 

operand }.,,,,,{ ≥>≤<≠=∈op  

 

4.3.3 Hash-based join  

The success of the sort-merge join lies in the fact that it reduces the number of 

comparisons between tuples. A tuple from the first relation is not compared with those 

tuples in the second relation with which it cannot possibly join. Hash join methods 

achieve the same effect in another way [124, 125]. They attempt to isolate the tuples from 

the first relation that may join with a given tuple from the second relation. Then, tuples 

from the second relation are compared with a limited set of tuples from the first relation. 

A large number of join methods using hashing has been proposed and/or implemented. 

We are going to present only simple hash and hash-partitioned join methods. More 

information about hash-based join algorithms is in [104]. 

 

 Simple Hash-Join 

With the simple hash join, the join attribute(s) values in the first relation are hashed using 

a hash function. These hashed values point to a hash table in which each entry may 

contain entire tuples or only tuple-ids [126]. In the latter case, it may be useful to store 

the key values as well. Depending on the efficiency of the hash function, one or more 

entries may hash to the same bucket. Then for each tuple of the other relation 

participating in the join, the join attribute values are hashed using the same hashing 

function as before. If the values hash to a nonempty bucket of the previous hash table, the 

tuple(s) in the hash table bucket are compared with the tuple of the second relation. The 

tuples are joined if the join condition is satisfied. The algorithm for performing 

SR bsar )()( ϑ><  is as follows: 
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for each tuple s in S do 
{  
   hash on join attributes s(b) 
   place tuples in hash table based on hash values}; 
 
for each tuple r do 
{  
   hash on join attributes r(a) 
   if r hashes to a nonempty bucket of hash table for S then {  
      if r ϑ -matches any s in bucket 
         concatenate r and s, and place in relation Q  
   }}; 
 

Note that in the above algorithm, the same hashing function must be used for both 

relations. 

 As a class, hash-based joins have been found to be among the most efficient join 

techniques [127]. The complexity of this method is ( )mn +Ο  because both relations are 

scanned once. The performance of this method depends on the performance of the hash 

function. If the hash function were perfect, it would be possible to join tuples whenever a 

tuple from the second relation hashed to a nonempty entry of the hash table. Hash 

collisions decrease the efficiency greatly because each tuple that hashes to a non-empty 

entry must be checked to see if it satisfies the join condition. A further problem with 

hash-based join methods is that elimination of duplicates might be harder because of 

collisions [120]. 

 

 Hash-Partitioned Join 

Hash-partitioned joins attempt to optimize join execution by partitioning the problem 

into parts. They use hashing to decompose the join problem into several sub-problems 

that are much easier to solve. The divide-and-conquer approach has been found to have a 

number of advantages; not only is the overall efficiency improved, but partitioning makes 

the parallelization of the algorithm easier by allowing independent pairs to be processed 

in parallel. This results in further performance improvement. The general process works 

as follows.  
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Figure 4.6: Reduction of join load. No partitioning (left) and with partitioning (right) 

 

 A hash function, referred to as the split function, is used to partition the tuples in 

each relation into a fixed number of disjoint sets. The sets are such that a tuple hashes 

into a given set if the hashed value of its join attributes falls in the range of values for that 

set. Then the tuples in the first set of one relation can match only with the tuples in the 

first set of the second relation. Thus, the processing of different pairs of corresponding 

partitions from the two sets is independent of other sets. As a result, these partition pairs 

can be processed in parallel. Figure 4.6 shows the load reduction. The horizontal side 

represents tuples in relation S, and the vertical is for relation R. In both left and right side 

of the figure, the shaded area represents the number of tuples that must be actually 

compared in the join process. It can be seen that partitioning reduces the join load 

considerably. Tuples in partition pairs from both relations may be joined by a simple hash 

join or any other join method. Several implementations of hash-partitioned joins have 

been described in the literature; for example, hybrid hash join, and the hashed loops join 

[128]. These implementations are discussed in [104]. 

 

4.4 Join Size Estimation 

The size estimation of a join expression is critical for query optimization issues. Many 

join execution optimization approaches have to estimate the size of the intermediate join 

relations that the query may compute. Although the sizes of the input relations may be 

known, the size estimation of the join output relations is a really hard problem, as it is 

based on heuristics and probabilities functions for the values of the join attributes. In the 

following sections, we are going to describe four basic approaches for the join size 
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estimation problem; namely, naïve technique, probabilistic estimation, parametric 

estimation and histograms. In addition we give an example for each one [141]. This 

section is very important in order to estimate the size of the data that need to be 

transferred between different resources of grid-aware systems, as we will discuss later. 

 

4.4.1 Naïve Method 

The naïve way of estimating the size of a join relation involves the notion of selectivity of 

a relation. For database systems the estimates of the size of a join operation output is 

critical. Theses estimates however are often made using assumptions, sometimes 

unrealistic, of uniformity and independence.  

 Uniformity states that all possible values of an attribute R.a of a relation R are equally 

likely to occur in a relation.  

 Independence states that given a relation R with attributes R.a and R.b, the likelihood 

that a tuple would have 1. aaR = does not depend on what value it has for the attribute 

R.b.  

 For example, suppose a relation Student of a student database, such that there are 

surname and birthdate attributes. The DBMS might assume that the surname “Smith” is 

no more likely to occur than any other surname, and that a student named “Smith” is no 

more likely than a student named “Jones” to have birthdate in May. It is obvious that 

uniformity and independency are very strong assumptions and cannot stand in most of the 

cases. 

 Database systems often maintain statistics about the relations in the database. The 

purpose of these statistics is to aid in estimating the size of the output of a select 

operation or a join operation. Additionally, as the database is modified, statistics need to 

be updated. Assume that R is a relation and that R.a is an attribute of R. Common 

statistics include: 

 R  is the cardinality of R; i.e., the number of tuples in R, 

 ).,min( aRR is the minimum value of R.a in R, 

 ).,max( aRR is the maximum value of R.a in R, and 

 ).,( aRRdistinct is the number of distinct values of R.a that occur in R. 
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 These statistic notions also help us define the selectivity of a selection )(Rconditionσ  

more specifically, i.e. 

 

R
R

Rsel condition
condition

)(
))((
σ

σ = . 

 

If the DBMS has no other information, we can make estimations on the selectivity, using 

some simple rules: 

 

).,(
1))(( . aRRdistinct

Rsel caR ≈=σ , 

 

).,min().,max(
).,min())(( . aRRaRR

aRRcRsel caR −
−≈≤σ , 

 

).,min().,max(
).,max())(( . aRRaRR

caRRRsel caR −
−≈≥σ , and 

 

))(())(())(( 2121 RselRselRsel conditionconditionconditioncondition σσσ ×≈∧ . 

 

Besides that, we can make some join size estimations, as the number of tuples in the 

result of a join depends on the number of values that match in the join attributes of the 

two tables. For example: 

 

 Suppose we join relations Register and Student. Their common attribute is Studnum, 

which is the key of Student and therefore foreign key of Register. We may estimate the 

join size as: 

 

gister
Student

gister
StudentStudentgister Re

Re
Re ==><  
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 Suppose we join relations Student and Employee using Student.Surname and 

Employee.Empname as the join attributes. We might estimate the join size as: 

 

),min(
21

EmployeeStudentEmployeeStudentEmployeeStudent ><><>< = , where 

 

).,(1 EmpnameEmployeeEmployeedistinct
Employee

StudentEmployeeStudent ≈>< , and 

 

).,(2 SurnameStudentStudentdistinct
Student

EmployeeEmployeeStudent ≈><  

 

Nevertheless the join size estimations already presented, are based on the assumption of 

uniformity and independence. We would like to have a more safe and formal way of 

predicting and estimating the join output size. Some techniques have been proposed that 

involve probabilistic knowledge about the values of the join attributes, as presented in the 

following sections. 

 

4.4.2 Probabilistic Estimation  

Probabilistic estimation [142] is the simplest method of join size estimation that involves 

probabilities of occurrences of specific attribute values of the relations that participate in 

the join operation. The main idea is that the size of the join output relation is equal to the 

product of the size of the two initial relations and the probability of the equality of the 

join attributes. That is, given two relations R and S such that the join condition is 

sSrR .. =  then we can say that 

 

∑
∪∈

= =Ρ××=Ρ×=
).().(

.. ).().(
sSDomainrRDomain

sSrR sSSrRRSR
κ

κκ><  (1) 
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Figure 4.7: Relation SRQ cSbR .. == ><  

 
For instance, given the relations R and S that are shown in figure 4.7, suppose the join 

relation SR cSbR .. =><  on the attributes R.b and S.c. According to equation (1), the size of 

the join relation is  
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⇒×== 35
635.. SR cSbR>< 6.. == SR cSbR>< tuples. 

 

 This join size estimation approach is quite safe. The drawback is that the 

knowledge of the possibilities for each attribute value occurrence is necessary. A refined 

version is the parametric estimation, which makes an assumption of a predefined 

frequency distribution of the values, as described in the following section in more detail. 

 

4.4.3 Parametric Estimation 

This technique is based on the assumption that the attribute values of the relations follow 

a frequency distribution, like the Uniform, Bernoulli, Binomial, Negative Binomial, 

Geometric, Hyper-Geometric, or Poisson distribution. We assume that the attributes of 

the relations are assigned discrete values and therefore we consider only the discrete of 

the frequency distributions. Let us explain this method by an example.  

 Assume two relations R and S with attributes R.r and S.s both integers. Suppose 

then that the average value of R.r is 21 and the average value of S.s is 14. This means that 

the most frequently appearing value of the R.r attribute is 21 and also the most frequently 

appearing value of the S.s attribute is 16. We can make the assumption that these two 

attributes follow a discrete frequency distribution for their values, for instance a Poisson 

distribution.  

 

Definition 

Suppose that we want to estimate the number of occurrences X of a certain fact during a 

specified time period, such that the average occurrence of this fact isλ . Then we say that 

X follows discrete Poisson distribution with parameterλ . The distribution function for 

the Poisson distribution is  
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The constant 0>λ  is the parameter of the distribution, and therefore the distribution is 

denoted as )(λP .  We also note that  

 

0);( ≥λxp , and 
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 We define now two probability functions in Poisson distributions for the two 

attributes above, with parameter 211 =λ  and parameter 142 =λ . Thus for Student.Age 

attribute we define:  
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 For Course.PassedCourses attribute we also define: 
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Then we can estimate the size of the join operation on this attributes as follows: 
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In general, given two relations R and S such that the join attributes follow discrete 

Poisson distribution with parameters 0, 21 >λλ , the size of the output join relation is  
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 The form of the join output size above came of the assumption that the attribute 

values of the two relations obey a discrete Poisson distribution. We could state 

corresponding different forms, if we assumed another frequency distribution, like 

Uniform, Bernoulli or Binomial. In the next section we present another approach to the 

problem; histograms. 

4.4.4 Histograms  

In order to avoid the probabilities factor, another approach for join size estimation has 

been proposed, known as histograms [143]. A histogram is a representation of frequency 

distribution of the attribute values, consisting of buckets. For an attribute domain, we 

partition the domain into subsets, such that each subset is a bucket. Then we use the 

average of all the frequencies in the bucket to approximate the frequency of the value in 

the bucket. 

 More specifically, the first time that the system is setup, each relation is 

publicized, in order for the histograms to be constructed. Actually, we create one 

histogram per attribute of each relation, so we can keep track for the values of every 

attribute. For instance, suppose two relations R (a, b) and S (c, d, e) that the types of the 

attribute values of the relations are integers, as shown in figure 4.7. For each attribute, we 

construct a histogram consisting of the frequency distribution of their different values. 

The histograms of relation R and S are presented at the left and the right side of figure 

4.8, respectively. 
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Figure 4.8: Histogram sample for relations R (left) and S (right) 

 

At histograms above, we can see the distinct values of the attributes and the frequency 

that these values are assigned to. From now on, we can easily estimate the size of a join 

operation on R and S. For example, suppose we want to estimate the size of SR cSaR .. =>< . 

Then, we can conclude that  

 

⇒=ℑ×=ℑ++=ℑ×=ℑ== )7.()7.(...)1.()1.(.. cSaRcSaRSR cSaR><  

 

⇒×+×+×+×+×+×== 011011221102.. SR cSaR><  

 

6.. == SR cSaR>< tuples. 

  

 We aggregate the products of frequencies of the same attribute values of the two 

relations R and S, denoted by the symbol ℑ . The join SR cSaR .. =><  will have six tuples, 

and the sum of the number of the attributes of the two relations. Thus in general, we can 

say that the size of a join operation SR >< on the attribute R.r and S.s using histograms 

is given from the equation: 

 

∑∑
≠∧∈∈

=ℑ×=ℑ+=ℑ×=ℑ=
jiSdistinctjRdistincti

jsSjrRisSirRSR
)()(

).().().().(>< . 
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The second part of the sum stands only for values of S.s that has not been calculated in 

the first part, i.e. i ≠ j. This technique is quite easy to be implemented, but has the 

drawback of the need of frequent updates. This means that whenever a database update is 

occurred, we are engaged to construct histograms by scratch.   

As a matter of fact, the size estimation of a join output relation is a hard problem. 

However, the methods we described above make estimations about the size with adequate 

successful results. In the next chapter, we deal with the phenomenon of data replication 

that is observed in distributed database systems. We present the major replication policies 

that can be followed in more detail. 
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Chapter 5.  Data Replication in Distributed Database Systems 

 
The ever-increasing volumes of data that modern large-scale applications need to handle 

and the consequent increase in machine processing capacity have led many researchers 

and database developers to design databases stored at remote resources. There are four 

major policies that may be followed with respect to the database data stored at the remote 

resources: (a) no data replication, (b) full data replication, (c) exact partial data 

replication, or (d) non-exact partial replication (horizontal, vertical, or mixed 

fragmentation) [129]. For that reason, databases are broken up into logical units called 

fragments that most of the times are wholes or parts of relations assigned for storage at 

the various sites of a network or a Grid.  

 In the following sections, we present the four fragmentation techniques mentioned 

above for databases that are distributed at remote resources. Then we discuss issues about 

the execution of a query task with respect to partial data replication, which is perceived 

most frequently. In other words, according to the data replication policy that is followed, 

we distinguish the execution of the query into sequential or parallel and conclude which 

of them gives better performance in time.  

 

5.1 Full Database Replication 

The most extreme case is replication of the whole database at every resource of the Grid, 

thus creating a fully replicated distributed database. This can improve availability 

remarkably because the system can continue to operate as long as at least one resource is 

up. It also improves performance of retrieval for global queries, because the result of such 

a query can be obtained locally from any one resource, without transferring any necessary 

data. The disadvantage though of full replication is that it can slow down update 

operations dramatically, since a single logical update must be performed on every copy of 

the database. In addition, the time cost for transferring the database copies to every 

resource of the Grid is extremely high as well. Full replication makes the concurrency 

control and recovery techniques more expensive than they would be if no replication 

existed. 
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5.2 No Database Replication 

The other extreme from full replication involves having no replications; that is, each 

fragment is stored at exactly one resource of the Grid. In this case all fragments must be 

disjoint, except for the repetition of primary keys among vertical (or mixed) fragments 

(see below). This case is also called non-redundant allocation.  

 

5.3 Partial Data Replication 

Between these two extremes, we have a wide spectrum of partial replication of the data; 

that is, some fragments of the database may be replicated whereas others are not. The 

number of copies of each fragment can range from one up to the total number of the 

available resources on the Grid. A description of the replication of fragments is 

sometimes called a replication schema.  

 There are many times during the scheduling phase of query execution that we 

prefer to create and transfer partial replicates of relations, even if there are none from the 

beginning. The choice of resources and the degree of replication depend on the 

performance and availability goals of the system on the types and frequencies of 

transactions submitted at each resource. For example, if high availability is required and 

if transactions can be submitted at any resource and if most transactions are retrieval 

only, then a fully replicated database is a good choice. However, if certain transactions 

that access particular parts of the database are mostly submitted at a particular resource, 

the corresponding set of fragments can be allocated at that resource only. Data that is 

accessed at multiple resources can be replicated at those resources. If though many 

updates are performed, it may be useful to limit replication. Finding an optimal or even a 

good solution to distributed data allocation is a complex optimization problem. 

 Partial data replication can be divided into several categories in proportion with 

the type of the replication itself. For instance, the replicated fragments may be exact 

copies which means that an entire relation R appears at different resources as it is; i.e. 

exact partial replication. On the other, the most common case is that the replicated 

fragments are not whole relations, but just independent individual parts of a relation, with 

no common tuple overlaps. The partition of a relation into individual units for replication 
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may be done according to some data fragmentation policies, i.e. horizontal, vertical, or 

mixed fragmentation. In the following section we present the case of exact partial data 

replication and discuss some sub-cases using examples. Later, we present horizontal, 

vertical and mixed fragmentation policies and describe an example in those cases.  

 

5.3.1 Exact Partial Data Replication 

Lets us present an example and then state some theorems as conclusion. Suppose that 

there is a Grid-layered architecture where each node Ni of the Grid is an individual remote 

resource Ri. Each resource Ri comprises a relational database Di, which has relations that 

are also permitted to belong to other resources of the Grid. For instance, suppose the 

resource R1 contains relations A and B, while resource R2 contains the relations B and C. 

In this case, we make the strong assumption that B relations of the resources R1 and R2 

are exactly the same in their schema and their data. In other words, whenever there are 

relations with the same name into different remote resources, we assume that they are 

exact replicas of each other. 

 The problem we are trying to solve is as follows: Given a number of remote 

resources on a Grid architecture, and a relational query expression, we intend to make a 

query execution plan that will exploit the power of the Grid. In other words, we want to 

find out what parts, if any, of the query can be executed in parallel, and under what 

conditions. Afterwards, we construct all the possible query plans and decide which of 

them is the more effective as far as computation and communication costs are concerned. 

In the following sections, we study the example of resource R1 and R2 above, and present 

four cases according to the sizes of the relations A, B, and C for the join query 

expression CBA ><>< . Note that besides joins, the queries may contains other 

relational operators, like selection σ  and projectionsπ , but we assume that they are 

executed locally at the corresponding resources. 

 

1st  Case: 321 sss ≅≅  

Suppose that relations A, B, and C have the same or roughly the same size is ; for instance  
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321 sss ≅≅   

In addition, suppose that we use a hash-based algorithm for the join execution, i.e. simple 

hash-join algorithm. Note that the complexity of simple hash-join algorithm is )( mn +Ο . 

In that case, the overall computation cost for the parallel execution of join expression 

CBA ><>< is shown in figure 5.1.  

 

 
Figure 5.1: Parallel execution of join expression CBA ><>< , when 321 sss ≅≅  

 

 
Figure 5.2: Serial execution of join expression CBA ><>< , when 321 sss ≅≅  
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 On the other hand, the computation cost of the serial execution of the join 

expression is shown in figure 5.2. The overall computation cost in both figures depends 

on the size of the joins BA>< and CB >< . Actually, it depends on the selectivity of the 

relations that satisfies the join operator predicates. Now we equalize the overall costs of 

parallel and serial execution. Thus, 

 

⇔+++=+++ )()()()( 32121 ssssssss BACBBA ><><><  

 

3ss CB =>< . 

 

And we conclude that the overall costs are equal if and only if the size of the join 

CB ><  is equal to the size of relation C. Remember that in this case, we assumed that 

the sizes are roughly the same. We define the function )( CBs ><ℜ , such that 

 

3)( sss CBCB −=ℜ ><><  

 

which means that the overall computation cost of parallel execution is smaller than the 

overall computation cost of serial execution, if the join relation that is not participating in 

the serial execution is smaller than the size of the relation C. Thus, we conclude to the 

following corollary. 

 

Corollary 5.1: 

Given two remote resources with relation A, B and relations B, C respectively, we state 

that if the sizes of the three relations A, B, C are roughly the same, then the choice of the 

optimal execution policy with respect to the computation cost depends on the size of 

CB >< , as the following function specifies: 
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2nd Case: },{ 312 sss <<  

Suppose now that we know that relation B is definitely much smaller that the other two. 

We study this case, because B is appearing at both resources, which means that it can 

surely affect the execution plan. Thus,  

 

:},{ 312 sss <<  variant and :, CBBA ss ><>< variant.  

 

The computation costs for parallel execution and the serial execution also depend on the 

relation between the sizes of A and C. So, we distinguish the following two subcases. 

 

 First Subcase: 13 ss <  

Suppose that the relation C is smaller than A, i.e. 13 ss < . Then, the overall computational 

cost for the parallel execution is shown in figure 5.3, while the overall computational cost 

for the serial is shown in figure 5.4. Note that in serial execution, we prefer to execute 

first the join between relations with the smaller total size, i.e. CB >< , as we expect to 

finish quickly. 

 
Figure 5.3: Parallel execution of join expression CBA ><>< , when },{ 312 sss <<  and 13 ss <  

 

 



Computer Science Department                                                                                     Antonis Misargopoulos 
 

 65

 
Figure 5.4: Serial execution of join expression CBA ><>< , when },{ 312 sss <<  and 13 ss <  

 

Equalizing the overall computational costs of parallel and serial execution we have that 

 

⇔+++=+++ )()()()( 13221 ssssssss CBCBBA ><><><  

3ss BA =>< . 

 

And we conclude that the overall costs are equal if and only if the size of the join that is 

not participating in the serial execution is equal to the sizes of the relation C. Again we 

define the function )( BAs ><ℜ , such that 

 

3)( sss BABA −=ℜ ><>< . 

 

 

In that case, we are not able to determine the values of )( BAs ><ℜ , as we cannot construct a 

strong relation between BAs ><  and 3s .  We can say though that  
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Thus, we prove that if 3ss BA >>< , then parallel execution of the join query is better, and if 

3ss BA <>< the serial execution is preferred. Otherwise, the computational costs are the 

same. Thus, we have proved that; 

 

Corollary 5.2: 

Given two remote resources with relation A, B and relations B, C respectively, we state 

that if the relation B is much smaller than the other two relations A and C, and the 

relation C is smaller than A then the choice of the optimal execution policy with respect 

to the computation cost depends on the size of BA><  ,as the following function 

specifies: 
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>< , where s3: size of relation C. 

 

 Second Subcase: 31 ss <  

Suppose now that the relation A is smaller than C; i.e., 31 ss < . Then, the overall 

computational cost for the parallel execution is shown in figure 5.5, while the overall 

computational cost for the serial is shown in figure 5.6. Note that again in serial 

execution, we prefer to execute first the join between relations with the smaller total size; 

i.e., BA>< , as we expect to finish quickly. 
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Figure 5.5: Parallel execution of join expression CBA ><>< , when },{ 312 sss <<  and 31 ss <  

 

 
Figure 5.6: Serial execution of join expression CBA ><>< , when },{ 312 sss <<  and 31 ss <  

 

Equalizing the overall computational costs of parallel and serial execution we have that 

 

⇔+++=+++ )()()()( 32132 ssssssss BACBBA ><><><  

 

1ss CB =>< . 
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And we conclude that the overall costs are equal if and only if the size of the join 

CB ><  is equal to the sizes of the relation A. Again we define the function )( CBs ><ℜ , 

such that 

 

1)( sss CBCB −=ℜ ><>< . 

 

 In that case, we are not able to determine the values of )( CBs ><ℜ , as we cannot 

construct a strong relation between BAs ><  and 3s .  We can say though that 
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Thus, we prove that if 1ss CB >>< , then parallel execution of the join query is better, and if 

1ss CB <>< the serial execution is preferred. Otherwise, the computational costs are the 

same. Thus we have shown that; 

 

Corollary 5.3:  

Given two remote resources with relation A, B and relations B, C respectively, we state 

that if the  relation B is much smaller than the other two relations A and C, and the 

relation A is smaller than C then the choice of the optimal execution policy with respect 

to the computation cost depends on the size of CB ><  ,as the following function 

specifies: 
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3rd Case: },{ 213 sss <<  

As third case, suppose that relation C is much smaller than the other two relations A and 

B, i.e.  

 

},{ 213 sss <<  

 

In contrast to the previous case, the overall costs do not depend on the relation of the 

sizes of B and C. The computational costs of this case are exactly the same as the subcase 

2.1 above and the proof is similar. 

 

Corollary 5.4: 

Given two remote resources with relation A, B and relations B, C respectively, we state 

that if the size of the relation C is much smaller than the other two relations A and C, 

then the choice of the optimal execution policy with respect to the computation cost 

depends on the size of BA><  ,as the following function specifies: 
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4th Case: },{ 321 sss <<  

Suppose now that relation A is much smaller than the other two relations B and C, i.e.  

 

},{ 321 sss <<  

 

Like before, the computational costs of this case are exactly the same as the subcase 2.2 

above and the proof is similar. 
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Corollary 5.5: 

Given two remote resources with relation A, B and relations B, C respectively, we state 

that if the relation A is much smaller than the other two relations B and C, then the 

choice of the optimal execution policy with respect to the computation cost depends on 

the size of CB ><  ,as the following function specifies: 
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>< , where s1: size of relation A. 

 

 In the following section we present the case that the replicated fragments are not 

exactly the same for every resource. Non-exact partial data replication also involves 

horizontal, vertical, and mixed fragmentation techniques, depending on the way that 

relations are split into individual units and stored to different resources. 

 

 
Figure 5.7: Relations Employee, Department, and Project 
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5.3.2 Non-Exact Partial Data Replication 

We are going to describe non-exact partial data replication, using an example. Consider a 

relational database schema with three relations Employee, Department, and Project, and 

an instance of the database as shown in figure 5.7. 

 Suppose now that there are three computer sites – one for each department of the 

company. Of course, in an actual situation, there are many more tuples in the relations. It 

may be willing to store the database information relating to each department at the 

resource for that department. This implies a fragmentation partition technique, known as 

horizontal fragmentation that is presented in the following section. 

 

5.3.2.1 Horizontal Fragmentation  

A horizontal fragment of a relation is a subset of the tuples in that relation. The tuples 

that belong to the horizontal fragment are specified by a condition on one or mire 

attributes of the relation. Often, only a single attribute is involved. For example, there 

may be defined three horizontal fragments on the Employee relation of figure 5.7 with the 

following conditions:  

 

),4(),5( == DNODNO  and );1( =DNO  

 

each fragment contains the Employee tuples working for a particular department. 

Similarly, we can define three horizontal fragments for the Project relation of the figure 

with conditions: 

 

),4(),5( == DNUMDNUM  and );1( =DNUM  

 

each fragment contains the Project tuples controlled by a particular department. 

Horizontal fragmentation divides a relation “horizontally” by grouping rows to create 

subsets of tuples, where each subset has a certain logical meaning. These fragments can 

be assigned and stored to different resources of the Grid. 
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 Notice that each horizontal fragment on a relation R can be specified by a 

selection operation )(R
iCσ in the relational algebra. A set of horizontal fragments whose 

conditions nCCC ,...,, 21 include all the tuples in R – that is, every tuple in R satisfies 

nCCC ∨∨∨ ...21 – is called a complete horizontal fragment of R. In many cases a 

complete horizontal fragmentation is also disjoint, i.e. no tuple in R satisfies ji CC ∧ , for 

any i≠j. Our two examples of horizontal fragmentation for the Employee and Project 

relations were both complete and disjoint. To reconstruct the relation R from complete 

horizontal fragmentation, we need to apply the UNION operation to the fragments. 

  

5.3.2.2 Vertical Fragmentation 

A vertical fragment of a relation keeps only certain attributes of the relation. For 

example, it may be desired to fragment the Employee relation into two vertical fragments. 

The first fragment includes personal information – NAME, BDATE, and SEX – and the 

second includes work-related information – SSN, SALARY, SUPERSSN, DNO. This 

vertical fragmentation is not quite proper because, if the two fragments are stored 

separately, we cannot put the original employee tuples back together, since there is no 

common attribute between the two fragments. It is necessary for the primary key attribute 

to be included to every vertical fragment so that the full relation can be reconstructed 

from the fragments. In our example, the SSN attribute should be added to the personal 

information fragment. 

 A vertical fragment on a relation R can be specified by an )(R
iLπ operation in the 

relational algebra. A set of vertical fragments whose projection lists nLLL ,...,, 21 include 

all the attributes in R but share only the primary key attribute of R is called complete 

vertical fragmentation of R. In this case the projection lists satisfy the following two 

conditions: 

 )(...21 RATTRSLLL n =∪∪∪ , and 

 )(RPKLL ji =∩ , for any ji ≠ , where ATTRS(R) is the set of attributes of R and 

PK(R) is the primary key of R. 
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 To reconstruct the relation R from a complete vertical fragmentation, an OUTER 

UNION operation to the fragments must be applied. Notice the same result could be arise 

by applying the FULL OUTER JOIN operation. The two vertical fragments of the 

Employee relation with projection lists 21 , LL  constitute a complete vertical fragmentation 

of Employee relation, such that 

 

},,,{1 SEXBDATENAMESSNL = and },,,{2 DNOSUPERSSNSALARYSSNL = . 

 

5.3.2.3 Mixed Fragmentation  

The third type of fragmentation is a mixture of the two previous types above, yielding a 

mixed fragmentation. For instance, suppose that we want to combine the horizontal and 

vertical fragmentation of the Employee relation given earlier into a mixed fragmentation 

that includes six fragments. In that case the original relation can be reconstructed by 

applying UNION and OUTER UNION (or OUTER JOIN) operations in the appropriate 

order. In general, a fragment of a relation R can be specified by a SELECT-PROJECT 

combination of operation ))(( RCL σπ . Then we can say that  

 

If TRUEC = and )(RATTRSL ≠ then we get a vertical fragmentation 

Else if TRUEC ≠ and )(RATTRSL = then we get a horizontal fragmentation 

Else if TRUEC ≠ and )(RATTRSL ≠ then we get a mixed fragmentation 

Notice that a relation can itself be consider a fragment with TRUEC =  

and )(RATTRSL = . 



Computer Science Department                                                                                     Antonis Misargopoulos 
 

 74

Chapter 6.  QuPGC: Query Plan Graph Constructor  
 
In this chapter, we present our approach to the scheduling problem about a Grid-aware 

distributed database system, making the assumption of no data replication. Consider a 

distributed database system over a Grid architecture that consists of N remote resources. 

Given a relational join query, we have to find out which resources contain the necessary 

data involved in the query and then assign tasks to each of them. These tasks should be 

executions of intermediate join expressions that construct the final query result. Notice 

that join expressions involving more than two relations can be decomposed into a 

sequence of nested two-relation joins due to the associativity property of joins.   

 

          
 

Figure 6.1: Query Plan Graph Sample (left), Pruning Method (right) 

 

For that reason, we propose a graph-like representation of the query using the 

Query Plan Graph Constructor (QuPGC) algorithm. QuPGC constructs a graph G that 

represents every relational join expression – including possible self-joins cases. Each 

node iN  contained in the graph corresponds to a single relation iR  – or an intermediate 

join result, while each edge jiji NNE →→ :  between nodes iN and jN  denotes that 

relations iR  and jR  participate in an intermediate join result relation ji RR >< . A 

sample of the graph that the algorithm constructs is shown in the left side of figure 6.1. 

The final goal is to find the path from the root to the node that represents the final join 

query with the best performance in time. The criteria of this selection is the computation 
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cost of the join operations that are performed until the final result is reached, and the 

communication cost for transferring the necessary data from one resource to another 

resource of the Grid.  

Given an initial join query, we first create a list with the possible equivalent 

expressions with respect to the final result; called alternatives or permutations. The 

alternatives are based on the associativity property of relational join operator, which 

states that 

 

)()( TSRTSR ><><><>< ≡ . 

 

The query graph that the QuPGC algorithm constructs has to represent each possible 

alternative of the initial query. Consequently, our final goal is to choose one of these 

alternatives of a join query as a plan of execution.  

 It is important to notice that in our study the join operator is applied only to 

neighboring join expressions – linear joins. For instance, given the join 

query 321 RRR ><>< , we do not consider the join 31 RR >< . The list of alternatives for 

three different join queries involving two, three, and four relations are: 

 

 2121 RRRR ><>< ≡   

 321 RRR ><><  ≡ )}(,){( 321321 RRRRRR ><><><><  

 4321 RRRR ><><>< ≡ ),()(,)){(( 43214321 RRRRRRRR ><><><><><><                      

 ))}((),)((,))(( 432143214321 RRRRRRRRRRRR ><><><><><><><><><  

 

 In the following section, we are going to present an optimization of QuPGC, 

based on a pruning method we propose. Next, we present the graphs that QuPGC 

algorithm constructs for 21 RR >< , 321 RRR ><>< , and 4321 RRRR ><><><  queries 

that involve two, three and four relations, respectively. 
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6.1 Algorithm Description 

In this section we present QuPGC algorithm in more detail. We intend to reduce the size 

of graph (number of nodes) as much as possible in order to minimize the complexity of 

the scheduling problem. To do this, we are based on lemma 6.1, presented above. Notice 

that the query plan graph is scanned breadth-first.  

 

Algorithm QuPGC (QueryExpression) 
 
begin 

AlternativesList ← ∅ ;  
WaitingList ← ∅ ;  
root ← ‘start’; 
root.children ← <all single relations evolving in QueryExpression>; 
ChildrenList ← root.children;  

ic  ← First(ChildrenList); 
AltList ← CreatePermutations(QueryExpression); 
 
while ChildrenList ≠ empty do 

    begin 
while ∈∃ nr root.children ∧ )( ni rc >< in AltList then       
begin   

ic .children ← ic .children ^ <CreateState( ic , nr )>;     
AddToListHead(ChildrenList, ic .children); 

endwhile; 
while nr∃ ∉ root.children ∧  )( ni rc >< in AltList then                                      
begin   

if nr  ∈  ChildrenList then 

ic .children ← ic .children ^ <CreateState( ic , nr )>;     
AddToHead(ChildrenList, ic .children); 

endwhile; 
Remove(ChildrenList, ic ); 

ic ← First(ChildrenList);  
if ic ∈  AltList then                                 

Remove(ChildrenList, ic ); 

ic ← First(ChildrenList);  
endwhile; 

end. 
Figure 6.2: QuPGC Algorithm 
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Lemma 6.1: 

If two edges are semantic equivalent, we can discard one of them safely without any 

information loss. Intuitively, if there are two edges in the same level of a query plan 

graph that imply exactly the same join result, we can remove one of them. Right side of 

figure 6.1 depicts such a case. Hence: 

 

If jiijii EE →→ ′≡ , which means that jiji RRRR ′′= ><>< , 

then we can discard edge ijijii NNE →→ :  or edge ijijii NNE ′→′′→ : . 

 

Definition: 

Given a query plan graph, consider a node iN ′  of the graph that represents relation iR ′  

and is linked by an edge jiiE →′ with node jiN ′  that represents a relation jR ′ . Suppose also 

that there is another node iN  that represents relation iR  and is linked by an edge 

jiiE → with another node jiN  that represents relation jR . Edges ijijii NNE →→ :  and 

ijijii NNE ′→′′→ : are semantically equivalent if relations ji RR ><  and ji RR ′′ ><  that 

correspond to nodes jiN  and jiN ′ , are the same in respect with their contents.  

 

 Lemma 6.1 designates a kind of pruning that reduces the number of nodes that the 

created graphs contain, discarding the redundancies. QuPGC algorithm is presented in 

figure 6.2. In the next sections, we present how QuPGC algorithms works on two-

relation, three-relation and four-relation join expressions as input. 

 

6.1.1 Two-Relations Join  

Let us begin a simple but very important example, involving 2 relations; R1 and R2. The 

query plan graph G is shown in the left side of figure 6.3. Each node iN  of G represents a 

relation iR  that participates in the query, whereas each edge jiji NNE →→ :  between 
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nodes iN and jN  denotes that relations iR  and jR  participate in an intermediate join 

result relation ji RR >< .  

 

                          
 

Figure 6.3: Query Plan Graph for 21 RR ><  (left) and 321 RRR ><><  (right) 

 

Notice that the label of each node denotes the join operation that has been 

performed in order to for the node be constructed. Thus, node 1N  with label ‘1’ 

represents the single relation 1R , whereas node 12N  with label ‘12’ represents 

relation 21 RR >< . In addition, the nodes that represent the final expression; that is the 

initial join query, are marked as final. In this example, the final nodes are 12N  and 21N . 

The dotted lines denote the edges and the nodes that have been removed from the graph 

after pruning. In addition, for each node that belongs to the graph after pruning, the labels 

in bold fonts correspond to the relations that they represent. Other labels indicate invalid 

expressions consisting of relations represented by nodes that have been discarded from 

the graph during the pruning procedure. 

 

6.1.2 Three-Relations Join  

Consider now that the initial query is the join 321 RRR ><><  involving three relations. 

The query graph for the query is shown in the right side of figure 6.3. Note that compared 

with the graph of query 21 RR >< , there is one more level of nodes in the graph. In 
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addition, at the first level there are three nodes instead of two.  In general, we can state 

the following property. 

 

Property 

Given a join query involving r relations, the corresponding query graph that is 

constructed using the QuPGC algorithm has r levels and r nodes at the first level.  

 

6.1.3 Four-Relations Join  

Let us now describe a more complex query that involves four relations. The graph of 

4321 RRRR ><><><  query is depicted in figure 6.4 containing four levels. As a matter 

of fact the graphs in figure 6.3 are trees, as there is a unique path from a node to another 

one of the graph. However the graph of 4321 RRRR ><><><  join query in figure 6.4 

is not a tree, as there is more than one path from the root to the node 12N . In this case, we 

can reach node 12N  following one of the paths }{: 1211 NNrootp →→ or 

}{: )12)(34(3432 NNNrootp →→→ .  

It is important to notice that the label ’12, (12)(34), (12)(43)’ of the node consists 

of more than one expression. This happens because, the expression 21 RR >< , denoting 

by ‘12’ in the label, participates in more than one join results; 21 RR ><  through path 1p  

and )()( 4321 RRRR ><><>< through 2p . Thus we mark only ’12, (12)(34)’ in bold 

fonts. The expression )()( 3421 RRRR ><><><  that the remaining label ‘(12)(43)’ 

represents, is not taken into consideration as the node representing expression 34 RR ><  

has been discarded from the graph after pruning method of lemma 6.1. The same policy is 

followed for each node may represent more than one join expressions.  

   



Computer Science Department                                                                                     Antonis Misargopoulos 
 

 80

 
 

Figure 6.4: Query Plan Graph for 4321 RRRR ><><><  

 

In general, we can conclude the following corollary about the pruning method of QuPGC 

algorithm. 

 

Corollary 6.1: 

We have considered that each relation can join only with the neighboring relations. As a 

matter of fact, we can state that for all nodes rNNN ,...,, 32  of a graph rG  that 

corresponds to a join query involving r relations, there is a node at the second level that 

represents a join with the neighboring relation at the left. However, this join expression 

is already represented by a node at the left branch of the graph, and so it is removed. In 

other words, for each node rNNN ,...,, 32  of a graph rG , we discard one of the nodes that 

it can be split into, as figure 6.5 depicts. Furthermore, it is important to observe that the 

right-most branch of the graph consist of just one node rN .  
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Figure 6.5: Pruning Method Corollary 

 

 In the following section, we are going to discuss issues about the sizes of the 

graphs that QuPGC algorithm constructs. Given a join query involving r relations, we 

will estimate precisely the number of nodes that the corresponding contains. This 

estimation is based on a significant important mirroring property that graphs preserve. 

 

6.2 Query Graphs Size  

Observing the graphs that are constructed using the QuPGC algorithm, we can easily 

conclude that the number of nodes increases with the number of relations involved in the 

corresponding join queries. Thus it is important to find an association between the size of 

the graph rG of r-relation query and the size of the graph 1+rG  of (r+1)-relation query. 

Notice that the size of the graph rG  of r-relation join query is denoted by rS . 

 

6.2.1 Mirroring Property 

Let us begin with 2G  and 3G . In the left side of figure 6.3 we present the graph 3G , where 

the shaded nodes are the additional nodes with respect to the graph 2G . We can see that 

the number of the additional nodes is equal to the number of nodes of the graph 2G  plus 

one. In other words, there is a kind of mirror complement of the number of nodes as the 

transparent boxes indicate. The boxes with the same label, i.e., A and A , represent groups 



Computer Science Department                                                                                     Antonis Misargopoulos 
 

 82

that are associated according to the number of the nodes they contain. For instance, the 

group A consists of two nodes, exactly the same in number as the group A , whereas the 

groups B  and B  both contain one node. The additional node 3N  of graph 3G  though 

cannot be matched with another node of graph 2G . Thus, we can conclude that: 

 

12 23 +×= SS , 32 =S nodes  

 

which means that the graph 3G  contains exactly two times the number of nodes of the 

graph 2G  plus one. 

Consider now the graph 4G  that corresponds to a join query involving four 

relations. We observe that there is the same association between the sizes of graphs 3G  

and 4G  as between graphs 2G  and 3G , shown in figure 6.6. In particular, there is only 

one additional node of graph 4G that cannot be matched with another node of the 

graph 3G . Thus, we can also conclude that: 

12 34 +×= SS , 73 =S nodes  

which means that the graph 4G  contains exactly two times the number of nodes of the 

graph 3G  plus one. 

               
 

Figure 6.6: Graph 3G  compared with 2G  (left) and 4G  compared with 3G  (right) 
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Figure 6.7: Graph 5G  compared with graph 4G  

 

 In figure 6.7 we present the graph 5G  in comparison with the graph 4G . Note that 

in both figure 6.6 and 6.7, we have removed the edges between nodes that belong to 

different branches for the sake of clarity. In addition, the labels of the nodes comprise 

only the single relation that they represent; i.e. ‘2’ for relation 2R , instead of the whole 

join expressions. In general, we state the following theorem. 

 

Theorem 6.1: 

Using the QuPGC algorithm, we construct the graphs rG  for a join query involving r 

relations and the graph 1+rG  for a join query involving r+1.  Let ),( 1 rr GG +∆ be the 

graph that contains the nodes belonging to 1+rG  but not in rG  . Then, the sub-graph 

),( 1 rr GG +∆ is a mirroring complement of graph rG , which means that for each path of 

),( 1 rr GG +∆ there is a corresponding path in rG , with respect to the number of existing 

nodes. This property is called mirroring property of graphs rG  and 1+rG . 
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Proof: 

In order to prove the mirroring property of the graphs rG  and 1+rG , we are going to 

determine the number of nodes that are added in the graph 1+rG , as compared to the 

graph rG . As we presented above, although each graph 1+rG  correspond to a query 

involving (r+1) relations, the right-most branch contains just one node; i.e. 1+rN . 

Intuitively, we can imagine that the relation 1+rR  represented by the node 1+rN  can be 

removed from the graph, and transform the graph 1+rG  into a graph with r nodes in the 

first level instead of r+1, as it is for queries involving r relations. This happens because 

the query plan that is represented by the right-most path of the graph 1+rG  starting from 

the node 1+rN  is always represented by the path starting by the node rN , as well. Thus we 

can safely discard every node between 1+rN  at the right-most path, and consequently for 

each graph 1+rG  the right-most path comprises just one node; node 1+rN . 

 

 
Figure 6.8: Distance of nodes in graph 1+rG  

 

 As a first step, the graph 1+rG  contains exactly the same number of nodes as rG  

has. In order to find out how many nodes we have to add to each branch under a node iN , 

we are based on the distances ),( 1NNd i  and ),( 1+ri NNd . These are the distances of the 

node iN  from the most-left node 1N  and the most-right node rN  of the graph. As a matter 

of fact, ),( 1NNd i  and ),( 1+ri NNd  indicate the relative position of the relation iR  

represented by the node iN  in the join expression 

121 ...... +rri RRRRR ><><><><><><  
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that is represented by the whole graph 1+rG , as figure 6.8 depicts. The critical point now 

is that inside a join expression, where relations are allowed to be joined only with 

neighboring relations, the number of joins that each relation can perform depends on its 

relative position inside the join expression. Actually, if two relations have the same 

relative positions, then they will perform exactly the same number of joins inside the join 

expression.   

 As we said earlier, the graph 1+rG can be considered as a graph that corresponds to 

a query involving r relations, instead of r+1, ignoring the right-most branch that consists 

only of one node. Thus, we say that two relations iR  and iR′  that have the same relative 

positions; that is, ),(),( 1 rii NNdNNd ′=  and ),(),( 1 rii NNdNNd =′ , will have the same 

number of possible joins until the final join expression. This means that the branches 

under the nodes iN  and iN ′  will have the same number of nodes.  

                  

 
Figure 6.9: Mirroring Property for graphs 4G  and 5G .  

  

For instance, figure 6.9 shows such a case, where 5=r . The number of additional nodes 

that have to be added to the branch under the node 2N  in the graph 5G  is equal to the 
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number of nodes of the branch under the node 3N  in the graph 4G , and vice versa. 

Furthermore, nodes 1N  and 4N  have the same relative position, so the number of 

additional nodes that have to be added to the branch under the node 1N  in the graph 5G  

is equal to the number of nodes of the branch under the node 4N  in the graph 4G , and 

vice versa. This happens for each pair of graphs rG and 1+rG , that have the mirroring 

property of QuPGC graphs. 

 

6.2.2 Estimation of the Number of Nodes  

In this section, we are going to estimate the number of the nodes 1+rS  that a graph 

1+rG contains, exploiting the important property of mirroring between graphs rG  

and 1+rG . We state the following theorem. 

 

Theorem 6.2: 

Using the QuPGC algorithm, the association between the size rS  of the graph rG  for a 

join query involving r relations and the size 1+rS  of the graph 1+rG  for a join query 

involving r+1 relations is: 

,121 +×=+ rr SS  1>r  (A) 

 

Equation (A) is based on the mirroring property of graphs rG  and 1+rG . 

 

Proof: 

The proof is based on the mirroring property of graphs rG  and 1+rG . Let i
rB 1+  be the size 

of the branch (number of nodes) under the node iN  in graph 1+rG . As a matter of fact, the 

total size of the graph 1+rG  is the sum of the sizes of the branches under each node 

121 ,...,, +rNNN  in graph 1+rG . That is, 
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Additionally, because of the mirroring property, the size of the branch i
rB 1+  under the 

node iN  in graph 1+rG  is equals to the sum of size of the branch i
rB  under the node iN  in 

graph rG  plus the size of the branch 1+−ir
rB  under the node 1+−irN  in graph rG , where 

nodes  iN  and 1+−irN in graph 1+rG  have equal relative distances plus one. Thus, 

 

11
1 ++= +−
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i
r BBB , 10 +<< ri  (C) 

 

The equation (B) using (C) becomes: 
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121 +×=+ rr SS , 1>r    (A) 

 

The equation (A) is a recursive relation between 1+rS  and rS  where the first predicate 

is 32 =S . We are going now to find the association between  1+rS  and  2S  using the 

reduction method. Thus, we conclude the following corollary: 

 

Corollary 6.2: 

Using the QuPGC algorithm, the association between the size rS  of the graph rG  for a 

join query involving r relations and the size 1+rS  of the graph 1+rG  for a join query 

involving r+1 relations is: 
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12 1
1 −= +
+

r
rS   nodes. 

 

Proof: 

In order to prove that, we take the following sum: 
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In conclusion, we have proved that the size of a graph rG  that is constructed using 

QuPGC algorithm and corresponds to a join query involving r relation depends on 

predicate r and is given by the formula: 

 

12 −= r
rS  nodes. 

 

6.3 QuPGC Execution Parallelization 

The graphs that are constructed by QuPGC algorithm represent with a compact way all 

the possible permutations of the linear joins that come up from an initial multi-join query 

expression. As presented in the previous section, we can precisely estimate the number of 
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nodes in conjunction with the number of the relations involved. However, because of the 

Grid power, we are able to separate the process of graph construction into disjoint 

fragments and execute them in parallel. More particular, we made the assumption of no 

data replication; that is, each relation is stored exactly at one remote resource. 

Consequently, the construction of each of the graph is considered as an independent and 

disjoint task, and there are no dependencies in respect with the characteristics of each 

resource involved. As a matter of fact, we can safely calculate and create each of this 

branches starting from relation r at the corresponding resource Rr and afterwards send the 

results to a pre-defined location for the combination and the construction of the entire 

graph. 

 This procedure substantially minimizes the cost in time and the complexity of 

QuPGC algorithm dramatically. Consider that parallelization divides the time costs 

almost by the number of the relations involve in the initial join query expression. 

Precisely, the total cost in time for the construction of the graph is equal to the maximum 

of the costs in time for the creation of each branch plus the communication cost for 

transferring these branches to a specific location for combining. That is, 

 

)),((}max{ ResibranchcostcostQuPGC commbranch(i)cost +=  

 

 It is quite hard to estimate exactly costQuPGC  but we can safely state that 

although there is a communication cost burden, it is smaller that the cost for construction 

the corresponding query graph using dynamic programming in serial. 
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Chapter 7.  Optimal Query Path Selection 

 
So far, we have represented our query into a graph using the QuPGC algorithm. The next 

step is to make the appropriate calculations and measurements in order to decide which of 

the paths of the graph are better for the execution of the query. Thus, we have to deal 

with a search problem over a graph, belonging to the wide search area of Artificial 

Intelligence (AI). In the following section, we present some basic notions about search 

problems representation and afterwards we discuss some known search algorithms. 

Finally, we propose a refined approach for the depth-first search algorithm that we also 

suggest for the optimal query plan selection.   

 

7.1 AI Search Problems  

In order to be able to describe a search problem adequately, it is absolutely necessary to 

represent the objects that are involved and their properties, i.e., the initial and final states, 

and the transition operators that lead to the problem solution.  

 

7.1.1 Basic Notions 

 

Search Problem World 

The problem world comprises only the objects that exist within, their properties and the 

relationships between them. This means that the problem world is a subset of the real 

world and contains only the information that has direct relation with the problem. The 

problem world is separated into two categories:  

 The world of a problem is called closed if there is no new object, relationship or 

property that is imported from the outer world. 

 The world of a problem is called open when the interferences from the outer world are 

accepted. 
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It is obvious that the open worlds are represented much more difficult that the 

closed worlds for search problems. In our case study, we consider that as far as the search 

problem of the query plan tree is concerned, the problem world we treat is closed. This 

means that when the plan tree of a given query is constructed, it is not allowed the 

modification or deletion of the relations that are participating to the query.  

 

State of a Search Problem 

The world of a search problem is described by its states. State of a problem world is an 

instance or snapshot of the world at a specified point of time. Typical representation of a 

state can only be done by description of their characteristics; i.e. value assignment of 

attributes and fields that may contain. In our case, a state of a problem could be a 

relational table physically stored in a specified resource, containing specified attribute 

values in each tuple. 

 

Transition Operators  

The way that the states of a problem world are connected to each other is quite 

straightforward. That is, when two states 21 , ss  are connected together then essentially 1s  

comes up by 2s  after modifications or vice versa. The production of new states is based 

on transition operators that are applied to states. Given a problem world, transition 

operator is a relation of a state to new state(s), i.e. typically the set of transition operators 

T is defined as SST ↔: . The domain and range of relation T is S, that is the set of valid 

states of the problem. 

In general, the transition operators preserve preconditions in order to be applied. 

In our case though we do not take aware of any preconditions, as the transition operator is 

the join relational operator, which is straightforward to be executed. 

 

State Space  

Given a search problem, we consider domain or state space of the problem the set of all 

the valid states. Intuitively, the state space of a problem can be represented as a graph. 

Thus in our case, we can consider as state space the plan trees of queries that are to be 

scheduled as constructed by the algorithms described in previous sections. Generally after 
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the construction of the query plan trees, the problem of picking the proper path form the 

root to leaves is considered as a search problem. In the following sections, we define a 

search problem typically, present some search algorithms and describe how the path 

selection of a query plan tree can be treat and solved as an AI search problem using 

search algorithms.  

  

7.1.2 Search Problem Definition by State Space 

In this section, we give the definition of a search problem using the state space of this 

problem. That is, a search problem is defined by an initial state, a set of final state(s), a 

set of transition operator(s) and the domain space (or state space). Typically, a search 

problem is a quadruplet ),,,( STGIP = , where: 

 I is the initial state, such that SI ∈  

 G is the set of final state(s), such that SG ⊆  

 T is the set of the transition operator(s), such that SST ↔: , and  

 S is the domain space of the problem. 

  

A solution of a search problem ),,,( STGIP =  is a sequence of transition operators:  

Tttt n ∈,...,, 21 , 

with the property that 

)))...)(((...( 12 Itttg n= , such that Gg ∈  

 

This means that if we apply that transition operator 1t  to the initial state I, then 2t  to the 

state that becomes by 1t  application and so on, the result will be one of the final states of 

the problem. By this definition, we see that a search problem solution is a sequence of 

transition operators that is applied to the initial state of the problem, so we can reach one 

of the final states. 
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7.1.3 Search Algorithms 

Given a search problem that is described by state space or reduction, the goal is to find 

the solution. This can be achieved following well-defined computational steps, i.e. 

algorithms that are to be applied. Because the problems we are handling are search 

problems, the algorithms are called search algorithms and are characterized by the 

complexity, the efficiency in memory or the different execution times during the search. 

The most known search algorithms are shown in figure 7.1 

 

Search Algorithm Abbreviation 
Depth-First Search DFS 
Breadth-First Search BFS 
Branch and Bound B&B 
Hill Climbing HC 
Beam Search BS 
Best-First Search BestFS 
A-star ∗A  
Iterative Deeping ID 
Bi-directional Search BiS 
Minimax Minimax 
Alpha-Beta AB 

Figure 7.1: Most known search algorithms and abbreviations 

 

 In general, given a search problem ),,,( STGIP = , we define search space SP as 

the set of all the states that are accessible from the initial one. Typically, a state s is 

accessible if there exists a sequences of transition operators Tttt k ∈,...,, 21 such 

that )))...)(((...( 12 Ittts k= . The difference between the state space and the search space is 

slight. Though, we can say that the search space of a problem is subset of the state space, 

i.e. SSP ⊆ . The difference is that by definition the search space depends in the initial 

state, while state space does not. Additionally, 

 

:SsSSP ∈∀⇔≡ s are accessible.  
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That is, the search space and the state space are the same if and only if all states of the 

state space are accessible from the initial one. In the following section, we discuss some 

basic characteristics of search algorithms. 

 An algorithm is a well-defined sequence of steps-instructions that tends to solve a 

given problem. After the application of an algorithm to the search space of a 

problem ),,,( STGIP = , we take the solved problem that is defined by the 

quadruple ),,,( SS GFAVP = , where: 

 V is the set of states that has been checked, 

 A is the algorithm that is used, 

 F is the set of the solutions found, and  

 SG  is the set of the final states that has been checked. 

 It is obvious now, that the set V is a subset of the search space, i.e. SPV ⊆ . The 

number of the states that V contains is a basic characteristic for the efficiency of the 

search algorithm. In particular, if the set of the states that the algorithm checks in order to 

find the solution is same with the search space, i.e.  SPV = , then the algorithm is called 

exhaustive. However, algorithms cannot always solve a problem, even if there is a 

solution. In that case, the set F and SG  are empty. An algorithm is called complete, if it 

guarantees for a solution (if any) for each final state. In other case, the algorithm is called 

incomplete. Notice that if an algorithm is exhaustive and cannot find a solution, then we 

can conclude that the problem has no solutions at all.  

 The choice of the proper search algorithm for a specific problem is very important 

and hard challenge, as it is based on criteria that unfortunately cannot be formalized. 

Though, it depends on the nature of the problem and mostly on the assumptions that may 

be made. For instance, it may be desired to sacrifice performance in time for the best 

solutions according predefine predicates, or completeness for fastest results. The major 

criteria for algorithms selection are: 

 The number of states that it checks 

 The ability to find a solution if there exists 

 The number of solutions 

 The efficiency (performance) in time 
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 The efficiency (performance) in memory 

 The implementation convenience 

 

In the following section we present the DFS search algorithm. Next we describe the 

HQuPaS, the algorithm we propose for optimal query path selection. Afterwards we 

discuss a refinement HQuPaS approach called RHQuPaS. 

 

Algorithm DFS (InitialState, FinalStates) 
 
begin 

Closed ← ∅ ; 
ChildrenState ← ∅ ; 
Frontier ← <InitialState>; 
CurrentState ← First(Frontier); 
 
while CurrentState ∉  FinalStates do 

Frontier ← delete(CurrentState, Frontier); 
if CurrentState ∉  Closed then 
begin 

ChildrenState ← Expand(CurrentState); 
Frontier ← ChildrenState ^ Frontier; 
Closed ← Closed ∪  {CurrentState}; 

end; 
if Frontier = ∅  then exit; 
CurrentState ← First(Frontier); 

endwhile;         
end. 
 

Figure 7.2: DFS algorithm  

 

7.2 DFS: Deep-First Search algorithm 

Deep-First Search or DFS algorithm takes the query plan graph as input and applies 

“deeper” searching whenever it is possible. In DFS, edges are explored out of the most 

recently discovered nodes n that still has unexplored edges leaving it [144]. When all of 

the n’s edges have been explored, the search “backtracks” to explore edges leaving the 

node from which n was discovered. This process continues until we have discovered all 

the nodes that are reachable from the initial node. The pseudocode of DFS algorithm is 

shown in figure 7.2. The search frontier of DFS is a stack LIFO (Last In First Out); that is 
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is, new entered states are placed at the head of the stack and the search continues using 

one of them. Notice that symbol ^ denotes the union of two sequences. More information 

about DFS and other search algorithms is in [144]. 

 

7.3 HQuPaS: Heuristic Query Path Selection algorithm  

DFS searches and finds the path from a predefined initial to a predefined final state. 

Whenever it reaches a final state, the algorithm stops and returns the path. In our case, 

although there is a predefined set of final states, we want to check all the possible paths 

from the initial to the final states instead of stopping the search after it reaches the first 

final. Additionally, during the searching, we want to perform calculations for the 

communication and computation costs evaluation for each state. Whenever a state s is 

reached, we calculate the costs for communication and computation as presented in 

previous sections. Afterwards, as we have searched and calculated the costs of an entire 

root-to-leaf path, we make the sum of the costs of the nodes we just checked and continue 

the process to other unchecked nodes. In respect to these necessary modifications, we 

propose HQuPaS algorithm that is based on DFS searching strategy. In the next two 

paragraphs we distinguish HQuPaS algorithm in respect with the input graph that 

receives.  

 

7.3.1 HQuPaS Applied to Undirected Graphs 

Suppose that the query plan graph that is constructed by QuPGC algorithm is undirected, 

the HQuPaS algorithm is shown in figure 7.3.  

Let us now describe how HQuPaS works on 4321 RRRR ><><>< query 

example. The plan graph of the query, as it is constructed and refined in previous 

sections, is shown in figure 7.4.  
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Algorithm HQuPaS (InitialState, FinalStates) 
 
begin 

Closed ← ∅ ; 
ChildrenState ← ∅ ; 
WaitingState ← ∅ ; 
WaitingList ← ∅ ; 
CostList ← ∅ ; 
Frontier ← <InitialState>; 
CurrentState ← First(Frontier); 
 
while Frontier ≠ empty do   
begin 

Frontier ← delete(CurrentState, Frontier);  
 
if CurrentState ∉  Closed then 
begin 

CostList ← CostList ^ <CurrentState, CostEstimation(CurrentState)>; 
 

ChildrenStates ← Expand(CurrentState); 
 
if CurrentState ∈  WaitingList  then 

ChildrenStates ← ChildrenStates ^ ExtendedExpand(CurrentState); 
 
while ∃ child: child ∈  ChildrenStates  do  
begin 

WaitingState ← Minus(child, CurrentState); 
if WaitingState ∉  Frontier then 

WaitingList ← WaitingList  ^ <child, WaitingState>; 
else 
begin 

Frontier ← ChildrenState ^ Frontier; 
Closed ← Closed ∪  {CurrentState}; 

end; 
endwhile; 

end; 
if Frontier = ∅  then exit; 
CurrentState ← First(Frontier); 

endwhile;         
end. 
 

Figure 7.3: HQuPaS algorithm for Undirected Graphs 
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Figure 7.4: 4321 RRRR ><><>< query plan graph as an undirected graph (left) and as a DAG (right) 

 

The steps of HQuPaS algorithm processing are presented in figure 7.5. 

The search frontier field in the figure represents the ordered list of nodes that the 

algorithm has already visited; but they have not been extended with their children yet. 

After each iteration of the algorithm the first node in the search frontier is extended with 

its children, and afterwards it is removed from the search frontier and placed in the closed 

set. Thus, the closed set of a search algorithm is the set of states that have already been 

extended. The field state contains the current node that is to be checked at each point in 

time, while the children field contains the nodes that the current node in the state field 

can be extended to.  

It is important to note that whenever a child of the current node appears in the 

children field that cannot be executed directly at the next step, we mark it by ‘*’. This can 

happen when an intermediate expression participating in the child node does not exist in 

the closed set or the state field. For example, at step 3 in figure 7.5 expression R(12)(34) can 

not be executed directly, as intermediate expression R(34) has not visited yet, and therefore 

we do not add it in the search frontier field. Once the marked expression can be executed, 

which means that R(34) appears in closed set or state field, we put its children nodes to the 

children field of the current state; and the algorithm continues as normal.    

 Finally, the cost evaluation field comprises the intermediate query expressions 

that come up until the final result. Notice that the communication and computation costs 

are calculated in respect to these expressions as described in previous sections. In 

particular, given a query expression ji RR >< , ji RR ,∀ , we can estimate cost as follows: 
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+→
→

=
jkjiCompkjjComm

ikiiComm

Rfor  ),N,R(Rcost  )NN ,(Rcost
 Rfor  ),NN ,(Rcost

),,,(cos
><jjiiEvaluation NRNRt

 

Search Frontier Closed Set State Cost Evaluation Children 
1 <start> {} Start - <1, 2, 3, 4> 

2 <1, 2, 3, 4> {start} 1 - (12) 

3 <(12), 2, 3, 4> {start, 1} (12) 21 RR ><  < (12)3, 

(12)(34)*
> 

4 < (12)3, 2, 3, 4> {..., (12)} (12)3 321 )( RRR ><><  ((12)3)4  

5 < ((12)3)4, 2, 3, 4> {..., (12)3} ((12)3)4 4321 ))(( RRRR ><><><  FINAL 

STATE 

6 <2, 3, 4> {..., ((12)3)4} 2 - (23) 

7 < (23), 3, 4> {..., 2} (23) 32 RR ><  < 1(23), (23)4> 

8 < 1(23), (23)4, 3, 4> {..., (23)} 1(23) )( 321 RRR ><><  (1(23))4 

9 < (1(23))4, (23)4, 3, 4> {..., 1(23)} (1(23))4 4321 ))(( RRRR ><><><  FINAL 

STATE 

10 <(23)4, 3, 4> {..., (1(23))4} (23)4 432 )( RRR ><><  1((23)4) 

11 < 1((23)4), 3, 4> {..., (23)4} 1((23)4) ))(( 4321 RRRR ><><><  FINAL 

STATE 

12 <3, 4> {..., 1((23)4)} 3 - (34) 

43 RR ><   2(34) 13 < (34), 4> {..., 3} (34) 

∗)()( 4321 RRRR ><><><

 

FINAL 

STATE 

14 < 2(34), 4> {..., (34)} 2(34) )( 432 RRR ><><  1(2(34)) 

15 < 1(2(34)), 4> {..., 2(34)} 1(2(34)) ))(( 4321 RRRR ><><><  FINAL 

STATE 

16 <4> {..., 1(2(34))} 4 - - 

 

Figure 7.5: HQuPaS algorithm for 4321 RRRR ><><>< query example 

 

That is, whenever there is a possible pair wise join in cost evaluation field, the 

algorithm performs ),,,(cos jjiiEvaluation NRNRt , and stores the result cost for each node. In 

addition, when the search reaches a final state, we perform the sum of the costs for each 
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node belonging to this path, estimating in that way the total cost of each path. Afterwards, 

the algorithm compares the total path costs and chooses the path with the smaller costs as 

the proper one for execution. In Appendix B, we present the plan graph for 5-relations 

query expression; that is,  54321 RRRRR ><><><><  and the execution steps of 

HQuPaS algorithm in that case.  

 

7.3.2 HQuPaS Applied to Directed Acyclic Graphs – DAGs 

In this case suppose that the plan graph that is constructed by QuPGC algorithm is a 

directed acyclic graph – DAG. HQuPaS algorithm is transform into a simpler version, as 

figure 7.6 depicts. 

 

Algorithm HQuPaS (InitialState, FinalStates) – Directed Graph 
 
begin 
   Closed ← ∅ ; ChildrenState ← ∅ ; CostList ← ∅ ; 
   Frontier ← <InitialState>; CurrentState ← First(Frontier); 
    
   while Frontier ≠ empty do  
   begin 
      Frontier ← delete(CurrentState, Frontier); 
      if CurrentState ∉  Closed then 
     begin 
        CostList ← CostList ^ <CurrentState, CostEstimation(CurrentState)>; 
        ChildrenState ← Expand(CurrentState); 
        Frontier ← ChildrenState ^ Frontier; 
        Closed ← Closed ∪  {CurrentState}; 
      end;  
    if Frontier = ∅  then exit; 
      CurrentState ← First(Frontier); 
   endwhile;         
end. 

 
Figure 7.6: HQuPaS algorithm for DAGs 

  

 The difference with the version in figure 7.3 is that we do not have to use a 

waiting list in order to keep the children that cannot be visited. This is prevented by the 
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directions of the edges in the graph. There is no possibility to find a node that the relation 

expression that represent is not “ready”.  

One of the most important advantages of HQuPaS algorithm is the low demand as 

far as time and space are concerned. The space frontier grows up slowly, so the size of 

memory that keeps the states for extension is rather small. Furthermore, HQuPaS is 

complete and exhaustive, which may be inhibitory for the performance in time. We can 

prevent searching of every node of the graph by an optimization extension of HQuPaS, 

based on runtime branch pruning, called Refined Heuristic Query Path Selection 

algorithm – RHQuPaS.  

 

7.3.3 RHQuPaS: A Refined Version of HQuPaS algorithm 

In order to reduce the number of states that HQuPaS algorithm visits, we can apply a kind 

of runtime branch pruning on the query plan graph. This pruning method is based on the 

costs that have been calculated for each state. In particular, as HQuPaS follows the depth-

first search strategy, it reaches firstly the left-most root-to-leaf path, then the next path 

right of it; and so on until the algorithm searches every path and node of the graph. 

Furthermore, as we described in the previous section, HQuPaS calculates the 

communication and computation costs (as we present in the next section) for every node 

of the graph in respect to the query expressions it represents, so that we can estimate 

latter the total cost of the execution of each path of the graph. The pruning method we 

propose is based that.  

The main idea of the pruning method is that according the path costs that we have 

already calculated if we can make the decision that a branch or a whole path of the graph 

is useless, we are allowed to discard it. That is, whenever we reach a state of a path where 

the runtime total cost of that branch is greater than the total cost of another path left of it 

that has been already estimated, we stop searching this branch and discard it. The 

algorithm continues with the directly right path of the graph that has not been searched 

yet. For example, suppose that the path {start, R1, R(12), R(12)3, R((12)3)4} of the graphs in 

figure 7.4 has total cost c1, and the branch {start, R2, R(23)} has for some reason total cost  

c2 such that c1 < c2, then we discard the whole path beginning from R2, and continue the 
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search with state R3; and so on. That happens because we are interested in the optimal 

solution, i.e. the path with the smaller total cost. 

 

 
Figure 7.7: Information inheritance during RHQuPaS algorithm execution 

 

Furthermore, there is another optimization technique that we can apply to 

HQuPaS algorithm. We have already assumed that during the time that we search the 

graph for the proper path any changes of the world of the problem are not allowed. In 

other words, we can assume that the cost of transfer a specific relation from its physical 

resource to another resource of the Grid cannot change during the scanning of the query 

graph for the proper path. Thus, we can estimate the communication cost for each state 

just once, store them in a structure locally and retrieve this information whenever it is 

desired. Figure 7.7 shows a sample of that method. The two optimization methods we 

resented earlier recommend a refined version of HQuPaS algorithm; called Refined 

Heuristic Query Path Selection algorithm – RHQuPaS. 
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7.4 Cost Evaluation Heuristics     

7.4.1 Two-Relation Query Cost Estimation  

After the query plan tree is constructed and refined, we have to define some predicates in 

order to choose the proper root–leaf path for the execution of that given query. We 

consider as predicates the computation cost for the query execution and the 

communication cost for the necessary data transmission between physical resources of the 

Grid. The computation and communication costs estimation depends on many factors; 

mainly the type of relation replications that appear in the resources, the network topology 

and the characteristics of the computational resources of the Grid.  

 In this section we are going to discuss a generic approach for cost evaluation for 

the primitive two-relation join query that comprises computation and communication 

costs evaluation. The more complex queries that consist of three or more relations can be 

examined exactly as the primitive two-relation query. For that reason, we omit these 

cases. 

 
 

Figure 7.8: Cost Estimation for 21 RRQ ><=  query expression 
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 Assume the task that has to be executed as a simple join query 21 RR >< , between 

relations R1 and R2 that are physically stored at resources – nodes of query graph 21, NN , 

respectively. Consider that for instance the join is executed on AmR .1 and BnR .2 fields. 

We are going to estimate the computation and the communication cost for each node of 

the 21 RR ><  query plan tree that is shown in figure 7.8. The final goal is the evaluation 

of the total cost of a query Q execution for each path kPath , i.e., 

 

∑ →+=
ji

kjiCommkiCompkTotal NNsubQCostNsubQCostPathQCost
,

),(),(),( , such that  

i
i subQQ ><=  

 

According to the equation above, the total cost is the sum of the costs of all the possible 

appeared subqueries of the initial query Q for computation at Grid resource kN  plus the 

costs of transfer the appropriate data from node jN  to the node kN , as shown in figure 7.8 

given that 21 RRQ ><= . In that case the total cost for computation and communication is 

as follows:  
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Notice that in general, we consider target resources kk NN ′,  as different, although they 

may be the same after all. Additionally, because of the commutative property of join 

relational operator, we can say that:  

 

),(),(),()( 21221121 kCompkCommkCommTotal NRRCostNNRCostNNRCostRRCost ><>< +→+→=
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In order to calculate the )( 21 RRCostTotal >< , we have to define the way for estimating the 

computational and communication costs, as the following sections discuss. 

 

7.4.2 Computational Cost Estimation  

The computational cost is strongly based on the method that we adopt for the join 

expressions execution; that is, nested-loop join, sort-merge join, hash-based joins, etc. 

For this works, we assume that joins are executed using the simple-hash join method. The 

complexity of this algorithm is )( mnO +  CPU operations, where n and m are the sizes in 

tuples of the relations that are to be joined.  

 Thus, in order to calculate the computational cost of a join expression, we need to 

know the sizes of the relations involved, and the available CPU of the physically resource 

where the execution will take place. Notice that in the cases where the relations involved 

are single relations; i.e. 21 , RR , computational cost estimation is straightforward. In the 

cases though where the relations involved in the join, are intermediate join relations; i.e. 

321 , RRR ><   it is necessary to predict or estimate the sizes of the intermediate relations, 

following one of the methods we presented above. However in general, we estimate 

abstractly the computational cost as follows:  

 

)(
),( 21

21
j

RR
jComp NCPUavail

sizesize
constNRRCost

+
×=><  seconds. 

where   
1Rsize  and 

2Rsize  are the sizes in tuples of the relations 1R  and 2R , respectively. 

  

7.4.3 Communication Cost Estimation  

Suppose that the Grid has N nodes, i.e. nNNN ,...,, 21   resources for use. Also consider 

that relation 1R  is physically stored at the resource 1N  while 2R  at resource 2N . The 

obvious but critical point now is that it is necessary to transfer both relations to the same 

resource in order for the 21 RR ><  join to be executed. This implies that following cases:  
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1. Relation 1R  may be transferred from 1N  to resource 2N ,  

2. Relation 1R  may be transferred from 2N  to resource 1N , or  

3. Both relations may be transferred to another remote node kN , such that kN  is one of 

the resources in the Grid.  

 

Thus, the communication cost of 21 RR ><  join operation can be estimated as follows: 
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Notice that throughput 
ki NNthroughput →  between resource iN  and kN  of the Grid may 

differ from the throughput between resource kN  and iN , i.e. 
ik NNthroughput → . In general 

though, the throughput of a connection is smaller that the total bandwidth; that is, the 

maximum throughput that a connection supports:  

 

kiki NNNN bandwidththroughput →→ ≤  

 

7.4.4 Complexity and CPU Operations 

As we saw earlier, the graphs that are constructed using QuPGC algorithm contain 12 −r  

nodes, where r is the number of the relations that participate in the join operation. Then 

the number of the operations needed for the total cost estimation are: 
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Opers = 23 −N   operations per edge of the graph 

 

In order to add restrictions to the number of nodes that have to be checked, in the 

following sections we present two complexity optimization techniques. 

 

7.4.4.1 First Complexity Optimization   

In order to minimize the number of operations for the cost estimation function, we bound 

the spectrum of nodes that is checked in respect to the CPU availability and the 

throughput of these nodes. Thus, we cannot permit nodes with available CPU power and 

throughput under a specific threshold. For instance, we can state that  

 

thresholdavail CPUCPU ≥ , where powerthreshold CPUCPU ×= λ    

 

and 

 

thresholdthroughputthroughput ≥ , where bandwidththroughputthreshold ×= µ  

 

Obviously the constant factors µλ , are positive less than 1.  

 Alternatively, we can choose a specific number of nodes with better performance 

with respect to these two factors than the rest. For example we choose r nodes, where r is 

the number of relations participating in the join expression. In other words, we assume 

that joins can be executed only at the resource that the involved relations are physically 

stored.  

 

7.4.4.2 Second Complexity Optimization   

The optimization technique of this section is based on a strong assumption. That is, the 

resource that will receive the relation iR  and jR  and make the computation may be one 

of the resources that physically have these two relations. This means that each node has 
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to check and choose between only two resources instead of r in the previous case. 

According to this assumption, the number of operations is reduced dramatically to: 

 

Opers = 4 operations per edge of the graph. 

 

Actually, this method is based on the assumption that given two relation iR  and jR , in 

order to execute ji RR >< , it is always better to transfer the necessary data to one of the 

two resource that the relations are physically stored, instead of checking the whole 

spectrum of N available resource of the Grid, and then proceed to the join execution. If 

the CPU availability of these two resources is low, then obviously the join execution time 

increases. However, the time for checking N resources and decide which of them is 

better, is much more time-consuming. 

 

7.5 Summary 

In this chapter we presented the HQuPaS algorithm. Especially, after the query plan 

graph is constructed using QuPGC algorithm, we have to choose the optimal execution 

path of the corresponding join query. To do this, we scan the graph based on depth-first 

search strategy and make the appropriate calculations and measurements according to our 

cost model. The cost model that is described earlier is based on heuristic functions that 

evaluate the communication and the computation cost of each transition that represents 

the join operations in the query plan graph. Finally, we summarize the total cost of each 

whole path of the plan graph and choose the path with the smaller cost. This path is 

considered as the optimal. 

 An important advantage of the HQuPaS algorithm is the flexibility and the 

adaptability. In particular, the cost model that we use can easily be transformed and 

refined without any affects to the general search strategy of the algorithm. In addition, 

although the query plan graph constructed by QuPGC algorithm is a directed acyclic 

graph, HQuPaS can manipulate undirected graphs with simple changes, as we presented 

earlier.  In the next chapter, we present some experimental results on our scheduling 
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approach. To do this, we implemented a scheduling simulator of a Grid, based on the 

QuPGC and HQuPaS algorithms, described above.  
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Chapter 8.  Implementation & Measurements 
 

In order to make some measurements on the QuPGC and HQuPaS algorithm, we 

designed and implemented a scheduling simulator based on these algorithms. For that 

reason, we used Java SDK 1.4.2 framework and JDSL 2.0 package [162, 163] providing 

methods for construction, access and editing of (un-) directed graphs and trees. Our 

simulator takes as input an initial join query; for example, 

 

EDCBAQ ><><><><= . 

 

As a first step it analyses Q and constructs the corresponding query plan graph GR 

according to the QuPGC algorithm. When GR is constructed, we have to select the proper 

path of the graph for the execution of query Q. To do this, HQuPaS takes GR as input and 

calculates the communication and computation costs as we described earlier. 

Communication and computation costs estimations are based on physical information of 

the resources of the Grid that are provided to the simulator by a Resource Information 

file. The Resource Information file follows the format, shown in figure 8.1. The output is 

a join expression of the initial query Q that represents the proper path of the query plan 

graph GR; for example, 

 

))(()( EDCBAQ ><><><><=′ . 

 

In addition, the simulator gives information about the response time of Q′  and of the 

simulator to be executed in seconds.  

Figure 8.1: Resource Information file format 

RESOURCE 

NAMEs   

CPU 

(MHz) 

RELATION SIZE  

(bits) 

THROUGHPUTs  

(Kbps)                                

RESOURCE1 CPU1 REL1 SIZE1 THROUGHPUT(1:2),THROUGHPUT(1:3),...THROUGHPUT(1:r) 

RESOURCE2 CPU2 REL2 SIZE2 THROUGHPUT(2:1),THROUGHPUT(2:3),...THROUGHPUT(2:r) 

RESOURCE3   CPU3 REL3 SIZE3 THROUGHPUT(3:1),THROUGHPUT(3:2),...THROUGHPUT(3:r) 

… … … … … 

RESOURCEr CPUr RELr SIZEr THROUGHPUT(r:1),...THROUGHPUT(r:r-2),THROUGHPUT(r:r-1) 
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8.1 Experiments 

In this section, we are going to present some experiments and results about the operation 

and the performance of our simulator on specific queries and resource information files. 

For each experiment, we consider that the initial join query is   

 

EDCBAQ ><><><><= . 

 

In addition, we consider that the Grid contains ten remote resources, and the information 

about them is given by the resource file according to the format of figure 8.1, and the 

values of the various fields are given randomly following a uniform distribution. In 

particular:  

 

 Res field represents the unique identifier of each resource that is an integer greater 

than 1. 

 CPU field represents that available CPU power of each resource. The values range 

between 500MHz – 3GHz. 

 Data field comprises the relation that is stored at the corresponding resource. 

 Size field is the size of the corresponding relation. The values range between 

10KBytes – 1MByte. 

 The last 10 fields represent the throughputs of the links between the corresponding 

resource and any other resource of the Grid. The values range between 50Kbps – 

10Mbps.      

 

For each experiment below, we present the initial resource information file and the policy 

we follow for changing the value.   

 

Experiment I. Doubling Sizes of All Relations 

For this experiment we consider that the sizes of the relations are doubled, whereas every 

other value remains the same. 
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Step 1 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 1952 A 149 - 3459 4727 3707 2752 8110 3511 6238 3248 680 

2 633 B 190 6948 - 6386 6892 6028 973 10041 1484 8292 4248 

3 1393 C 533 5238 7658 - 3550 3513 6071 2187 580 7578 6346 

4 1049 D 568 8597 498 707 - 5136 1786 4538 8867 2244 5111 

5 2604 E 700 7433 5226 1433 8832 - 4357 9502 571 2721 5642 

6 2702 F 1269 336 4383 8439 9395 8829 - 9285 4810 1080 8857 

7 1175 G 1466 9612 4011 4984 1166 4712 1401 - 7874 5688 8279 

8 508 H 798 303 2230 9443 6596 6307 6812 8911 - 6038 2588 

9 2297 I 589 6716 388 566 2872 6782 9878 2555 9903 - 6718 

10 1135 J 1186 4755 9698 567 6286 6428 6119 9767 6037 4541 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((
 

 
Response time:  

12,404 sec. 

 
Simulator finished after:  

0,672 sec. 

 
 
 
 
 

Step 2 
Res CPU Data Size → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 1952 A 298 - 3459 4727 3707 2752 8110 3511 6238 3248 680 

2 633 B 381 6948 - 6386 6892 6028 973 10041 1484 8292 4248 

3 1393 C 1067 5238 7658 - 3550 3513 6071 2187 580 7578 6346 

4 1049 D 1136 8597 498 707 - 5136 1786 4538 8867 2244 5111 

5 2604 E 1400 7433 5226 1433 8832 - 4357 9502 571 2721 5642 

6 2702 F 2538 336 4383 8439 9395 8829 - 9285 4810 1080 8857 

7 1175 G 2932 9612 4011 4984 1166 4712 1401 - 7874 5688 8279 

8 508 H 1596 303 2230 9443 6596 6307 6812 8911 - 6038 2588 

9 2297 I 1179 6716 388 566 2872 6782 9878 2555 9903 - 6718 

10 1135 J 2373 4755 9698 567 6286 6428 6119 9767 6037 4541 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((  

 
Response time:  

24,814 sec. 

 
Simulator finished after: 

1,000 sec. 
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Step 3 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 1952  A 597  - 3459 4727 3707 2752 8110 3511 6238 3248 680 

2 633  B 762  6948 - 6386 6892 6028 973 10041 1484 8292 4248 

3 1393  C 2134  5238 7658 - 3550 3513 6071 2187 580 7578 6346 

4 1049  D 2272  8597 498 707 - 5136 1786 4538 8867 2244 5111 

5 2604  E 2801  7433 5226 1433 8832 - 4357 9502 571 2721 5642 

6 2702  F 5076  336 4383 8439 9395 8829 - 9285 4810 1080 8857 

7 1175  G 5865  9612 4011 4984 1166 4712 1401 - 7874 5688 8279 

8 508  H 3193  303 2230 9443 6596 6307 6812 8911 - 6038 2588 

9 2297  I 2359  6716 388 566 2872 6782 9878 2555 9903 - 6718 

10 1135  J 4746  4755 9698 567 6286 6428 6119 9767 6037 4541 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((  

 
Response time:  

49,633 sec. 

 
Simulator finished after: 

0,844 sec. 

 
Figure 8.2: Experiment I – Doubling Sizes of All Relations (a) – (c) 

 

 
Figure 8.3: The response time is almost doubled, whenever the sizes of the relations are doubled. 

 

According to the measurements of figure 8.2, we conclude that whenever the sizes of the 

relations involved in the query are doubled, the response time for the execution of the 

optimal query expression increases correspondingly. In other words, the response time 

get almost doubled, as figure 8.3 depicts. 
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Experiment II. Doubling Size of the Larger Relation 

Consider now that we change only the size of the larger relation that is involved in the 

given query. We see that in this case the response time of the optimal expression gets 

almost doubled, as in the previous experiment. 

 

Step 1 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 748  A 1481  - 7343 1486 9829 242 1077 4290 9496 3513 6540 

2 1886  B 32  700 - 3063 8851 6246 67 7451 6144 6345 7049 

3 2241  C 414  1490 2798 - 6524 3514 5679 6461 5045 396 4583 

4 1412  D 638  5822 3826 7350 - 2910 2813 4421 9779 7818 3881 

5 1772  E 456  5260 5791 2162 3218 - 4589 7966 5988 9924 4702 

6 789  F 893  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 189  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 347  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 60  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 644  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((  

 
Response time:  

18,004 sec. 

 
Simulator finished after: 

0,594 sec. 

 

Step 2 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 748  A 2963  - 7343 1486 9829 242 1077 4290 9496 3513 6540 

2 1886  B 32  700 - 3063 8851 6246 67 7451 6144 6345 7049 

3 2241  C 414  1490 2798 - 6524 3514 5679 6461 5045 396 4583 

4 1412  D 638  5822 3826 7350 - 2910 2813 4421 9779 7818 3881 

5 1772  E 456  5260 5791 2162 3218 - 4589 7966 5988 9924 4702 

6 789  F 893  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 189  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 347  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 60  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 644  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((  

 
Response time:  

25,902 sec. 

 
Simulator finished after: 

0,688 sec. 
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Step 3  

 

Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 
1 748  A 5926  - 7343 1486 9829 242 1077 4290 9496 3513 6540 

2 1886  B 32  700 - 3063 8851 6246 67 7451 6144 6345 7049 

3 2241  C 414  1490 2798 - 6524 3514 5679 6461 5045 396 4583 

4 1412  D 638  5822 3826 7350 - 2910 2813 4421 9779 7818 3881 

5 1772  E 456  5260 5791 2162 3218 - 4589 7966 5988 9924 4702 

6 789  F 893  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 189  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 347  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 60  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 644  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((  

 
Response time:  

41,699 sec. 

 
Simulator finished after: 

0,609 sec. 
 

 

Step 4 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 748  A 11852  - 7343 1486 9829 242 1077 4290 9496 3513 6540 

2 1886  B 32  700 - 3063 8851 6246 67 7451 6144 6345 7049 

3 2241  C 414  1490 2798 - 6524 3514 5679 6461 5045 396 4583 

4 1412  D 638  5822 3826 7350 - 2910 2813 4421 9779 7818 3881 

5 1772  E 456  5260 5791 2162 3218 - 4589 7966 5988 9924 4702 

6 789  F 893  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 189  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 347  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 60  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 644  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((  

 
Response time:  

73,295 sec. 

 
Simulator finished after:  

0,750 sec. 
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Step 5 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 748  A 23705  - 7343 1486 9829 242 1077 4290 9496 3513 6540 

2 1886  B 32  700 - 3063 8851 6246 67 7451 6144 6345 7049 

3 2241  C 414  1490 2798 - 6524 3514 5679 6461 5045 396 4583 

4 1412  D 638  5822 3826 7350 - 2910 2813 4421 9779 7818 3881 

5 1772  E 456  5260 5791 2162 3218 - 4589 7966 5988 9924 4702 

6 789  F 893  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 189  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 347  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 60  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 644  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((  

 
Response time:  

136,484 sec. 

 
Simulator finished after: 

0,672 sec. 

 
Figure 8.4: Experiment II – Doubling Size of the Larger Relation (a) – (e) 

 
Figure 8.5: The response time is almost doubled, whenever the size of the larger relation is doubled 

 

Experiment III. Subdividing Size of the Larger Relation  

For this experiment, we consider that the size of the larger relation is subdivided. As it 

was expected, the response time of the optimal expression decreases, preserving though a 

lower limit. 



Computer Science Department                                                                                     Antonis Misargopoulos 
 

 117

 

Step 1 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 1607  A 573  - 5974 3636 1133 3199 350 1460 6252 2851 3604 

2 1272  B 126  9414 - 4878 9753 9881 3238 457 4747 1991 8382 

3 1944  C 540  231 5890 - 1504 1037 6941 3542 4873 2880 2137 

4 2494  D 480  1382 2279 7826 - 844 8712 8228 1385 866 2379 

5 2822  E 511  387 7732 1789 7614 - 228 9541 3295 7455 7611 

6 789  F 893  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 189  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 347  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 60  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 644  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

))()(( EDCBA ><><><><  

 
Response time:  

16,331 sec. 

 
Simulator finished after: 

0,672 sec. 

 
 

Step 2 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 1607  A 286  - 5974 3636 1133 3199 350 1460 6252 2851 3604 

2 1272  B 126  9414 - 4878 9753 9881 3238 457 4747 1991 8382 

3 1944  C 540  231 5890 - 1504 1037 6941 3542 4873 2880 2137 

4 2494  D 480  1382 2279 7826 - 844 8712 8228 1385 866 2379 

5 2822  E 511  387 7732 1789 7614 - 228 9541 3295 7455 7611 

6 789  F 893  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 189  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 347  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 60  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 644  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

)())(( EDCBA ><><><><  

 
Response time:  

13,520 sec. 

 
Simulator finished after: 

0,687 sec. 
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Step 3 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 1607  A 143  - 5974 3636 1133 3199 350 1460 6252 2851 3604 

2 1272  B 126  9414 - 4878 9753 9881 3238 457 4747 1991 8382 

3 1944  C 540  231 5890 - 1504 1037 6941 3542 4873 2880 2137 

4 2494  D 480  1382 2279 7826 - 844 8712 8228 1385 866 2379 

5 2822  E 511  387 7732 1789 7614 - 228 9541 3295 7455 7611 

6 789  F 893  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 189  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 347  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 60  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 644  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

)())(( EDCBA ><><><><  

 
Response time:  

12,005 sec. 

 
Simulator finished after: 

0,953 sec. 

 

 

Step 4 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 1607  A 71  - 5974 3636 1133 3199 350 1460 6252 2851 3604 

2 1272  B 126  9414 - 4878 9753 9881 3238 457 4747 1991 8382 

3 1944  C 540  231 5890 - 1504 1037 6941 3542 4873 2880 2137 

4 2494  D 480  1382 2279 7826 - 844 8712 8228 1385 866 2379 

5 2822  E 511  387 7732 1789 7614 - 228 9541 3295 7455 7611 

6 789  F 893  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 189  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 347  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 60  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 644  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

)())(( EDCBA ><><><><  

 
Response time:  

11,328 sec. 

 
Simulator finished after: 

0,563 sec. 
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Step 5 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 1607  A 35  - 5974 3636 1133 3199 350 1460 6252 2851 3604 

2 1272  B 126  9414 - 4878 9753 9881 3238 457 4747 1991 8382 

3 1944  C 540  231 5890 - 1504 1037 6941 3542 4873 2880 2137 

4 2494  D 480  1382 2279 7826 - 844 8712 8228 1385 866 2379 

5 2822  E 511  387 7732 1789 7614 - 228 9541 3295 7455 7611 

6 789  F 893  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 189  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 347  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 60  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 644  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

)())(( EDCBA ><><><><  

 
Response time:  

11,002 sec. 

 
Simulator finished after: 

0,594 sec. 

 

 

Step 6 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 1607  A 17  - 5974 3636 1133 3199 350 1460 6252 2851 3604 

2 1272  B 126  9414 - 4878 9753 9881 3238 457 4747 1991 8382 

3 1944  C 540  231 5890 - 1504 1037 6941 3542 4873 2880 2137 

4 2494  D 480  1382 2279 7826 - 844 8712 8228 1385 866 2379 

5 2822  E 511  387 7732 1789 7614 - 228 9541 3295 7455 7611 

6 789  F 893  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 189  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 347  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 60  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 644  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

)())(( EDCBA ><><><><  

 
Response time:  

10,839 sec. 

 
Simulator finished after: 

0,422 sec. 
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Step 7 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 1607  A 8  - 5974 3636 1133 3199 350 1460 6252 2851 3604 

2 1272  B 126  9414 - 4878 9753 9881 3238 457 4747 1991 8382 

3 1944  C 540  231 5890 - 1504 1037 6941 3542 4873 2880 2137 

4 2494  D 480  1382 2279 7826 - 844 8712 8228 1385 866 2379 

5 2822  E 511  387 7732 1789 7614 - 228 9541 3295 7455 7611 

6 789  F 893  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 189  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 347  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 60  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 644  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

)())(( EDCBA ><><><><  

 
Response time:  

10,758 sec. 

 
Simulator finished after: 

0,796 sec. 
 

Figure 8.6: Experiment III – Subdividing Size of the Larger Relation (a) – (g) 

 
Figure 8.7: The response time decreases preserving a lower limit, whenever the size of the larger 

relation is subdivided 
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Experiment IV.  Doubling Size of the Smaller Relation 

In this case, we double the size of the smaller relation. The response time of the optimal 

expression is almost doubled, exactly as the case where the size of the larger is doubled. 

 

Step 1 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 2564  A 74  - 9952 7840 2428 5555 6992 2145 1613 3870 5136 

2 973  B 243  2953 - 7802 7464 5273 7366 5971 9551 3989 6655 

3 1914  C 443  8242 1557 - 673 7178 9144 7516 4913 2700 3130 

4 2519  D 829  8700 4371 3944 - 9899 8382 4103 7033 7025 1940 

5 2127   E 559  2631 8563 9329 1442 - 2890 5685 3384 7880 388 

6 1924  F 444  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 112  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 902  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 639  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 509  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((  

 
Response time:  

10,464 sec. 

 
Simulator finished after: 

0,719 sec. 

 

Step 2 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 2564  A 149  - 9952 7840 2428 5555 6992 2145 1613 3870 5136 

2 973  B 243  2953 - 7802 7464 5273 7366 5971 9551 3989 6655 

3 1914  C 443  8242 1557 - 673 7178 9144 7516 4913 2700 3130 

4 2519  D 829  8700 4371 3944 - 9899 8382 4103 7033 7025 1940 

5 2127   E 559  2631 8563 9329 1442 - 2890 5685 3384 7880 388 

6 1924  F 444  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 112  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 902  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 639  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 509  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((  

 
Response time:  

11,447 sec. 

 
Simulator finished after: 

0,797 sec. 
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Step 3 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 2564  A 299  - 9952 7840 2428 5555 6992 2145 1613 3870 5136 

2 973  B 243  2953 - 7802 7464 5273 7366 5971 9551 3989 6655 

3 1914  C 443  8242 1557 - 673 7178 9144 7516 4913 2700 3130 

4 2519  D 829  8700 4371 3944 - 9899 8382 4103 7033 7025 1940 

5 2127   E 559  2631 8563 9329 1442 - 2890 5685 3384 7880 388 

6 1924  F 444  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 112  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 902  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 639  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 509  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((  

 
Response time:  

13,414 sec. 

 
Simulator finished after: 

0,625 sec. 

 

 

Step 4 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 2564  A 599  - 9952 7840 2428 5555 6992 2145 1613 3870 5136 

2 973  B 243  2953 - 7802 7464 5273 7366 5971 9551 3989 6655 

3 1914  C 443  8242 1557 - 673 7178 9144 7516 4913 2700 3130 

4 2519  D 829  8700 4371 3944 - 9899 8382 4103 7033 7025 1940 

5 2127   E 559  2631 8563 9329 1442 - 2890 5685 3384 7880 388 

6 1924  F 444  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 112  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 902  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 639  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 509  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

)())(( EDCBA ><><><><  

 
Response time:  

16,507 sec. 

 
Simulator finished after: 

0,813 sec. 
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Step 5 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 2564  A 1199  - 9952 7840 2428 5555 6992 2145 1613 3870 5136 

2 973  B 243  2953 - 7802 7464 5273 7366 5971 9551 3989 6655 

3 1914  C 443  8242 1557 - 673 7178 9144 7516 4913 2700 3130 

4 2519  D 829  8700 4371 3944 - 9899 8382 4103 7033 7025 1940 

5 2127   E 559  2631 8563 9329 1442 - 2890 5685 3384 7880 388 

6 1924  F 444  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 112  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 902  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 639  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 509  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

))()(( EDCBA ><><><><  

 
Response time:  

19,164 sec. 

 
Simulator finished after: 

0,797 sec. 

 

 

Step 6 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 2564  A 2398  - 9952 7840 2428 5555 6992 2145 1613 3870 5136 

2 973  B 243  2953 - 7802 7464 5273 7366 5971 9551 3989 6655 

3 1914  C 443  8242 1557 - 673 7178 9144 7516 4913 2700 3130 

4 2519  D 829  8700 4371 3944 - 9899 8382 4103 7033 7025 1940 

5 2127   E 559  2631 8563 9329 1442 - 2890 5685 3384 7880 388 

6 1924  F 444  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 112  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 902  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 639  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 509  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

))()(( EDCBA ><><><><  

 
Response time:  

22,906 sec. 

 
Simulator finished after: 

0,594 sec. 
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Step 7 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 2564  A 4796  - 9952 7840 2428 5555 6992 2145 1613 3870 5136 

2 973  B 243  2953 - 7802 7464 5273 7366 5971 9551 3989 6655 

3 1914  C 443  8242 1557 - 673 7178 9144 7516 4913 2700 3130 

4 2519  D 829  8700 4371 3944 - 9899 8382 4103 7033 7025 1940 

5 2127   E 559  2631 8563 9329 1442 - 2890 5685 3384 7880 388 

6 1924  F 444  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 112  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 902  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 639  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 509  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

))()(( EDCBA ><><><><  

 
Response time:  

30,389 sec. 

 
Simulator finished after: 

0,625 sec. 

 

 

 

 

Step 8 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 2564  A 9592  - 9952 7840 2428 5555 6992 2145 1613 3870 5136 

2 973  B 243  2953 - 7802 7464 5273 7366 5971 9551 3989 6655 

3 1914  C 443  8242 1557 - 673 7178 9144 7516 4913 2700 3130 

4 2519  D 829  8700 4371 3944 - 9899 8382 4103 7033 7025 1940 

5 2127   E 559  2631 8563 9329 1442 - 2890 5685 3384 7880 388 

6 1924  F 444  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 112  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 902  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 639  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 509  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

))()(( EDCBA ><><><><  

 
Response time:  

45,394 sec. 

 
Simulator finished after: 

0,578 sec. 
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Step 9 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 2564  A 19185  - 9952 7840 2428 5555 6992 2145 1613 3870 5136 

2 973  B 243  2953 - 7802 7464 5273 7366 5971 9551 3989 6655 

3 1914  C 443  8242 1557 - 673 7178 9144 7516 4913 2700 3130 

4 2519  D 829  8700 4371 3944 - 9899 8382 4103 7033 7025 1940 

5 2127   E 559  2631 8563 9329 1442 - 2890 5685 3384 7880 388 

6 1924  F 444  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 112  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 902  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 639  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 509  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

))()(( EDCBA ><><><><  

 
Response time:  

75,286 sec. 

 
Simulator finished after: 

0,625 sec. 
 

Figure 8.8: Experiment IV – Doubling Size of the Smaller Relation (a) – (i) 

 
 

Figure 8.9: Whenever the size of the smaller relation is doubled, the response time increases 

logarithmically until the relation becomes the larger one. Afterwards, the response time increases 

almost linearly. 
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Experiment V. Subdividing Size of the Smaller Relation 

Now, the size of the smaller relation is subdivided.  

 

Step 1 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 2564  A 224  - 9952 7840 2428 5555 6992 2145 1613 3870 5136 

2 973  B 243  2953 - 7802 7464 5273 7366 5971 9551 3989 6655 

3 1914  C 443  8242 1557 - 673 7178 9144 7516 4913 2700 3130 

4 2519  D 829  8700 4371 3944 - 9899 8382 4103 7033 7025 1940 

5 2127   E 559  2631 8563 9329 1442 - 2890 5685 3384 7880 388 

6 1924  F 444  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 112  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 902  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 639  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 509  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((  

 
Response time:  

12,428 sec. 

 
Simulator finished after: 

1,125 sec. 

 
 

Step 2 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 2564  A 112  - 9952 7840 2428 5555 6992 2145 1613 3870 5136 

2 973  B 243  2953 - 7802 7464 5273 7366 5971 9551 3989 6655 

3 1914  C 443  8242 1557 - 673 7178 9144 7516 4913 2700 3130 

4 2519  D 829  8700 4371 3944 - 9899 8382 4103 7033 7025 1940 

5 2127   E 559  2631 8563 9329 1442 - 2890 5685 3384 7880 388 

6 1924  F 444  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 112  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 902  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 639  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 509  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((  

 
Response time:  

10,954 sec. 

 
Simulator finished after: 

0,922 sec. 
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Step 3 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 2564  A 56  - 9952 7840 2428 5555 6992 2145 1613 3870 5136 

2 973  B 243  2953 - 7802 7464 5273 7366 5971 9551 3989 6655 

3 1914  C 443  8242 1557 - 673 7178 9144 7516 4913 2700 3130 

4 2519  D 829  8700 4371 3944 - 9899 8382 4103 7033 7025 1940 

5 2127   E 559  2631 8563 9329 1442 - 2890 5685 3384 7880 388 

6 1924  F 444  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 112  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 902  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 639  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 509  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((  

 
Response time:  

10,218 sec. 

 
Simulator finished after: 

0,797 sec. 

 
 

Step 4 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 2564  A 28  - 9952 7840 2428 5555 6992 2145 1613 3870 5136 

2 973  B 243  2953 - 7802 7464 5273 7366 5971 9551 3989 6655 

3 1914  C 443  8242 1557 - 673 7178 9144 7516 4913 2700 3130 

4 2519  D 829  8700 4371 3944 - 9899 8382 4103 7033 7025 1940 

5 2127   E 559  2631 8563 9329 1442 - 2890 5685 3384 7880 388 

6 1924  F 444  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 112  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 902  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 639  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 509  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((  

 
Response time:  

9,849 sec. 

 
Simulator finished after: 

0,797 sec. 
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Step 5 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 2564  A 14  - 9952 7840 2428 5555 6992 2145 1613 3870 5136 

2 973  B 243  2953 - 7802 7464 5273 7366 5971 9551 3989 6655 

3 1914  C 443  8242 1557 - 673 7178 9144 7516 4913 2700 3130 

4 2519  D 829  8700 4371 3944 - 9899 8382 4103 7033 7025 1940 

5 2127   E 559  2631 8563 9329 1442 - 2890 5685 3384 7880 388 

6 1924  F 444  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 112  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 902  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 639  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 509  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((  

 
Response time:  

9,665 sec. 

 
Simulator finished after: 

0,672 sec. 

 

 

Step 6 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 2564  A 7  - 9952 7840 2428 5555 6992 2145 1613 3870 5136 

2 973  B 243  2953 - 7802 7464 5273 7366 5971 9551 3989 6655 

3 1914  C 443  8242 1557 - 673 7178 9144 7516 4913 2700 3130 

4 2519  D 829  8700 4371 3944 - 9899 8382 4103 7033 7025 1940 

5 2127   E 559  2631 8563 9329 1442 - 2890 5685 3384 7880 388 

6 1924  F 444  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1114  G 112  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2868  H 902  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 1956  I 639  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 1598  J 509  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

EDCBA ><><><>< )))(((  

 
Response time:  

9,572 sec. 

 
Simulator finished after: 

0,594 sec. 

 
Figure 8.10: Experiment V – Subdividing Size of the Smaller Relation (a) – (f) 
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Figure 8.11: The response time decreases preserving a lower limit, whenever the size of the smaller 

relation is subdivided 

 

For the following experiments, we consider that the fields that change are the throughputs 

of links between the resources of the Grid. We are going to see how throughputs can 

affect the response time for the execution of the optimal expression, according to our 

simulator. 

 

Experiment VI. Doubling All Throughputs of All Resources 

Consider that the last ten fields of all resources are doubled. In other words, the 

assumption for this experiment is that the throughputs of each link between every 

resource increases, and especially get double.  
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Step 1 

 
Res CPU Data Size → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 649 A 82 - 10484 13456 17252 18982 17820 1664 7226 12254 12016 

2 2443 B 944 3576 - 7442 17258 7994 18220 10948 6136 778 16030 

3 946 C 164 14478 18236 - 7986 14986 15318 13784 10148 10388 15974 

4 686 D 653 15046 11352 3470 - 8238 10406 5552 414 12752 584 

5 1288 E 207 16644 650 776 5116 - 11454 3102 250 2044 3700 

6 2138 F 126 9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 1065 G 61 6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2670 H 221 4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 2608 I 551 9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 2472 J 992 8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

))()(( EDCBA ><><><><  

 
Response time: 

17,345 sec. 

 
Simulator finished after: 

0,860 sec. 

 
 

Step 2 

Now suppose that each throughput is 2 times the corresponding throughput. 

Optimal Expression:  
))(()( EDCBA ><><><><  

Response time:  
15,937 sec. 

Simulator finished after: 
1,250 sec. 

 

 

Step 3 

 

Each throughput is 4 times the corresponding throughput. 

Optimal Expression: 
))(()( EDCBA ><><><><  

Response time:  
14,846 sec. 

Simulator finished after: 
1,016 sec. 

 
 
 

Step 4 
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Each throughput is 8 times the corresponding throughput. 

Optimal Expression: 
))(()( EDCBA ><><><><  

Response time:  
14,301 sec. 

Simulator finished after: 
0,954 sec. 

 
 

Step 5 

 

Each throughput is 16 times the corresponding throughput. 

Optimal Expression:  
))(()( EDCBA ><><><><  

Response time:  
14,029 sec. 

Simulator finished after: 
0,688 sec. 

 
 

Step 6 

 

Each throughput is 32 times the corresponding throughput. 

Optimal Expression: 
))(()( EDCBA ><><><><  

Response time:  
13,892 sec. 

Simulator finished after: 
0,625 sec. 

 

Figure 8.12:  Experiment VI – Doubling Throughputs of All Relation (a) – (f) 
 
 

 
Figure 8.13: The response time decreases preserving a lower limit, whenever the throughputs of all 

relations are doubled 



Computer Science Department                                                                                     Antonis Misargopoulos 
 

 132

 

 

Experiment VII. Subdividing All Throughputs of All Resources 

Finally, for this experiment we consider that the throughputs of all relation are subdivided 

in half.  

 

Step 1 

 
Res CPU  Data Size  → 1 → 2 → 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 

1 2640 A 590  - 2193 7680 6277 6714 3957 6497 1420 3821 2717 

2 1118 B 652  8357 - 3090 6523 2154 8945 2958 5110 3359 7200 

3 840 C 513  4211 8684 - 7382 9156 9758 9970 6656 9082 9105 

4 2070 D 677  2679 261 1683 - 8889 354 5988 622 8346 4954 

5 2027 E 749  1028 6663 9596 3421 - 7332 7630 2667 9578 6728 

6 670 F 643  9451 4696 657 4518 1005 - 4145 4200 1055 3559 

7 2889 G 326  6346 8534 4342 8206 2907 5304 - 5528 2406 2108 

8 2314 H 219  4616 7660 8852 3643 5432 3130 4388 - 7544 4085 

9 622 I 812  9102 731 4364 4523 8857 4169 6825 5079 - 669 

10 2727 J 865  8562 4892 6649 7376 2042 9440 4588 1417 7811 - 

 
Optimal Expression: 

)())(( EDCBA ><><><><  

 
Response time:  

22,277 sec. 

 
Simulator finished after: 

0,844 sec. 

 

Step 2 

 

Each throughput is ½ times the corresponding throughput. 

Optimal Expression: 
EDCBA ><><><>< ))()((  

Response time:  
26,315 sec. 

Simulator finished after:  
0,875 sec. 

 
 

 

Step 3 

 

Each throughput is ¼ times the corresponding throughput in experiment 1. 
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Optimal Expression: 
 EDCBA ><><><>< ))()((  

Response time:  
34,349 sec. 

Simulator finished after:  
0,813 sec. 

 
 

Step 4 

 

Each throughput is 1/8 times the corresponding throughput in experiment 1. 

Optimal Expression: 
EDCBA ><><><>< ))()((  

Response time:  
50,414 sec. 

Simulator finished after:  
0,719 sec. 

 
 

Step 5 

 

Each throughput is 1/16 times the corresponding throughput in experiment 1. 

Optimal Expression: 
EDCBA ><><><>< )))((  

Response time:  
80,218 sec. 

Simulator finished after:  
0,593 sec. 

 
 

Step 6 

 

Each throughput is 1/32 times the corresponding throughput in experiment 1. 

Optimal Expression: 
EDCBA ><><><>< )))((  

Response time:  
138,114 sec. 

Simulator finished after:  
0,562 sec. 

 

Figure 8.14: Experiment VII– Subdividing Throughputs of All Relation (a) – (f) 
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Figure 8.15: The response time increases almost linearly, whenever the size of the smaller relation is 

doubled 

 

8.2 Experimental Corollaries 

In the previous section, we presented some experiments on the simulator we developed. 

The measurements and the results are quite predictable. That is, when the size of one or 

more relations that are involved in the given query expression increase, then the response 

time of the expression that is designated as optimal increases too. Indeed, it seems that 

response time increases linearly. In addition the same corollary can be designated, when 

the throughputs between the resources of the Grid decreases.  

 
Figure 8.16: The response time of the chosen query expression when the conditions of the experiment 

are getting worse (left) and better (right) 
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 On the other hand, when the size of one or more relations that are involved in the 

query decreases or the throughputs between the resources increase, then the response time 

decreases. In particular, response time seems to decrease exponentially preserving a 

lower limit that is the minimal cost in time for the execution of the chosen query 

expression under ideal conditions. In other words, abstractly when the conditions of the 

experiment are getting worse, the response time of the chosen query expression has the 

form shown in the left side of figure 8.16. Whereas, when the conditions are getting 

better, the response time has the form shown in the right side of figure 8.16. 
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Chapter 9.  Further Work – Conclusions 
 

As we described earlier, our scheduling approach to multi-join query expressions on 

distributed databases over Grid architectures is a prediction model of the best-

performance query plan with respect to the computation and the communication cost of 

every possible execution plan of the given query. However, we do not take into 

consideration issues of parallelization and distribution of the computations for the 

execution of the join. Actually, we preferred to make an a-priori evaluation of the various 

query execution plan and select the plan with the minimal cost in time for the data needed 

to be transferred between the resources of the Grid and the cost in time for the execution 

of the bi-relational joins that constitute the initial query. In order to calculate the 

computation cost, we assume that joins are executed using the simple hash-join algorithm 

without studying any issue of parallelization and distribution.  

 It would be challenging to enrich our work, considering a distributed algorithm 

for the joins execution. According to that approach, both the computation and the 

communication cost heuristic function will be modified. In the next section, we present a 

technique for distributed execution of three-relation joins and finally prove that the 

communication cost decreases dramatically in comparison with the serial simple hash 

join algorithm. It is obvious that the computation cost decreases as well, as many parts of 

the whole computation are executed in parallel. 

 

9.1 Scheduling for Horizontal Fragmentation Cases     

In this section, we are going to present and discuss our scheduling model approach in 

case of non-exact, horizontal fragmentation, using an example. Consider three relations 

A, B and C that are stored at four remote resources R1, R2, R3 and R4 over a Grid, as 

shown in figure 9.1. Relation B partitioned horizontal into two disjoint fragments B1 and 

B2 stored at resources R2 and R3, respectively. Resources R1 and R4 contain the remaining 

two relations as wholes. 
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Figure 9.1: Relations A, B and C that are stored at four remote resources R1, R2, R3 and R4 over a 

Grid, as B is horizontally partitioned into B1 and  B2 

 

 

In the following sections, we discuss some execution scenarios of a possible 

CBA ><>< join operation, given the complete horizontal fragmentation of figure 9.1. 

 

9.1.1 Naïve Execution Approach 

Suppose that we want to execute joins 1BA><  and CB ><2 in parallel. Notice that we 

do not try to exploit the property that relations 1B  and 2B  are complete horizontal 

fragments of relation R. That is, we treat 1B  and 2B  as two totally independent relations. 

In that case, we first execute 1BA><  and CB ><2 join operations in parallel and 

afterwards the join of the intermediate results, i.e., )()( 21 CBBA ><><>< .  
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Figure 9.2: 1BA><  and CB ><2 join executions in parallel 

 

Comparing now )()( 21 CBBA ><><>< and CBA ><>< operations, we see that the 

result relations do no match. This inconsistency may not appear if we execute the joins 

serially, i.e., CBBA ><><>< ))(( 21  or ))(( 21 CBBA ><><>< , but for now on we 

are going to demand the union of the horizontal fragments, i.e. BBB =∪ 21 , in order to 

prevent this problem. Let us prove this statement using the example fragmentation of 

figure 9.1. The result of join expressions 1BA><  and CB ><2 are shown in figure 9.2, 

while the final output join result )()( 21 CBBA ><><><  is shown in figure 9.3. In 

figure 9.3 the join result relation is null, because whenever we join a relation R with a 

null relation, then the result always is null.  
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Figure 9.3: )()( 21 CBBA ><><>< expression execution 

 

On the other hand, we construct the whole B relation from the complete fragments 21, BB , 

i.e. 21 BBB ∪= . The result of CBA ><>< is shown in figure 9.4. 

 

 
Figure 9.4: Relation B is constructed by fragments 21, BB  and we execute CBA ><>< )(  join 

expression 
 

As we can see in the figure 9.4, the result of the join CBA ><>< is not null, in contrast 

to figure 9.3. Thus, according to this counter-example, we can state that complete 
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fragments do not have the same effects with the whole initial relation, with respect to the 

final parallel join result. In addition, we make the assumption that whenever a relation R 

is partitioned horizontally into complete fragments, we first reconstruct it and then 

execute join operations. In the following section, we estimate the costs for the execution 

of CBA ><>< expression, where B is constructed by the union 21 BBB ∪= .  

 

 
Figure 9.5: The join attributes of relations A, B, C 

 

9.1.2 Join Execution for Lower Communication Cost 

In this section we will present a join execution approach with significantly lower 

communication cost than the naïve execution of previous section. Actually, we are going 

to prove that the data that need to be transferred from one resource to another are 

dramatically fewer. Consider then the relations A, B and C of figure 9.5. According to the 

naïve join execution of the CBA ><>< )( operation, we transfer the whole relation A to 

the physical resource of B and execute the join, and afterwards we transfer the resulting 

intermediate join relation BA><  to the physical resource of C and perform the final join 

execution. Thus, supposing that each relation has approximately 10.000 records and each 

record is 100 bytes long, we can estimate the data that are needed to be transferred as 

follows: 
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BA resourceresource → : 000,000,1100000,10 =× bytes 

 

Execute BA><  operation and transfer the result join relation to the resource where C is 

physically stored: 

 

CBA resourceresource →>< : BAsize ><  bytes   

 

The size of the total data to be transferred is: 000,000,1+BAsize >< bytes.  

 

In general though, we have to consider that the two relations participating to a join can be 

transferred to another third resource then the data needed to be transferred can be 

estimated as follows: 

 

iRA resourceresource → : 000,000,1100000,10 =× bytes, and also 

iRB resourceresource → : 000,000,1100000,10 =× bytes. 

 

Execute BA><  operation and transfer the result join relation and C to another resource 

Rj: 

  

jRBA resourceresource →>< : BAsize ><  bytes, while 

jRC resourceresource → : 000,000,1100000,10 =×  bytes 

 

In that case the size of the total data to be transferred is:  

 

000,000,3+= BAsizeTotalData >< bytes 

 

While in general, we say that 

 

CBABA sizesizesizesizeTotalData +++= ><     (A) 
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Our approach of the join execution is based on the refinement of the data that are 

going to be transferred between the resources. This can be achieved by selecting and 

transfer only the data of the join attributes of the relations. Assuming CBA ><>< join 

of figure 9.1, after the reconstruction of relation B from the complete fragments B1 and B2 

the algorithm of performing that selection consists of seven steps, as presented below. 

 

Step 1 

We select the columns that contain the join attributes from the outer relations, i.e., 

relations A and B. Relation B contains both the join attribute for BA><  and 

CB >< join operations: 

 

select distinct k as A1 
from A 
 
and 
 
select distinct l as C1 
from C 
 

These selections are performed in parallel. Afterwards, we transfer A1 and C1 to 

the resource where the inner relation B is physically stored. The sizes of A1 and 

C1 are much smaller than the sizes of the whole relations A and C. Thus we say 

that: 

 







<<

<<

CC

AA

sizesize

sizesize

1

1   

 

Now we make some assumptions: 

 

,

1

1










≈

≈

C

C
C

A

A
A

schema
size

size

schema
sizesize

 where schemaR denotes the number of attributes of relation R 
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and the size of the data that need to be transferred is: 

 

C

C

A

AR
step schema

size
schema

sizeData +≈
1

    (B) 

 

In our example of figure 9.5, we can estimate that: 

 

⇒










≈

≈

bytessize

bytessize

C

A

8
000,000,1

7
000,000,1

1

1







≈

≈

bytessize

bytessize

C

A

000,125

000,143

1

1  

 

The total size of the data that need to be transferred in this step is: 

 

bytesbytesData R
step 000,000,2000,268

1
<<≈ , that it is following the naïve way 

above. 

 

Step 2 

In this step, we select from the inner relation B the tuples for which the join 

attribute values match with the join attribute values of the outer relations A and C. 

 

select * as B1  
from B 
where k in A1 and l in C1  
 

Then we send to the outer relations the intermediate result relation B1. The size of 

B1 cannot be estimated exactly, but we can say for sure that: 

 

CBAB
R
step sizesizeData ><><<<=

12
     (C) 

 

Step 3 
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In step 3, we execute the joins between B1 and the outer relations A and C at their 

corresponding physically resources, i.e., 

 

 select * as RefinedA  
from A, B1 
where A.l=B1.l  
 
and 
 
select * as RefinedC  
from B1, C 
where B1.k=C.k  
 

These selections are also performed in parallel. The sizes of RefinedA and 

RefinedC intermediate join result relations can be estimated as: 

 







<<<

<<<

CCBAfinedC

ACBAfinedA

sizesizesize

sizesizesize

><><

><><

Re

Re  

 

Finally we send either RefinedA relation to the physical resource of C or RefinedC 

relation to the physical resource of A, in order to execute the final join 

operation RefinedBRefinedA >< .  

Thus,  

CBAfinedCfinedA
R
step sizesizesizeData ><><<= ),min( ReRe3

   (D) 

 

It is obvious now that the total size of data that need to be transferred following 

Refined Selected Data Transfer approach according to (B), (C) and (D) is: 

 
R
step

R
step

R
step

R DataDataDataTotalData
321

++=     (E) 

 

We can then conclude the following corollary: 
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Corollary 9.1: 

According to (A) and (E), we state that the TotalData in (A) is larger than RTotalData  in 

(E). That is 
RTotalDataTotalData > , BABA sizesizesize ><>},{  

 

Proof: 

⇒+++= CBABA sizesizesizesizeTotalData ><  

 

⇒
>

+++>
CBABA sizesize

CBA
B

B

A

A sizesize
schema

size
schema

sizeTotalData
><><><

><  

 

⇒
>

+++>
CBAC sizesize

CCBA
B

B

A

A sizesize
schema

size
schema

size
TotalData

><><

><><  

 

⇒+++>
)(),(),( DCB

CBACBA
B

B

A

A sizesize
schema

size
schema

size
TotalData ><><><><  

 

⇒++>
)(

321

E
R
step

R
step

R
step DataDataDataTotalData  

 
RTotalDataTotalData >  

 
So we proved that the total data needed to be transferred is fewer following our 

strategy rather that the naïve join execution way. The reason is that we select the 

necessary columns and tuples that can participate to a join between two relations and 

transfer just these, omitting the wasteful transmissions. In this section, we don not 

consider computation cost; that is, the cost in time for the execution of the several joins at 

the resources. Intuitively, we can estimate that the total cost (both communication and 

computation) will be much fewer following our strategy, although it is also a future work. 
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Appendix A 

 

Globus Project 
As we saw earlier, emerging high-performance applications require the ability to exploit 

diverse, geographically distributed resources. These applications use high-speed networks 

to integrate supercomputers, large databases, archival storage devices, advanced 

visualization devices, and/or scientific instruments to form networked virtual 

supercomputers or metacomputers. While the physical infrastructure to build such systems 

is becoming widespread, the heterogeneous and dynamic nature of the metacomputing 

environment poses new challenges for developers of system software, parallel tools, and 

applications. In this section, we are going to introduce Globus [3, 9, 76, 132], a system that 

addresses these challenges. The Globus system is intended to achieve a vertically integrated 

treatment of application, middleware, and network. A low-level toolkit provides basic 

mechanisms such as communication, authentication, network information, and data access. 

These mechanisms are used to construct various higher-level metacomputing services, such 

as parallel programming tools and schedulers.  

 

Globus Overview 

The Globus project is a multi-institutional research effort that seeks to enable the 

construction of computational Grids providing pervasive, dependable, and consistent access 

to high-performance computational resources, despite geographical distribution of both 

resources and users. Computational Grid technology is being viewed as a critical element 

of future high-performance computing environments that will enable entirely new classes 

of computation-oriented applications, much as the World Wide Web fostered the 

development of new classes of information-oriented applications. These environments have 

the potential to change fundamentally the way we think about computing, as our ability to 

compute will no longer be limited to the resources we currently have on hand. For example, 

the ability to integrate TFLOP/s computing resources on demand will allow us to integrate 

sophisticated analysis, image processing, and real-time control into scientific instruments 

such as microscopes, telescopes, and MRI machines. Or, we can call upon the resources of 
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a nationwide strategic computing reserve to perform time-critical computational tasks in 

times of crisis, for example to perform diverse simulations as we plan responses to an oil 

spill. 

   

 

Service Name  Description 

Resource management GRAM Resource allocation and process management 

Communication Nexus Unicast and multicast communication services 

Security GSI Authentication and related security services 

Information MDS Distributed access to structure and state information 

Health and status HBM Monitoring of health and status of system components 

Remote data access  GASS  Remote access to data via sequential and parallel 

interfaces 

Executable management GEM Construction, caching, and location of executables 

Figure A.1: The core Globus services 

 

 A central element of the Globus system is the Globus Metacomputing Toolkit, 

which defines the basic services and capabilities required to construct a computational 

Grid. The design of this toolkit was guided by the following basic principles. The toolkit 

comprises a set of components that implement basic services for security, resource 

location, resource management, communication, etc. The services currently defined by 

Globus are listed in figure A.1. Computational Grids must support a wide variety of 

applications and programming models. Hence, rather than providing a uniform 

programming model, such as the object-oriented model defined by the Legion system 

[130], the Globus toolkit provides a “bag of services” from which developers of specific 

tools or applications can select to meet their needs. In addition, services are distinct and 

have well-defined interfaces and so they can be incorporated into applications or tools in an 

incremental fashion.  

 The toolkit distinguishes between local services, which are kept simple to facilitate 

deployment, and global services, which are constructed on top of local services and may be 

more complex. Computational Grids require that a wide range of services be supported on a 

highly heterogeneous mix of systems and that it is possible to define new services without 

changing the underlying infrastructure. An established architectural principle in such 
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situations, as exemplified by the Internet Protocol suite [131], is to adopt a layered 

architecture with an “hourglass” shape [132] as shown in figure A.2. A simple, well-

defined interface – the neck of the hourglass – provides uniform access to diverse 

implementations of local services; higher-level global services are then defined in terms of 

this interface. To participate in a Grid, a local site need provide only the services defined at 

the neck, and new global services can be added without local changes.  

 

 
Figure A.2: The hourglass principles, as applied in the Internet Protocol suite, Globus  resource 

management services, and Globus communication services 

 

 Interfaces are defined so as to manage heterogeneity, rather than hiding it. These so-

called translucent interfaces provide structured mechanisms by which tools and 

applications can discover and control aspects of the underlying system. Such translucency 

can have significant performance advantages because, if an implementation of a higher-

level service can understand characteristics of the lower-level services on which the 

interface is layered, then the higher-level service can either control specific behaviors of 

the underlying service or adapt its own behavior to that of the underlying service. 

Translucent interfaces do not imply complex interfaces. Indeed, we will show that 

translucency can be provided via simple techniques, such as adding an attribute argument 

to the interface.  

 

 An information service is an integral component of the toolkit. Computational Grids 

are in a constant state of flux as utilization and availability of resources change, computers 
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and networks fail, old components are retired, new systems are added, and software and 

hardware on existing systems are updated and modified. It is rarely feasible for 

programmers to rely on standard or default configurations when building applications. 

Rather, applications must discover characteristics of their execution environment 

dynamically and then either configure aspects of system and application behavior for 

efficient, robust execution or adapt behavior during program execution. A fundamental 

requirement for discovery, configuration, and adaptation is an information-rich 

environment that provides pervasive and uniform access to information about the current 

state of the Grid and its underlying components. In the Globus toolkit, a component called 

the Metacomputing Directory Service [133], discussed later, fulfills this role. The toolkit 

uses standards whenever possible for both interfaces and implementations. The Internet 

community and other groups are moving rapidly to develop official and de facto standards 

for interfaces, protocols, and services in many areas relevant to computational Grids. There 

is considerable value in adopting these standards whenever they do not interfere with other 

goals. Consequently, the Globus components we will describe are not, in general, meant to 

replace existing interfaces, but rather seek to augment them. In the following sections we 

are going to describe Globus services as indicated in figure A.1, presenting their 

functionality, structure, and components they consist of. 

 

Resource Management 

Globus is a layered architecture in which high-level global services are built on top of an 

essential set of core local services. At the bottom of this layered architecture, the Globus 

Resource Allocation Manager – GRAM provides the local component for resource 

management [134]. Each GRAM is responsible for a set of resources operating under the 

same site-specific allocation policy, often implemented by a local resource management 

system, such as Load Sharing Facility (LSF) or Condor. For example, a single manager 

could provide access to the nodes of a parallel computer, a cluster of workstations, or a set 

of machines operating within a Condor pool [52]. Thus, a computational Grid built with 

Globus typically contains many GRAMs, each responsible for a particular “local” set of 

resources. 
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 GRAM provides a standard network-enabled interface to local resource management 

systems. Hence, computational Grid tools and applications can express resource allocation 

and process management requests in terms of a standard application programming 

interface (API), while individual sites are not constrained in their choice of resource 

management tools. GRAM can currently operate in conjunction with six different local 

resource management tools: Network Queuing Environment (NQE), EASY-LL, LSF, 

LoadLeveler, Condor, and a simple “fork” daemon. Within the GRAM API, resource 

requests are expressed in terms of an extensible Resource Specification Language (RSL); as 

we describe below, this language plays a critical role in the definition of global services.  

 GRAM services provide building blocks from which we can construct a range of 

global resource management strategies. Building on GRAM, we have defined the general 

resource management architecture [134] illustrated in figure A.3. RSL is used throughout 

this architecture as a common notation for expressing resource requirements. Resource 

requirements are expressed by an application in terms of a high-level RSL expression. A 

variety of resource brokers implement domain-specific resource discovery and selection 

policies by transforming abstract RSL expressions into progressively more specific 

requirements until a specific set of resources is identified. For example, an application 

might specify a computational requirement in terms of floating-point performance. A high-

level broker might narrow this requirement to a specific type of computer, while another 

broker might identify a different set of computers that can fulfill that request. At this point, 

we have a so-called ground RSL expression in which a specific set of GRAMs are 

identified.  

 The final step in the resource allocation process is to decompose the RSL into a set 

of separate resource allocation requests and to dispatch each request to the appropriate 

GRAM. In high-performance computations, it is often important to co-allocate resources at 

this point, ensuring that a given set of resources is available for use simultaneously. Within 

Globus, a resource co-allocator is responsible for providing this service: breaking the RSL 

into pieces, distributing it to the GRAMs, and coordinating the return values. Different co-

allocators can be constructed to implement different approaches to the problems of 

allocating and managing ensembles of resources. Currently there are two allocation 

services implemented. The first defines simple atomic co-allocation semantics. If any of the 
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requested resources are unavailable for some reason, the entire co-allocation request fails. 

In practice, this strategy has proven to be too inflexible in many situations. Based on this 

experience, there is a second co-allocator, which allows components of the submitted RSL 

expression to be modified until the application or broker issues a commit operation. 

 

 

 
 

Figure A.3: The Globus resource management architecture 

 

 Notice that a consequence of the Globus resource management architecture is that 

resource and computation management services are implemented in a hierarchical fashion. 

An individual GRAM supports the creation and management of a set of processes – or 

Globus job, on a set of local resources. A computation created by a global service may then 

consist of one or more jobs; each created by a request to a GRAM and managed via 

management functions implemented by that GRAM. 

 

Communication 

Communication services within the Globus toolkit are provided by the Nexus 

Communication Library [135]. As illustrated in figure A.4, Nexus defines a relatively low-

level communication API that is used to support a wide range of higher-level 

communication libraries and languages, based on programming models as diverse as 

message passing, as in the Message Passing Interface (MPI) [136]; remote procedure call, 
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as in CC++ [137]; striped transfer, as in the Parallel Application Workspace (PAWS); and 

distributed database updates for collaborative environments, as in CAVERNsoft. The Nexus 

communication services are also used extensively in the implementation of other Globus 

modules. The communication needs though of computational Grid applications are diverse, 

ranging from point-to-point message passing to unreliable multicast communication. Many 

applications, such as instrument control and tele-immersion, use several modes of 

communication simultaneously.  

 

 
Figure A.4: This view of the Globus resource management architecture shows how different types of 

broker can participate in a single resource request 

 

 In our view, the Internet Protocol does not meet these needs: its overheads are high, 

particularly on specialized platforms such as parallel computers; the TCP streaming model 

is not appropriate for many interactions; and its interface provides little control over low-

level behavior. Yet traditional high-performance computing communication interfaces such 

as MPI do not provide the rich range of communication abstractions that Grid applications 

will require. Hence, Globus uses Nexus [135, 138], an alternative communication interface 

designed to support the wide variety of underlying communication protocols and methods 
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encountered in Grid environments and to provide higher-level tools with a high degree of 

control over the mapping between high-level communication requests and underlying 

protocol operations. 

 Communication in Nexus is defined in terms of two basic abstractions [132]. A 

communication link is formed by binding a communication start-point to a communication 

end-point, while a communication operation is initiated by applying a remote service 

request (RSR) to a start-point. This one-sided, asynchronous remote procedure call transfers 

data from the start-point to the associated endpoint(s) and then integrates the data into the 

process(es) containing the endpoint(s) by invoking a function in the process(es). More than 

one start-point can be bound to an endpoint and vice versa, allowing for the construction of 

complex communication structures. This communication link can be mapped into many 

different communication methods, each with potentially different performance 

characteristics [138]. Communication methods include not only communication protocols, 

but also other aspects of communication such as security, reliability, quality of service, and 

compression. By associating attributes with a specific start-point or endpoint, an 

application can control the communication method used on a per-link basis. For example, 

an application in which some communications must be reliable while others require low 

latencies can establish two links between two processes, with one configured for reliable 

and potentially high-latency – communication and the other for low-latency unreliable 

communication. 

 High-level selection and configuration of low-level methods is useful only if the 

information required to make intelligent decisions is readily available. Within Globus, 

MDS maintains a wealth of dynamic information about underlying communication 

networks and protocols, including network connectivity, protocols supported, and network 

bandwidth and latency. Applications, tools, and higher-level libraries can use this 

information to identify available methods and select those best suited for a particular 

purpose. 

 It is important to say that high-level management of low-level communication 

methods has many uses. For example, an MPI implementation layered on top of Nexus 

primitives can not only select alternative low-level protocols (e.g., message passing, IP, or 

shared memory) based on network topology and the location of sender and receiver [136], 
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but can simultaneously apply selective use of encryption based on the source and 

destination of a message. The ability to attach network quality of service specifications to 

communication links is also useful. 

 As a matter of fact, Nexus illustrates how Globus services use translucent interfaces 

to allow applications to manage rather than hide heterogeneity. An application or higher-

level library can express all operations in terms of a single uniform API; the resulting 

programs are portable across, and will execute efficiently on, a wide variety of computing 

platforms and networks. To this extent Nexus, like other Globus services, hides 

heterogeneity. However, in situations where performance is critical, properties of low-level 

services can be discovered. The higher-level library or application can then either adapt its 

behavior appropriately or use a control API to manage just how high-level behavior is 

implemented; for instance, by specifying that it is acceptable to use an unreliable 

communication protocol for a particular set of communications. 

 

Information 

The dynamic nature of Grid environments means that toolkit components, programming 

tools, and applications must be able to adapt their behavior in response to changes in 

system structure and state. The Globus Metacomputing Directory Service – MDS [133] is 

designed to support this type of adaptation by providing an information-rich environment 

in which information about system components is always available. MDS stores and makes 

accessible information such as the architecture type, operating system version and amount 

of memory on a computer, network bandwidth and latency, available communication 

protocols, and the mapping between IP addresses and network technology. 

 MDS provides a suite of tools and APIs for discovering, publishing, and accessing 

information about the structure and state of a computational Grid. As in other Globus 

components, official or de facto standards are used in MDS whenever possible. In this case, 

the standards in question are the data representation and API defined by the Lightweight 

Directory Access Protocol – LDAP [139], which together provide a uniform, extensible 

representation for information about Grid components. LDAP defines a hierarchical, tree-

structured name space called a directory information tree and is designed as a distributed 

service: arbitrary subtrees can be associated with distinct servers. Hence, the local service 
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required to support MDS is exactly an LDAP server (or a gateway to another LDAP server, 

if multiple sites share a server), plus the utilities used to populate this server with up-to-

date information about the structure and state of the resources within that site. The global 

MDS service is simply the ensemble of all these servers. 

 An information-rich environment is more than just mechanisms for naming and 

disseminating information: it also requires agents that produce useful information and 

components that access and use that information. Within Globus, both these roles are 

distributed over every system component - and potentially over every application. Every 

Globus service is responsible for producing information that users of that service may find 

useful, and for using information to enhance its flexibility and performance. For example, 

each local resource manager incorporates a component called the GRAM reporter 

responsible for collecting and publishing information about the type of resources being 

managed, their availability, and so forth. Resource brokers use this and other information 

for resource discovery. 

 

Security 

Security in computational Grids is a multifaceted issue, encompassing authentication, 

authorization, privacy, and other concerns. While the basic cryptographic algorithms that 

form the basis of most security systems - such as public key cryptography – are relatively 

simple, it is a challenging task to use these algorithms to meet diverse security goals in 

complex, dynamic Grid environments, with large and dynamic sets of users and resources 

and fluid relationships between users and resources. 

 The Globus security infrastructure developed for the initial Globus toolkit focuses 

on just one problem; authentication that is the process by which one entity verifies the 

identity of another. Authentication is the foundation on which other security services, such 

as authorization and encryption, are built; these issues will be addressed in future work. 

Authentication solutions for computational Grids must solve two problems not commonly 

addressed by standard authentication technologies.  

 The first problem that must be addressed by a Grid authentication solution is 

support for local heterogeneity. Grid resources are operated by a diverse range of entities, 

each defining a different administrative domain. Each domain will have its own 
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requirements for authentication and authorization, and consequently, domains will have 

different local security solutions, mechanisms, and policies, such as one-time passwords, 

Kerberos [140]. The second problem facing security solutions for computational Grids is 

the need to support N-way security contexts. In traditional client-server applications, 

authentication involves just a single client and a single server. In contrast, a Grid 

computation may acquire, start processes on, and release many resources dynamically 

during its execution. These processes will communicate by using a variety of mechanisms, 

including unicast and multicast. These processes form a single, fully connected logical 

entity, although low-level communication connections (e.g., TCP/IP sockets) may be 

created and deleted dynamically during program execution. A security solution for a 

computational Grid must enable the establishment of a security relationship between any 

two processes in a computation.  

 

 
Figure A.5: The Globus security infrastructure, showing its support for single sign-on and local 

heterogeneity 

 

 

 A first important step in the design of security architecture is to define a security 

policy; that is, to provide a precise definition of what it means for the system in question to 
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be secure. This policy identifies what components are to be protected and what these 

components are to be protected against, and defines security operations in terms of abstract 

algorithms. The policy defined for Globus is shaped by the need to support N-way security 

contexts and local heterogeneity. The policy specifies that a user authenticate just once per 

computation at which time a credential is generated that allows processes created on behalf 

of the user to acquire resources, and so forth, without additional user intervention. Local 

heterogeneity is handled by mapping a user's Globus identity into local user identities at 

each resource. 

 An important aspect of the security policy defined by Globus is that encrypted 

channels are not used. Globus is intended to be used internationally, and several countries 

all over the world have restrictive laws with respect to encryption technology. The Globus 

policy relies only on digital signature mechanisms, which are more easily exportable from 

the United States. The Globus security policy is implemented by the Globus Security 

Infrastructure – GSI. GSI, like other Globus components, has a modular design in which 

diverse global services are constructed on top of a simple local service that addresses issues 

of local heterogeneity. As illustrated in figure A.5, the local security service implements a 

security gateway that maps authenticated Globus credentials into locally recognized 

credentials at a particular site: for example, Kerberos tickets, or local user names and 

passwords. A benefit of this approach is that we do not require “group” accounts and so can 

preserve the integrity of local accounting and auditing mechanisms. 

 

The Other Services 

The HeartBeat Monitor – HBM service provides simple mechanisms for monitoring the 

health and status of a distributed set of processes. The HBM architecture comprises a client 

interface and a data-collector API. The client interface allows a process to register with the 

HBM service, which then expects to receive regular heartbeats from the process. If a 

heartbeat is not received, the HBM service attempts to determine whether the process itself 

is faulty or whether the underlying network or computer has failed. The data-collector API 

allows another process to obtain information regarding the status of registered process; this 

information can then be used to implement a variety of fault detection and, potentially, 

fault recovery mechanisms. HBM mechanisms are used to monitor the status of core 
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Globus services, such as GRAM and MDS. They can also be used to monitor distributed 

applications and to implement application-specific fault recovery strategies. 

 

 
Figure A.6: The Global Access to Secondary Storage (GASS) subsystem allows processes on local 

computers to read and write remote files 

 

 Access to remote files is provided by the Global Access to Secondary Storage – 

GASS subsystem. This system allows programs that use the C standard I/O library to open 

and subsequently read and write files located on remote computers, without requiring 

changes to the code used to perform the reading and writing. As illustrated in figure A.6, 

files opened for reading are copied to a local file cache when they are opened, hence 

permitting subsequent read operations to proceed without communication and also 

avoiding repeated fetches of the same file. Reference counting is used to determine when 

files can be deleted from the cache. Similarly, files opened for writing are created locally 

and copied to their destination only when they are closed. GASS also allows files to be 

opened for remote appending, in which case data is communicated to the remote file as 

soon as it is written; this mode is useful for log files, for example. In addition, GASS 

supports remote operations on caches and hence, for example, program-directed pre-

staging and migration of data. HTTP, FTP, and specialized GASS servers are supported. 

 Finally, the Globus Executable Management – GEM service, still being designed as 

of January 1998, is intended to support the identification, location, and creation of 
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executables in heterogeneous environments. GEM provides mechanisms for matching the 

characteristics of a computer in a computational Grid with the runtime requirements of an 

executable or library. These mechanisms can be used in conjunction with other Globus 

services to implement a variety of distributed code management strategies, based for 

example on online executable archives and compile servers. 

 

An Open Grid Services Architecture – OGSA 

The Open Grid Services Architecture Framework – OGSA is the Globus IBM vision for the 

convergence of Web services and Grid computing, presented at the Global Grid Forum 

GGF meeting held in Toronto in February 2002. The OGSA [10] supports the creation, 

maintenance, and application of ensembles of services maintained by virtual organizations. 

Here a service is defined as a network-enabled entity that provides some capability, such as 

computational resources, storage resources, networks, programs and databases. It tailors the 

Web services approach to meet some Grid-specific requirements. In particular, the standard 

interfaces defined in OGSA are: 

 Discovery: Clients require mechanisms for discovering available services and for 

determining the characteristics of those services so that they can configure themselves and 

their requests to those services appropriately.  

 Dynamic service creation: A standard interface and semantics that any service creation 

service must provide.  

 Lifetime management: In a system that incorporates transient and stateful service 

instances, mechanisms must be provided for reclaiming services and state associated with 

failed operations. 

 Notification: A collection of dynamic, distributed services must be able to notify each 

other asynchronously of interesting changes to their state. 

 Manageability: The operations relevant to the management and monitoring of large 

numbers of Grid service instances are provided. 

 Simple hosting environment: A simple execution environment is a set of resources located 

within a single administrative domain and supporting native facilities for service 

management: for example, a J2EE application server, Microsoft .NET system, or Linux 

cluster. 
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In addition, the parts of Globus that are impacted most by the OGSA are:  

 The Grid Resource Allocation and Management GRAM protocol.  

 The information infrastructure, Meta Directory Service MDS-2, used for information 

discovery, registration, data modelling, and a local registry.  

 The Grid Security Infrastructure GSI, which supports single sign-on, restricted 

delegation, and credential mapping.  

 

 It is expected that the future implementation of Globus toolkit will be based on the 

OGSA architecture. Core services will implement the interfaces and behavior described in 

the Grid service specification. Base services will use the core services to implement both 

existing Globus capabilities, such as resource management, data transfer and information 

services, as well as new capabilities such as resource reservation and monitoring. A range 

of higher-level services will use the core and base services to provide data management, 

workload management and diagnostics services. 

 

 



Computer Science Department                                                                                     Antonis Misargopoulos 
 

172 

Appendix B 

 

QuPGC Graph for 5-relations query EDCBA ><><><><  

In figure B.1, we present the plan graph for a five-relation linear join query 

EDCBA ><><><>< . Note that each node is labeled with the relation expression that 

is directly represent by its parent node. That is, we have omitted the relation that are 

represented by the colored edges in the graph, due to limited space in the picture.  Each 

colored edge represent a composite join between two intermediate join relation. Each 

different composite join permutation has different color.  

 

 
 

Figure B.1: QuPGC Graph for 5-relations query EDCBA ><><><><  

 
 

HQuPaS Algorithm Execution Steps for 5-relations query 

EDCBA ><><><><  

In figure B.2, we present step-by-step the lifecycle of HQuPaS algorithm for the graph in 

figure B.1. After  34  steps, the algorithm is finished. 
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Search Frontier Closed Set State Cost Evaluation Children 
1 <start> {} start - <R1, R2, R3, 

R4, R5> 

2 <R1, R2, R3, R4, R5> {start} R1 - R12 

3 <R(12), R2, R3, R4, R5> {start, R1} R(12) 
21 RR ><  < R(12)3, 

R(12)(34)
*,  

R(12)(3(45))
 **, 

R(12)((34)5)
 ***

> 

4 < R(12)3, R(12)(3(45)), R(12)((34)5), 

R2, R3, R4, R5> 

{..., R(12)} R(12)3 
321 )( RRR ><><  R((12)3)4, 

R((12)3)(45)
 **** 

5 < R((12)3)4, R(12)(3(45)), 

R(12)((34)5), R2, R3, R4, R5> 

{..., R(12)3} R((12)3)4 4321 ))(( RRRR ><><><  R(((12)3)4)5 

 

6 < R(((12)3)4)5, R(12)(3(45)), 

R(12)((34)5), R2, R3, R4, R5> 

{..., R((12)3)4} R(((12)3)4)5 54321 )))((( RRRRR ><><><><

 

FINAL 

STATE 

7 <R2, R3, R4, R5> {..., R(12)((34)5)} R2 - R(12), R(23) 

8 < R(23), R3, R4, R5> {..., R2} R(23) 
32 RR ><  < R1(23), R(23)4> 

9 < R1(23), R(23)4, R3, R4, R5> {..., R(23)} R(23)1 
132 )( RRR ><><  R(1(23))4, 

R(1(23))(45)
 ***** 

10 < R(1(23))4, R(23)4, R3, R4, R5> {..., R1(23) } R(1(23))4 4321 ))(( RRRR ><><><  R((1(23))4)5 

11 < R((1(23))4)5, R(23)4, R3, R4, 

R5> 

{..., R(1(23))4} R((1(23))4)5 54321 )))((( RRRRR ><><><  FINAL 

STATE 

12 <R(23)4, R3, R4, R5> {..., R(((23)1)4)5} R(23)4 
432 )( RRR ><><  R1((23)4), 

R((23)4)5 

13 < R1((23)4), R((23)4)5, R3, R4, 

R5> 

{..., R(23)4} R1((23)4) ))(( 4321 RRRR ><><><  R(1((23)4))5 

14 < R(1((23)4))5, R((23)4)5, R3, R4, 

R5> 

{..., R1((23)4)} R(1((23)4))5 54321 )))((( RRRRR ><><><><

 

FINAL 

STATE 

15 <R((23)4)5, R3, R4, R5> {..., R(1((23)4))5} R((23)4)5 
5432 ))(( RRRR ><><><  R1((23)4)5) 

16 < R1((23)4)5), R3, R4, R5> {...,R((23)4)5} R1((23)4)5) )))((( 54321 RRRRR ><><><><

 

FINAL 

STATE 

17 <R3, R4, R5> {..., R1((23)4)5)} R3 - R(23), R(34) 

43 RR ><   R2(34), R(34)5 18 < R(34), R4, R5> {..., R3} R(34) 

∗)()( 4321 RRRR ><><><  R((12)(34))5 

19 < R2(34), R(34)5, R((12)(34))5, R4, 

R5> 

{..., R(34)} R2(34) )( 432 RRR ><><  R1(2(34)), 

R(2(34))5 
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20 < R1(2(34)), R(2(34))5, R(34)5, 

R((12)(34))5, R4, R5> 

{..., R2(34)} R1(2(34)) ))(( 4321 RRRR ><><><  R(1(2(34)))5 

21 < R(1(2(34)))5, R(2(34))5, R(34)5, 

R((12)(34))5, R4, R5> 

{..., R1(2(34))} R(1(2(34)))5 54321 )))((( RRRRR ><><><><  FINAL 

STATE 

22 <R(2(34))5, R(34)5, R((12)(34))5, 

R4, R5> 

{..., R(1(2(34)))5} R(2(34))5 5432 ))(( RRRR ><><><  R1(2(34))5) 

23 < R1(2(34))5), R(34)5, R((12)(34))5, 

R4, R5> 

{..., R(2(34))5} R1(2(34))5) )))((( 54321 RRRRR ><><><><  FINAL 

STATE 

543 )( RRR ><><  R2(34)5) 24 < R(34)5, R((12)(34))5, R4, R5> {..., R1(2(34))5)} R(34)5 

))(()( 54321 RRRRR ><><><><
*** FINAL 

STATE 

25 < R2(34)5), R((12)(34))5, R4, R5> {..., R(34)5} R2(34)5) ))(( 5432 RRRR ><><><  R1(2(34)5)) 

26 < R1(2(34)5)), R((12)(34))5, R4, 

R5> 

{..., R2(34)5)} R1(2(34)5)) )))((( 54321 RRRRR ><><><><  FINAL 

STATE 

27 < R((12)(34))5, R4, R5> {..., R1(2(34)5))} R((12)(34))5 54321 ))()(( RRRRR ><><><><  FINAL 

STATE 

28 <R4, R5> {..., R((12)(34))5} R4 - R34, R45 

54 RR ><  R3(45) 

)())(( 54321 RRRRR ><><><><
**** FINAL 

STATE 

29 <R45, R5> {..., R4} R45 

)())(( 54321 RRRRR ><><><><
***** FINAL 

STATE 

)( 543 RRR ><><  R2(3(45)) 30 < R3(45), R5> {..., R45} R3(45) 

))(()( 54321 RRRRR ><><><><
** FINAL 

STATE 

31 < R2(3(45)), R5> {..., R3(45)} R2(3(45)) ))(( 5432 RRRR ><><><  R1(2(3(45))) 

32 < R1(2(3(45))), R5> {..., R2(3(45))} R1(2(3(45))) )))((( 54321 RRRRR ><><><><  FINAL 

STATE 

33 <R5> {..., R1(2(3(45)))} R5 - R45 

34 - {..., R5} - -  - 

 
Figure B.2: HQuPaS algorithm for 5-relation join query EDCBA ><><><><  

 


