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ABSTRACT 
 
In recent years there has been increased use of SAT solvers for solving real-world problems 

in such fields as planning, model checking, and so on, by encoding the problem as a SAT 

instance. This is often more efficient rather than using explicit algorithms in the problem’s 

own domain. This thesis presents a comparison between two logical formalisms for 

commonsense reasoning, Situation and Event Calculus, and introduces the design and 

implementation of a satisfiability-based commonsense reasoning system using Event 

Calculus, called RES. The system takes a reasoning problem as input and produces solutions 

to the problem as output. It supports such reasoning types as deduction, temporal projection, 

abduction, planning, model checking, model finding and counterexample finding. RES 

supports the commonsense law of inertia, release from the commonsense law of inertia, 

conditional effects of events, event ramifications, events with nondeterministic effects, 

gradual change, triggered events, and concurrent events with cumulative or canceling effects. 

The SAT instances arising from real-world problems are often quite large and require hours, 

even days, to solve, and take up significant system resources. It would be very useful to be 

able to have, at any point, a measure of the progress made on solving the instance so far. In 

this thesis we sought to address that shortcoming with the design and implementation of a 

tool, called SAT-Prog to measure the progress of a SAT instance. We describe the method for 

incorporating SAT solvers with SAT-Prog and we present some statistics collected by using it 

on sample instances. Evaluation of RES on Event Calculus benchmarks problems and SAT-

Prog on SAT instances, showed that Event Calculus reasoning problems can be solved 

efficiently using complete satisfiability solvers and SAT-Prog performs well on the majority 

of the cases giving us a reasonably reliable measure of solver progress.  
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ΠΕΡΙΛΗΨΗ 
 
Τα τελευταία χρόνια γίνεται αυξηµένη χρήση εργαλείων επίλυσης προβληµάτων 

ικανοποιησιµότητας προκειµένου να επιλυθούν πραγµατικά προβλήµατα σε πεδία όπως ο 

σχεδιασµός ενεργειών, ο έλεγχος µοντέλων κ.α , κωδικοποιώντας το προς επίλυση πρόβληµα 

σε πρόβληµα ικανοποιησιµότητας. Η εργασία αυτή παρουσιάζει µια σύγκριση µεταξύ δύο 

δηµοφιλών λογικών φορµαλισµών για την αναπαράσταση και συλλογιστική της γνώσης, του 

Λογισµού Καταστάσεων και του Λογισµού Γεγονότων, και προτείνει τη σχεδίαση και 

υλοποίηση ενός συστήµατος συλλογιστικής γνώσεων βασισµένο σε προβλήµατα 

ικανοποιησιµότητας µε χρήση του Λογισµού  Γεγονότων. Το σύστηµα δέχεται ως είσοδο ένα 

πρόβληµα συλλογιστικής γνώσεων και παράγει στην έξοδο δυνατές λύσεις (µοντέλα) του 

προβλήµατος. Υποστηρίζει  τύπους συλλογιστικής όπως παραγωγή (deduction), προβολή 

(temporal projection), απαγωγή (abduction), σχεδιασµό (planning), εύρεση και έλεγχο 

µοντέλων καθώς και ενδιαφέροντα χαρακτηριστικά όπως το νόµο της αδράνειας 

(commonsense law of inertia), απαλλαγή από το νόµο της αδράνειας (release from the 

commonsense law of inertia), υπό συνθήκη επιδράσεις των γεγονότων (conditional effects of 

events), παρακλάδια γεγονότων (event ramifications), γεγονότα µε µη αιτιοκρατικές 

επιδράσεις (events with nondeterministic effects), πυροδοτούµενα γεγονότα (triggered 

events), ταυτόχρονα γεγονότα µε επιπτώσεις αθροιστικές (cumulative) ή εξουδετέρωσης 

(canceling effects). Τα προβλήµατα ικανοποιησιµότητας που προκύπτουν από πραγµατικά 

προβλήµατα ενδέχεται να είναι αρκετά περίπλοκα και να απαιτούν πολύ χρόνο για να 

επιλυθούν, µε αποτέλεσµα να χρειάζονται µεγάλο ποσοστό των πόρων του συστήµατος. Θα 

ήταν πολύ χρήσιµο αν ήµασταν σε θέση να έχουµε, κάθε χρονική στιγµή, µια µέτρηση της 

προόδου επίλυσης. Στην εργασία αυτή προσπαθήσαµε να καλύψουµε αυτή την έλλειψη 

προτείνοντας τη σχεδίαση και υλοποίηση ενός εργαλείου για την παρακολούθηση της 

προόδου επίλυσης προβληµάτων ικανοποιησιµότητας. Περιγράφουµε τη µέθοδο 



ενσωµάτωσης του εργαλείου που προτείνουµε στα προγράµµατα που χρησιµοποιούνται για 

την επίλυση των προβληµάτων ικανοποιησιµότητας και παρουσιάζουµε στατιστικά από τη 

χρήση σε χαρακτηριστικά προβλήµατα. Η αποτίµηση του συστήµατος συλλογιστικής 

γνώσεων που έγινε σε χαρακτηριστικά προβλήµατα συλλογιστικής γνώσεων µε τη χρήση του 

Λογισµού Γεγονότων, οδηγεί στο συµπέρασµα ότι προβλήµατα συλλογιστικής γνώσεων 

µπορούν να επιλυθούν αποδοτικά µε χρήση του Λογισµού Γεγονότων και εργαλείων για την 

επίλυση προβληµάτων ικανοποιησιµότητας καθώς και ότι στην πλειονότητα των 

περιπτώσεων µπορούµε να έχουµε µια εύλογα αξιόπιστη µέτρηση για την πρόοδο επίλυσης 

των προβληµάτων ικανοποιησιµότητας. 

                       Επόπτης: ∆ηµήτρης Πλεξουσάκης, Καθηγητής
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Chapter 1 
 
 
1. INTRODUCTION 
 
 
1.1 Motivations and Goals 
 
The automation of commonsense reasoning, long a goal of the field of artificial intelligence 

and an area of active research in the last decade, is attaining a level of maturity. Automating 

commonsense reasoning allows us to build applications that are more user-friendly and more 

understanding of the world. 

    Several major computational approaches to commonsense reasoning have been explored. 

Analogical processing implements the notion that people reason about novel situations by 

analogy to familiar ones. Probability theory allows us to reason given uncertain knowledge of 

the state of the world and how the world works. Qualitative reasoning focuses on reasoning 

about physical systems. Methods based on natural language make use of large textual corpora 

of commonsense knowledge. Society of mind approaches, stress the use of multiple 

interacting methods and representations. 

One approach that has achieved a high degree of success because of its steadfast focus on 

hard benchmark problems of commonsense reasoning, is logic. One logic-based formalism 

that stands out as both comprehensive and easy to use is Event Calculus. 

A method for commonsense reasoning must be able to perform various types of reasoning. 

Projection consists of determining what will happen next, or what the results of a sequence of 

actions will be. Explanation consists of determining what happened, or what the initial 

situation was. A method for commonsense reasoning must be able to reason about various 

domains, especially time (action and change), space, and mental states. 

The Event Calculus fits the bill; it handles the important aspects of commonsense 

reasoning. After Kautz and Selman (1996) showed that high performance planning could be 

achieved by encoding planning problem as satisfiability problems, several commonsense 

reasoning systems have appeared that make use of satisfiability and constraint solving 

techniques. 

 
This thesis introduces the design and implementation of a satisfiability-based commonsense 

reasoning system, called RES that supports a larger subset of the classical logic event 

calculus. The system takes a reasoning problem as input and produces solutions to the 

problem as output. It supports such reasoning types as deduction, temporal projection, 

abduction, planning, model checking, model finding and counterexample finding. RES 
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supports the commonsense law of inertia, release from the commonsense law of inertia, 

conditional effects of events, event ramifications, events with nondeterministic effects, gradual 

change, triggered events, concurrent events with cumulative or canceling effects.           

 
RES uses an already proposed encoding method for Event Calculus reasoning through 

satisfiability (SAT) [25]. In recent years there has been increased interest in algorithms for 

solving SAT instances. Many common problems in such diverse fields as planning, model-

checking, and so on, are expressible as Boolean formulas. Solving the Boolean formula 

representation of a problem and interpreting the results in terms of the original problem is 

often both conceptually simpler and more efficient than using explicit methods in the 

problem’s own domain. In general the SAT problem is known to be NP-Complete; however 

algorithms are taken advantage of various heuristics perform well in practice. The most 

popular algorithms are based on the Davis-Putnam method and its two major operations of 

splitting and unit propagation.  

In most cases the SAT instances arising from real-world problems are quite large and often 

require several hours, even days, to solve. As most SAT solvers are fairly computation 

intensive, and hence use up a significant portion of the resources of the machine they run on, 

it  is desirable to know at which point in the search the solver is at any given moment, and the 

approximate time remaining for the solution of the problem. Unfortunately no solvers 

currently provide such capability.  

 
In this thesis we sought to address that shortcoming with the design and implementation of a 

tool, called SAT-Prog, to measure the progress of a SAT instance, and incorporate SAT-Prog 

with RES. 

 
In addition, the progress of SAT solvers can serve another, potentially much more useful 

purpose. Currently there are several SAT solvers that enjoy significant use, such as SATO, 

RELSAT, and others [69, 70]. Each solver, further, has several parameters that control the 

heuristics it uses in its algorithms. Though some of the solvers may generally be better than 

others, for any given SAT instance the optimal solver, and the optimal set of values for its 

parameters, may be different by the generally optimal solver and set of settings. The 

difference in performance can in fact be quite large. Hence, if we had a reasonably reliable 

measure of solver progress, we could use it to select the optimal solver, by running several 

solvers for a short period of time, selecting the one that has made the most progress, and using 

it to solve the whole problem. If the instance is large, requiring several hours to solve, the 

overhead of several minutes needed to run the different potential solvers is insignificant 

compared to the savings achieved by use the optimal solver.   
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1.2 Thesis Organization 
 
This thesis consists of six chapters and four appendices: 
 
Chapter 1 discusses the motivations and goals, and presents the organization of this thesis.  
 
Chapter 2 deals with the background theory and related work. It reviews Situation and Event 

Calculus, two logical methods for commonsense reasoning and discusses their relationship. It 

discusses the Satisfiability Problem (SAT) and a method for event calculus reasoning using 

SAT. 

 
Chapter 3 presents the design and implementation of a satisfiability-based commonsense 

reasoning system using Event Calculus, called RES. 

 
Chapter 4 presents the design and implementation of a tool, called SAT-Prog to measure the 

progress of a SAT instance, and incorporate SAT-Prog with RES.      

 
Chapter 5 discusses several real-world applications using reasoners for commonsense 

reasoning. 

 
Chapter 6 discusses extensibility suggestions and concludes this thesis. 
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Chapter 2 
 
 
2. BACKGROUND THEORY (RELATED WORK) 
 
 
2.1 Commonsense Reasoning 
 
Commonsense reasoning is the sort of reasoning we all perform about the everyday world. 

We can predict that, if a person enters a kitchen, then afterward the person will be in the 

kitchen. Or that, if someone who is holding a newspaper walks into a kitchen, then the 

newspaper will be in the kitchen. Because we make inferences such as these so easily, we 

might get the impression that commonsense reasoning is a simple thing. But it is very 

complex. 

 Reasoning about the world requires a large amount of knowledge about the world and the 

ability to use that knowledge. We know that a person cannot be in two places at once, a 

person can move from one location to another by walking, and that an object moves along 

with a person holding it. We have knowledge about objects, events, space, time, and mental 

states and can use that knowledge to make predictions, explain what we observe, and plan 

what to do. 

 Commonsense reasoning is a process that involves taking information about certain 

aspects of a scenario in the world and making inferences about other aspects of the scenario 

based on our commonsense knowledge, or knowledge of how the world works. Commonsense 

reasoning is essential to intelligent behavior and thought. It allows us to fill in the blanks, to 

reconstruct missing portions of a scenario, to figure out what happened, and to predict what 

might happen next. Commonsense reasoning stands in contrast to various types of expert 

reasoning such as economic, legal, mathematical, medical, and scientific reasoning. This 

thesis discusses the following question: How do we automate commonsense reasoning? In the 

last few decades, much progress has been made on this question by artificial intelligence 

researchers. Any method for automated commonsense reasoning must address the following: 

 Representation. The method must represent scenarios in the world and must represent 

commonsense knowledge about the world. 

 
 Commonsense entities. The method must represent objects, agents, timevarying 

properties, events, and time. 

 
 Commonsense domains. The method must represent and reason about time, space, and 

mental states. The method must deal with object identity. 
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 Commonsense phenomena. The method must address the commonsense law of inertia, 

release from the commonsense law of inertia, concurrent events with cumulative and 

canceling effects, context-sensitive effects, continuous change, delayed effects, indirect 

effects, nondeterministic effects, preconditions, and triggered events. 

 
 Reasoning. The method must specify processes for reasoning using representations of 

scenarios and representations of commonsense knowledge. The method must support 

default reasoning, temporal projection, abduction, and postdiction. 

 
2.2 Formalizations  
 
Artificial intelligence researchers have been trying to invent ways of automating 

commonsense reasoning since the inception of the field in 1956. In 1958, John McCarthy 

proposed using logic to give computer programs common sense. In the 1960s, he and Patrick 

J. Hayes introduced the situation calculus, a logical formalism for commonsense reasoning. 

In the 1970s, the crucial role of defaults in commonsense reasoning was recognized, and 

researchers began to formalize methods for default reasoning. Important formalisms for 

default reasoning such as circumscription and default logic appeared around 1980. 

 Taking their inspiration from the situation calculus, Robert Kowalski and Marek Sergot 

introduced the event calculus in 1986. In the late 1980s, several other logical formalisms 

began to appear, including the features and fluents framework, action languages, and the 

fluent calculus. 

 Since the early 1990s, logic-based commonsense reasoning has been the focus of intense 

activity. Researchers proposed a number of benchmark problems designed to expose issues of 

commonsense reasoning not yet addressed by the available formalisms. This led to a 

considerable evolution of the formalisms.  

 The event calculus has benefited enormously from the investigation of benchmark 

problems. 

 
Table 1 Benchmark problems leading to the addition of features to the event calculus 
 
 Benchmark problem  Commonsense  Event calculus 
  phenomena  features added 
  
 Bus ride scenario  Nondeterministic  Disjunctive event axioms 
 (Kartha, 1994)  effects  (Shanahan, 1997b) 
 
 Chessboard scenario  Nondeterministic  Determining fluents 
 due to Raymond Reiter  effects  (Shanahan, 1997b) 
 (Kartha and Lifschitz, 1994) 
 
 Commuter scenario  Compound events  Three-argument Happens 
 (Shanahan, 1999a)   (Shanahan, 1999a) 
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 Kitchen sink scenario  Continuous change,  Trajectory axioms, 
 (Shanahan, 1990)  triggered events  trigger axioms 
   (Shanahan, 1990) 
 
 Russian turkey scenario  Nondeterministic  Release axioms 
 (Sandewall, 1994)  effects  (Shanahan, 1997b) 
 
 Soup bowl scenario  Concurrent events  Cumulative effect axioms 
 (Gelfond, Lifschitz, and   (R. Miller and Shanahan, 1999) 
 Rabinov, 1991) 
 
 Stolen car scenario  Explanation  Abduction 
 (Kautz, 1986)   (Shanahan, 1997b) 
  
 Stuffy room scenario  Indirect effects  State constraints, 
 (Ginsberg and Smith, 1988a)   primitive and derived fluents 
   (Shanahan, 1997b) 
 
 Thielscher’s circuit  Indirect effects  Causal constraints 
 (Thielscher, 1996)   (Shanahan, 1999b) 
 
 Walking turkey scenario  Indirect effects  Effect constraints 
 due to Matthew L. Ginsberg   (Shanahan, 1997b) 
 (Baker, 1991) 
 
 Yale shooting scenario  Commonsense Circumscription, 
 (Hanks and McDermott, 1987)  law of inertia  forced separation 
   (Shanahan, 1997b) 
 
This thesis concentrates on two formalisms, the situation calculus and the event calculus, that 

incorporate many of the discoveries of the field. We focus on the event calculus and we 

describe the design and the implementation of a tool for satisfiability-based commonsense 

reasoning in the event calculus. Although the event calculus is defined by a handful of first-

order logic axioms, it enables reasoning about a wide range of commonsense phenomena. 

 
2.3 The Situation Calculus 
 
2.3.1 Intuitive Ontology for the Situation Calculus 
 
The situation calculus [1] is a second-order language specifically designed for representing 

dynamically changing worlds. All changes to the world are the result of named actions. A 

possible world history, which is simply a sequence of actions, is represented by a first-order 

term called a situation. The constant S0 is used to denote the initial situation, namely, the 

empty sequence of actions. There is a distinguished binary function symbol do; do(α, s) 

denotes the successor situation to s resulting from performing the action α. Actions may be 

parameterized. For example, put(x, y) might stand for the action of putting object x on object 

y, in which case do(put(A, B), s) denotes the situation resulting from placing A on B when the 

current situation is s. Notice that in the situation calculus, actions are denoted by function 

symbols, and situations (world histories) are first-order terms. For example, do(putDown(A), 

do(walk(L), do(pickup(A), S0))) is a situation term denoting the sequence of actions 

[pickup(A), walk(L), putDown(A)]. Notice that the sequence of actions in such a history, in the 
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order in which they occur, is obtained from a situation term by reading off the actions from 

right to left. 

Generally, the values of relations and functions in a dynamic world will vary from one 

situation to the next. Relations whose truth values vary from situation to situation are called 

relational fluents. They are denoted by predicate symbols taking a situation term as their last 

argument. Similarly, functions whose values vary from situation to situation are called 

functional fluents, and are denoted by function symbols taking a situation term as their last 

argument. For example, in a world in which it is possible to paint objects, we might have a 

functional fluent colour(x, s), denoting the color of object x in that state of the world resulting 

from performing the action sequence s. In a mobile robot environment, there might be a 

relational fluent closeTo(r, x, s), meaning that in that state of the world reached by performing 

the action sequence s, the robot r will be close to the object x. 

 
2.3.2 Axiomatizing Actions in the Situation Calculus 
 
The first observation one can make about actions is that they have preconditions: 

requirements that must be satisfied whenever they can be executed in the current situation. 

Poss(α, s) means that it is  possible to perform the action α in that state of the world resulting 

from performing the sequence of actions s. Here are some examples: 

 

 If it is possible for a robor r to pickup an object x in situation s, then the robot is not 

holding any object, it is next to x, and x is not heavy: 

 
Poss(pickup(r, x), s) ⊃ [(∀z)¬holding(r, z, s)] ∧ ¬heavy(x) ∧ nextTo(r, x, s). 

 
 Whenever it is possible for a robot to repair an object, then the object must be broken, 

and there must be glue available: 

 
Poss(repair(r, x), s) ⊃ hasGlue(r, s) ∧ broken(x, s). 

 
The next feature for dynamic worlds that must be described are the causal laws – how actions 

affect the values of fluents. These are specified by so-called effect axioms. The following are 

some examples: 

 
 The affect on the relational fluent broken of a robot dropping a fragile object:  

 
fragile(x, s) ⊃ broken(x, do(drop(r, x), s)). 

 
This is the situation calculus way of saying that dropping a fragile object causes it to become 

broken; in the current situation s, if x is fragile, then in that successor situation do(drop(r, x), 

s) resulting from performing the action drop(r, x) in s, x will be broken. 
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 A robot repairing an object causes it not to be broken: 

 
¬broken(x, do(repair(r, x), s)). 

 
 Painting an object with colour c: 

 
colour(x, do(paint(x, c), s)) = c 

 

 
2.3.3 The Qualification Problem for Actions 
 
With only the above axioms, nothing interesting can be proved about when an action is 

possible. For example, here are some preconditions for the action pickup: 

 
 Poss(pickup(r, x), s) ⊃ [(∀z)¬holding(r, z, s)] ∧ ¬heavy(x) ∧ nextTo(r, x, s). 
 
The reason nothing interesting follows from this is clear; we can never infer when a pickup is 

possible. We can try reversing the implication: 

 
 [(∀z)¬holding(r, z, s)] ∧ ¬heavy(x) ∧ nextTo(r, x, s) ⊃ Poss(pickup(r, x), s).   
 
Now we can indeed infer when a pickup is possible, but unfortunately, this sentence is false! 

We also need, in the antecedent of the implication: 

 
 ¬gluedToFloor(x, s) ∧ ¬armsTied(r, s) ∧ ¬hitByTenTonTruck(r, s) ∧ … 
 
i.e, we need to specify all the qualifications that must be true in order for a pickup to be 

possible! For the sake of argument, imagine succeeding in enumerating all the qualifications 

for pickup. Suppose the only facts known to us about a particular robot R, object A, and 

situation S are:   

 
 [(∀z)¬holding(R, z, S)] ∧ ¬heavy(A) ∧ nextTo(R, A, S). 
 
We still cannot infer Poss(pickup(R, A), S) because we are not given that the above 

qualifications are true! Intuitively, here is what we want: When given only that the 

“important” qualifications are true: 

 
 [(∀z)¬holding(R, z, S)] ∧ ¬heavy(A) ∧ nextTo(R, A, S), 
 
and if we don’t know that any of the “minor” qualificatiotns - ¬gluedToFloor(x, s), 

¬hitByTenTonTruck(r, s) – are true, infer Poss(pickup(R, A), S). But if we happen to know 

that any one of the “minor” qualifications is false, this will block the inference of 

Poss(pickup(R, A), S). Historically, this has been seen to be a problem peculiar to reasoning 
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about actions, but this is not really the case. Consider the following fact about birds, which 

has nothing to do with reasoning about actions: 

 
 bird(x) ∧ ¬penguin(x) ∧ ¬ostrich(x) ∧ ¬pekingDuck(x) ∧ … ⊃ flies(x). 
 
But given only the fact bird(Tweety), we want intuitively to infer flies(Tweety). Formally, this 

is the same problem as action qualifications: 

 
 The “important ” qualification is bird(x). 

 
 The “minor” qualifications are: ¬penguin(x), ¬ostrich(x), … 

 
This is the classical example of the need for nonmonotonic reasoning in artificial intelligence. 

The qualification problem for actions is an instance for a much more general problem, and 

there is no obvious way to address it. We shall adopt the following (admittedly idealized) 

approach [2]: Assume that for each action A( x ) , there is an axiom of the form 

 
APoss( A( x ),s ) ( x ,s )Π≡ , 

 
where A( x,s )Π is a first-order formula with free variables x ,s that does not mention the 

function symbol do. We shall call these action precondition axioms. For example: 

 
 Poss(pickup(r, x), s) ≡ [(∀z)¬holding(r, z, s)] ∧ ¬heavy(x) ∧ nextTo(r, x, s). 
 
In other words, with the above we choose to ignore all the “minor” qualifications, in favour of 

necessary and sufficient conditions defining when an action can be performed. [2] further 

discusses the qualification problem along with its close relative, the ramification problem. 

 
2.3.4 The Frame Problem 
 
There is another well known problem associating with axiomatizing dynamic worlds; axioms 

other than effect axioms are required. These are called frame axioms, and they specify the 

action invariants of the domain, i.e, those fluents unaffected by the performance of an action. 

For example, the following is a positive frame axiom, declaring that the action of a robot  

painting object 

r'

x' with colour c has no effect on robot r holding object x:  

 
 holding(r, x, s) ⊃ holding(r, x, do(paint( ,r' x' , c), s)).  
 
Here is a negative frame axiom for not breaking things: 
 
 ¬broken(x, s) ∧ [x ≠ y ∨ ¬fragile(x, s)] ⊃ ¬broken(x, do(drop(r, y), s)). 
 
Notice that these frame axioms are truths about the world, and therefore must be included in 

any formal description of the dynamics of the world. The problem is that there will be a vast 

 9



number of such axioms because only relatively few actions will affect the value of a given 

fluent. All other actions leave the fluent invariant, for example: An object’s colour remains 

unchanged after picking something up, opening a door, turning on a light, electing a new 

prime minister of Canada, etc. Since, empirically in the real world, most actions have no 

effect in a given fluent, we can expect of the order of 2 * A * F frame axioms, where A is the 

number of actions, and F the number of fluents.  

 
These observations lead to what is called the frame problem: 
 

1. The axiomatizer must think of, and write down, all these quadratically many frame 

axioms. In a setting of 100 actions and 100 fluents, this involves roughly 20,000 

frame axioms. 

2. The implementation must somehow reason efficiently in the presence of so many 

axioms. 

 
Suppose the person responsible for axiomatizing an application domain has specified all the 

causal laws for that domain. More precisely, she has succeeded in writing down all the effect 

axioms, i.e, for each relational fluent F and each action A that causes F’s truth value to 

change, axioms of the form: 

 
 R( x,s ) ( )F( x ,do( A,s ))⊃ ¬ 1  
 
and for each functional fluent f and each action A that can cause f’s value to change, axioms 

of the form: 

 
 R( x, y,s ) f ( x ,do( A,s )) y⊃ = . 
 
Here, R is a first-order formula specifying the contextual conditions under which the action A 

will have its specified effect on F and f. There are no restrictions on R, except that it must 

refer only to the current situation s. A solution to the frame problem is a systematic procedure 

for generating, from these effect axioms, all the frame axioms. If possible, we also want a 

parsimonious representation for these frame axioms (because in their simplest form, there are 

too many of them). 

 
Frame axioms are necessary to reason about the domain being formalized; they cannot be 

ignored. Nevertheless, one could argue that there is no need to have a solution to the frame 

problem; instead, the onus should be to the axiomatizer to provide the frame axioms. Still, a 

solution to the frame problem would be very convenient by providing: 

 
                                                 
1 The notation (¬) means that the formula following it may, or may not, be negated. 
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 Modularity. As new actions and/or fluents are added to the application domain, the 

axiomatizer need only add new effect axioms for these. The frame axioms will be 

automatically compiled from these (and the old frame axioms suitably modified to 

reflect these new effect axioms). 

 Accuracy. There can be no accidental omission of frame axioms. 
 
In [2] a systematic solution to the frame problem is described in the context of the situation 

calculus, which make possible a very rich theory of actions, accompanied by a natural 

implementation.    

 
2.3.5 Deductive Planning with the Situation Calculus 
 
The planning problem is this: Given an axiomatized initial situation, and a goal statement, 

find an action sequence that will lead to a state in which the goal will be true. 

 
For example, we treat the simple setting of a one-handed robot that can hold at most one 

object in its hand, pick up and drop things, and walk about. 

 
Action preconditions axioms:  
 Poss (pickup(r, x), s) ≡ robot(r) ∧ [(∀z) ¬holding(r, z, s)] ∧ nextTo(r, x, s), 
 Poss(walk(r, y), s) ≡ robot(r), 
 Poss(drop(r, x), s) ≡ robot(r) ∧ holding(r, x, s). 
 
Effect axioms: 
 holding(r, x, do(pickup(r, x), s)), 
 ¬holding(r, x, do(drop(r, x), s)), 
 nextTo(r, y, do(walk(r, y), s)), 
 nextTo(r, y, s) ⊃ nextTo(x, y, do(drop(r, x), s)), 
 y ≠ x ⊃ ¬nextTo(r, x, do(walk(r, y), s)), 
 onfloor(x, do(drop(r, x), s)), 
 ¬onfloor(x, do(pickup(r, x), s)). 
 
Succesor state axioms: 
 holding(r, x, do(α, s)) ≡ 
  α = pickup(r, x) ∨ holding(r, x, s) ∧ α ≠ drop(r, x),          (2.1) 
 
 nextTo(x, y, do(α, s)) ≡ 
  α = walk(x, y) ∨ (∃r)[nextTo(r, y, s) ∧ α = drop(r, x)] ∨        (2.2) 
  nextTo(x, y, s) ∧ ¬(∃z)[α = walk(x, z) ∧ z ≠ y], 
 
 onfloor(x, do(α, s)) ≡ 
  (∃r)α = drop(r, x) ∨ onfloor(x, s) ∧ ¬(∃r)α = pickup(r, x)        (2.3) 
 
Initial situation: 
 chair(C), robot(R), nextTo(R, A, S0), (∀z)¬holding(R, z, S0).        (2.4) 
 
The distinguished constant S0 always denotes the initial situation in the situation calculus. S0 

initially, a robot R is next to the object A; moreover, R is not holding anything.  

 11



 
Unique names axioms for actions: 
 pickup(r, x) ≠ drop( , y), r'
 pickup(r, x) ≠ walk( , y), r'
 walk(r, y) = walk( r' , ) ⊃ r =  ∧ y = , y' r' y'
 etc. 
 
Here are some facts derivable from these axioms: 
 
From (2.1), 
 holding(R, A, do(pickup(R, A), S0)).               (2.5) 
From (2.5), (2.1) and unique names for actions, 
 holding(R, A, do(walk(R, y), do(pickup(R, A), S0))).           (2.6) 
From (2.2), 
 nextTo(R, y, do(walk(R, y), do(pickup(r, A), S0))).           (2.7) 
From (2.7) and (2.2), 
 nextTo(A, y, do(drop(R, A), do(walk(R, y), do(pickup(R, A), S0)))).      (2.8) 
From (2.3), 
 onfloor(A, do(drop(R, A), do(walk(R, y), do(pickup(R, A), S0)))).       (2.9) 
 
Suppose we want to derive: 
 
 (∃s)[nextTo(A, B, s) ∧ onfloor(A, s)]. 
 
i.e, that there is an action sequence leading to a state of the world in which the object A is next 

to B and A is on the floor. The above is a constructive proof of this sequence, with  

 
 s = do(drop(R, A), do(walk(R, B), do(pickup(R, A), S0))). 
 
We can interpret this situation term as a plan to get A onto the floor next to B: First, R picks 

up A, then it walks to B, then it drops A. The key idea here is that plans can be synthesized as 

a side-effect of theorem-proving. 

 
So the general picture of planning in the situation calculus, with respect to some background 

axioms, is to prove that some situation satisfies the goal statement G: 

 
 Axioms |- (∃s)G(s). 
 
Any variable-free binding for s obtained as a side-effect of a proof is a plan guaranteed to 

yield a situation satisfying the goal G. But there is one slight problem with this picture of 

deductive planning that needs fixing. The proof (2.8) and (2.9), from which the above plan 

was obtained, did not use any of the action precondition axioms. Therefore, the following two 

sentences could just as easily have been derived: 

 
 nextTo(A, y, do(drop(C, A), do(walk(C, y), do(pickup(C, A), S0)))), 
 
 onfloor(A, do(drop(C, A), do(walk(C, y), do(pickup(C, A), S0)))). 
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These also give a constructive proof of the sentence 
 
 (∃s)[nextTo(A, B, s) ∧ onfloor(A, s)], 
with 
 s = do(drop(C, A), do(walk(C, B), do(pickup(C, A), S0))). 
 
In other words, the chair C picks up A, then it walks to B, then it drops A. The obvious 

problem here is that the first plan, in which the robot R does the work, conforms to the action 

precondition axioms, while the second plan does not; according to these axioms, robots can 

pick things up, and go for walks, but chairs cannot. More precisely, the robot’s plan is 

executable according to the action precondition axioms, meaning that one can prove, from the 

axioms, that: 

 
 Poss(pickup(R, A), S0) ∧ Poss(walk(R, B), do(pickup(R, A), S0)) ∧ 
     Poss(drop(R, A), do(walk(R, B), do(pickup(R, A), S0))). 
 
In other words, the action pickup(R, A) is possible initially; walk(R, B) is possible in the next 

situation resulting from doing the first action; finally, drop(R, A) is possible in the situation 

resulting from doing the first two actions. On the other hand, there is no proof that this 

sequence of actions, as performed by the chair, is executable, and so the chair’s actions 

should not be viewed as a plan. These considerations lead to the following: 

 
Let D be a set of situation calculus axioms characterizing some application domain, let σ be a 

variable-free situation term, and let G(s) be a situation calculus formula whose only free 

variable is the situation variable s. Then σ is a plan for G (relative to D) iff 

 
 D |= executable(σ) ∧ G(σ).       
 
One way to determine such a σ is to prove the sentence (∃s)[executable(s) ∧ G(s)]. Any 

binding for s obtained as a side-effect of a proof is a plan guaranteed to be executable and to 

yield a situation satisfying the goal G. 

 
2.3.5.1 Executable Situations   
 
In this section we specify logically the relation executable(s). A situation is a finite sequence 

of actions. There are no constraints on the actions entering into such a sequence, so that it 

may not be possible to actually execute these actions one after the other. For example, 

suppose the precondition for performing the action putdown(x) in situation s is that the agent 

is holding x: holding(x, s). Suppose also that in situation S0, the agent is not holding A: 

¬holding(A, S0). Then do(putdown(A), S0) is a perfectly good situation, but it is not 

executable; the precondition for performing putdown(A) is violated in S0. Moreover, 

do(pickup(B), do(putdown(A), S0)) is not an executable situation either. In fact, no situation 
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whose first action is putdown(A) is executable. Similarly, an action A1 may be executable in 

S0, but the action A2 may not be possible in do(A1, S0), in which case no sequence of actions 

beginning with these two would be executable. Action sequences in which an action violates 

its precondition are perfectly good situations. They simply are not physically realizable; they 

are “ghost” situations. To logically specify executable situations, we use the abbreviation: 

 
   executable( s ) ( ,s*)[ do( a,s*) s Poss( a,s*)]α∀ = ⊃≺
 
The binary predicate symbol : situation × situation, defines an ordering relation on 

situations.  The intended interpretation of situations is as action histories, in which case s 

≺

≺ s'  means that s is a proper subhistory of s' . So executable(s) means that all the actions 

accuring in the action sequence s can be executed one after the other. 

 
2.3.6 Foundations of the Situation Calculus 
 
2.3.6.1 The Language of the Situation Calclulus 
 
The following description is taken from Pirri and Reiter [3]. Lsitcalc is a second order language 

with equality. It has three disjoint sorts: action for actions, situation for situations, and a 

catch-all sort object for everything else depending on the domain of application. Apart from 

the standard alphabet of logical symbols - we use ∧, ¬ and ∃, with the usual definitions of a 

full set of connectives and quantifiers - Lsitcalc has the following alphabet: 

 
 Countably infinitely many individual variable symbols of each sort. We shall use s and 

α, with subscripts and superscripts, for variables of sort situation and action, 

respectively. It is normally used lower case roman letters other than α, s, with 

subscripts and superscripts for variables of sort object. In addition, because Lsitcalc is 

second order, its alphabet includes countably infinitely many predicate variables of all 

arities. 

 
 Two function symbols of sort situation: 

1. A constant symbol S0, denoting the initial situation. 

2. A binary function symbol do: action × situation → situation. The intended 

interpretation is that do(α, s)  denotes the successor situation resulting from 

performing action α in situation s. 

 
 A binary predicate symbol : situation × situation, defining an ordering relation on 

situations.  The intended interpretation of situations is as action histories, in which case 

s 

≺

≺ s'  means that s is a proper subhistory of s' . 
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 A binary predicate symbol Poss: action × situation. The intended interpretation of 

Poss(α, s) is that it is possible to perform the action α in situation s. 

 
 For each n  0, countably infinitely many predicate symbols with arity n, and sorts 

(action∪object)

≥
n. These are used to denote situation independent relations like  

human(John),  primeNumber(n), 
movingAction(run(person, loc1, loc2)),  etc. 

 
 For each n ≥  0 countably infinitely many function symbols of sort (action∪object)n → 

object. These are used to denote situation independent functions like 

Sqrt(x), height(MtEverest), agent(run(person, loc1, loc2)), etc. 
 

 For each n  0 a finite or countably infinite number of function symbols of sort 

(action∪object)

≥
n → action. These are called action functions, and are used to denote 

actions like pickup(x), move(A, B), etc. In most applications, there will be just finitely 

many action functions, but it is allowed the possibility of an infinite number of them. 

Function symbols take values of sort object while action functions take values of sort 

action. In what follows, the latter will be distinguished by the requirement that they be 

axiomatized in a particular way by so called action precondition axioms. 

 
 For each n 0 a finite or countably infinite number of predicate symbols with arity n + 

1, and sorts (action∪object)

≥
n × situation. These predicate symbols are called relational 

fluents. In most applications, there will be just finitely many relational fluents, but it is 

not precluded the possibility of an infinite number of them. These are used to denote 

situation dependent relations like ontable(x, s), husband(Mary, John, s), etc. Relational 

fluents take just one argument of sort situation, and this is always its last argument. 

 
 For each n 0 a finite or countably infinite number of function symbols of sort 

(action∪object)

≥
n × situation → action∪object. These function symbols are called 

functional fluents. In most applications, there will be just finitely many functional 

fluents, but it is not precluded the possibility of an infinite number of them. These are 

used to denote situation dependent functions like age(Mary, s), primeMinister(Italy, s), 

etc. Functional fluents take just one argument of sort situation, and this is always its 

last argument. 

 
Only two function symbols of Lsitcalc - S0 and do - are permitted to take values in sort 

situation. 

 
2.3.7 Foundational Axioms for Situations 
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Here, we focus on the domain of situations. The primary intuition about situations that we 

wish to capture axiomatically is that they are finite sequences of actions. We want also to be 

able to say that a certain sequence of actions is a subsequence of another. To formalize these 

desiderata, we adopt the following four foundational axioms for the situation calculus, taken 

from Pirri & Reiter [1] 

 
 do(α1, s1) = do(α2, s2) ⊃ α1 = α2 ∧ s1 = s2 ,             (1) 
 (∀P)[P(S0) ∧ (∀α, s)[P(s) ⊃ P(do(α, s))] ⊃ (∀s)P(s)].          (2) 
 
Axiom (1) is a unique names axiom for situations; two situations are the same if they are the 

same sequence of actions. Two situations S1 and S2 may be different, yet assign the same truth 

values to all fluents. So a situation in the version of the situation calculus presented here must 

not be identified with the set of fluents that hold in that situation, i.e with a state. The proper 

way to understand a situation is as a history, namely, a sequence of actions; two situations are 

equal iff they denote identical histories. The second axiom (2) is second order induction on 

situations. The importance of induction for the situation calculus is described by Reiter [1]. 

 
There are two more axioms: 
 
 ¬s S≺ 0 ,                        (3) 
 s do(α, ≺ s' ) ≡ s =≺ s'                    (4)  
 
Here s =≺ s'  is an abbreviation for s ≺ s'  ∨ s = s' . The relation provides an ordering 

relation on situations. Intuitively, s 

≺

≺ s'  means that the action sequence s'  can be obtained 

from the action sequence s by adding one or more actions to the front of s.  

The above four axioms are domain independent. They provide the basic properties of 

situations in any domain specific axiomatization of particular fluents and actions. Henceforth, 

we shall call them Σ2.  

 
2.3.7.1 Time, Proccesses and Concurrency in the Situation Calculus 
 
As presented above, the foundational axioms for situations provide a purely qualitative notion 

of time whose only temporal concept is sequential action occurrence. An action occurs before 

or after another within a situation. There is no way of expressing that an action occurs at a 

particular time, or that two or more actions occur concurrently. While we do not present them 

here, it is possible to extend these axioms for situations to accommodate time and 

concurrency. See, for example, Pinto [4] and Reiter [5] and for a discussion of how to model 

processes in the situation calculus using interleaving concurrency, see Reiter [6]. 

 
                                                 
2 These foundational axioms are simpler than those presented by Reiter [68]. These axiomatizations for 
the situation calculus are all derivable from the four axioms given here.  
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2.3.8 Domain Axioms and Basic Theories of Actions 
 
We present here axiomatizations for actions and their effects that have a particular syntactic 

form. These are called basic action theories, and we next describe these. 

 
2.3.8.1 The Uniform Formulas 
 
Let σ be a term of sort situation. The term of Lsitcalc uniform in σ are the smallest set of terms 

such that: 

 
1. Any term that does not mention a term of sort situation is uniform in σ. 

2. σ is uniform is σ. 

3. if g is an n-ary function symbol other than do and S0, and t1,…,tn are terms uniform in 

σ whose sorts are appropriate for g, then g(t1,…,tn) is a term uniform in σ. 

 
The formulas of Lsitcalc uniform in σ are the smallest set of formulas such that: 
 

1. If t1 and t2 are terms of the same sort object or action, and if they are both uniform in 

σ, then t1 = t2 is a formula uniform in σ. 

2. When P is an n-ary predicate symbol of Lsitcalc, other than Poss and , and t≺ 1,…tn are 

terms uniform in σ whose sorts are appropriate for P, then P(t1,…,tn) is a formula 

uniform in σ. 

3. Whenever U1, U2 are formulas uniform in σ, so are ¬U1, U1 ∧ U2 and (∃u)U1 

provided u is an individual variable, and it is not of sort situation.  

 
Thus, a formula of Lsitcalc is uniform in σ iff it is first order, it does not mention the predicates 

Poss or , it does not quantify over variables of sort situation, it does not mention equality 

on situations, and whenever it mentions a term of sort situation in the situation argument 

position of a fluent, then that term is σ. 

≺

 
2.3.8.2 Action Precondition Axiom 
 
An action precondition axiom of Lsitcalc is a sentence of the form: 
 
 Poss(A(x1,…,xn), s) ≡ ΠA(x1,…,xn, s), 
 
where A is an n-ary action function symbol, and ΠA(x1,…,xn, s) is a formnula that is uniform 

in s and whose free variables are among x1,…,xn, s. 

For example, in a blocks world, we might typically have: 
 
 Poss(pickup(x), s) ≡ (∀y)¬holding(y, s) ∧ ¬heavy(x, s). 
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The uniformity requirement on ΠA ensures that the preconditions for the executability of the 

action A(x1,…,xn) are determined only by the current situation s, not by any other situation. 

 
2.3.8.3 Successor State Axiom 
 

1. A successor state axiom for an (n+1)-ary relational fluent F is a sentence of Lsitcalc of 

the form: 

 
  F(x1,…,xn, do(α, s)) ≡ ΦF(x1,…,xn, α, s),              (5)   
 

where ΦF(x1,…,xn, α, s) is a formula uniform in s, all of whose free variables are 

among α, s, x1,…,xn. An example of such an axiom, taken from Reiter [7], is: 

 
  broken(x, do(α, s)) ≡  

(∃r){α = drop(r, x) ∧ fragile(x, s)} ∨ (∃b){α = explode(b) ∧  
nexto(b, x, s)} ∨ 

   broken(x, s) ∧ ¬(∃r)α = repair(r, x). 
 

This says that x will be broken in the successor situation do(α, s) iff x was fragile in s 

and the action taking us to the successor situation was someone (r) dropping x, or the 

action was some bomb b exploding, and b was next to x, or x was already broken, and 

the action was not someone repairing x. 

 
As for action precondition axioms, the uniformity of ΦF guarantees that the truth 

value of F(x1,…,xn, do(α, s)) in the successor situation do(α, s) is determined entirely 

by the current situation s, and not by any other situation. In systems and control 

theory, this is often called the Markov property. 

 
2. A successor state axiom for an (n+1)-ary functional fluent f is a sentence of Lsitcalc of 

the form: 

 
  f(x1,…,xn, do(α, s)) ≡ φf(x1,…,xn, α, s),        
 

where φF(x1,…,xn, α, s) is a formula uniform in s, all of whose free variables are 

among α, s, x1,…,xn. A blocks world example is: 

  
  height(x, do(α, s)) = y ≡ α = moveToTable(x) ∧ y = 1 ∨ 
   (∃z,h)(α = move(x, z) ∧ height(z, s) = h ∧ y = h + 1) ∨ 
    height(x, s) = y ∧ α ≠ moveToTable(x) ∧ ¬(∃z)α = move(x, z). 
 

As for relational fluents, the uniformity of φf in the successor state axioms for 

functional fluents guarantees the Markov property: The value of a functional fluent in 

a successor situation is determined entirely by properties of the current situation, and 

not by any other situation. 
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Following ideas of Pednault [8], Haas [9] and Schubert [10], Reiter [7] shows how to solve 

the frame problem for deterministic actions.  The resulting solution yields axioms with 

exactly the syntactic form of successor state axioms.   

 
2.3.8.4 Basic Action Theories  
 
Henceforth, we shall consider theories D, of Lsitcalc of the following forms: 
 
 D = Σ ∪ Dss ∪ Dap ∪ unaD ∪ D

0s  

 
where,  
 

 Σ are the foundational axioms for situations. 
 
 Dss is a set of successor state axioms for functional and relational fluents, one for each 

such fluent of the language Lsitcalc. 

 
 Dαp is a set of action precondition axioms, one for each action function symbol of 

Lsitcalc. 

 
 unaD  is the set of unique  names axioms for all action function symbols of Lsitcalc. 

 
 D

0s is a set of first order sentences that are uniform in S0. Thus, no sentence of 

D
0s quantifies over situations, or mentions Poss, or the function symbol do, so that 

S

≺

0 is the only term of sort situation mentioned by these sentences. D
0s functions as the 

initial theory of the world (i.e, the one we start off with, before any actions have been 

executed). Often, D
0s is also called the initial database. The initial database may 

contain sentences mentioning no situation term at all, for example, unique names 

axioms for individuals, like John ≠ Mary, or “timeless” facts like is 

Mountain(MtEverest), or dog(x) ⊃ mammal(x). 

 
A basic action theory is any collection of axioms D of the above form that also satisfies the 

following functional fluent concistency property:  

Whenever f is a functional fluent whose successor state axiom in Dss is 
 
 ff ( x ,do( ,s )) y ( x, y, ,s )α ϕ α= ≡  
then 

 0una S f

f f

D D | ( ,s ).( x ).( y ) ( x, y, , s )

                                   [( y, y').φ (x, y, α, s) φ (x, y', α, s) y = y']

α ϕ α∪ = ∀ ∀ ∃ ∧

∀ ∧ ⊃
3

                                                 
3 The “dot” notation: In logical languages, a quantifier’s scope must be indicated explicitly with 
parentheses. An alternative notation, which often obviates the need for explicit parentheses, is the “dot” 
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This consistency property provides a sufficient condition for preventing a source of 

inconsistency in f’s successor state axiom. It says that the conditions defining f’s value in the 

next situation do(α, s), namely φf, actually define a value for f, and that this value is unique. 

 
2.3.9 Metatheory for the Situation Calculus 
 
Here we present some fundamental logical properties of basic action theories. These are 

described more fully, with accompanying proofs, in Pirri and Reiter [3]. 

 
2.3.9.1 Relative Satisfiability 
 
Basic action theories enjoy an important relative satisfiability property: 
 

A basic action theory D is satisfiable iff 
0una SD D∪ is. 

 
2.3.9.2 Σ-Reduction 
 
For the purposes of automating deduction in the situation calculus, the foundational axioms Σ 

are problematic, especially the induction axiom. Accordingly, it would be desirable to 

characterize broad classes of sentences whose proofs need never appeal to induction, or even 

better, can additionally ignore some of the other axioms of Σ, or best of all, need never appeal 

to any of the foundational axioms Σ. 

 
Suppose that D = Σ ∪ Dss ∪ Dap ∪ unaD ∪ 

0SD is a basic action theory. Suppose further that ψ 

is a first order sentence of Lsitcalc whose prenex normal form has the form: 

 
 1 1 2 2 n nQ ( s )Q ( s )...( s )Q , n 0ϕ∃ ∃ ∃ ≥  , 
 
where s1,…,sn are variables of sort situation, φ is quantifier free, and each iQ  is a sequence of 

zero or more quantifiers over variables of sort action∪object. Then, 

 
1. D |= ψ iff D – {Induction} |= ψ. 

Here, D – {Induction} is D without the second order induction axiom. 
 

2. If ψ does not mention the predicate symbol , ≺

D |= ψ iff Σ= ∪ Dss ∪ Dαp ∪ unaD ∪ 
0SD |= ψ. 

 Here, Σ= consists of the foundational axiom (1) together with the following sentence: 

  S0 ≠ do(α, s). 
 
                                                                                                                                            
notation, used to indicate that the quantifier preceding the dot has maximum scope. Thus, (∀x).P(x) ⊃ 
Q(x) stands for (∀x)[P(x) ⊃ Q(x)]. [(∀x)(∃y).A(x, y) ∧ B(x, y) ⊃ C(x, y)] ∧ R(x, y) stands for 
[(∀x)(∃y)[A(x, y) ∧ B(x, y) ⊃ C(x, y)]] ∧ R(x, y).  
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3. If ψ does not mention the predicate symbol and it does not mention an equality 

atom over terms of sort situation, 

≺

D |= ψ iff Dss ∪ Dαp ∪ unaD ∪ 
0SD |= ψ. 

 
2.3.9.3 Regression 
 
Regression is perhaps the single most important theorem-proving mechanism for the situation 

calculus; it provides a sytematic way to establish that a basic action theory entails a so-called 

regressable sentence. 

 
The Regressable Sentences  
 
A regressable sentence of the situation calculus is a first order sentence W of Lsitcalc such that 

W does not quantify over situations, and such that for every atom of the form Poss(α, s) 

mentioned by W, has the form A(t1,…,tn) for some n-ary action function symbol A of Lsitcalc. 

The essence of a regressable sentence is that each of its situation terms is rooted at S0, and 

therefore, one can tell, by inspection of such a term, exactly how many actions it involves. It 

is not necessary to be able to tell what those actions are, just how many there are. In addition, 

when a regressable sentence mentions a Poss atom, we can tell, by inspection of that atom, 

exactly what is the action function symbol occurring in its first argument position, for 

example, that it is a move action. 

The intuition underlying regression is this: Suppose we want to prove that a regressable 

sentence W is entailed by some basic action theory. Suppose further that W mentions a 

relational fluent atom F( t ,do(α, σ)), where F’s successor state axiom is F( x ,do(α,  s)) ≡ 

ΦF( x , α, s). Then we can easily determine a logically equivalent sentence W '  by substituting 

ΦF( t , α, σ) for F( t , do(α, σ)) in W. After we do so, the fluent atom F( t , do(α, σ)), involving 

the complex situation term do(α, σ), has been eliminated from W in favour of ΦF( t , α, σ), and 

this involves the simpler situation term σ. In this sense, W '  is “closer” to the initial situation 

S0 than was W. Moreover, this operation can be repeated until the resulting goal formula 

mentions only the situation term S0, after which, intuitively, it should be sufficient to establish 

this resulting goal using only the sentences of the initial database. Regression is a mechanism 

that repeatedly performs the above reduction starting with a goal W, ultimately obtaining a 

logically equivalent goal W0 whose only situation term is S0. We have only indicated how 

regression works by reducing relational fluent atoms in W; there is an analogous way of 

reducing functional fluent terms. 

The full definition of the regression operator R is rather lengthy, mainly because functional 

fluents introduce certain complications. See Pirri and Reiter [3] for details. The principal 

result for regression is the following. 
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Soundness and Completeness for Regression 
 
Suppose W is a regressable sentence of Lsitcalc and D is a basic theory of actions. Then, 
 

1. R[W] is a sentence uniform is S0 

2. D |= W iff 
0S unaD D∪  |= R[W]. 

 
This result shows how, using regression, one can reduce the problem of proving a regressable 

sentence in a basic action theory to an entailment problem relative to the initial database and 

the unique names axioms for actions. The foundational axioms Σ of the situation calculus are 

not required for establishing this entailment. The action precondition and successor state 

axioms are also not required; their effects have been compiled into the regressed formula. 

Regression is the central computational mechanism underlying implementations of the logic 

programming language GOLOG. GOLOG is a situation calculus-based logic programming 

language for implementing complex behaviours for dynamical systems. The language was 

first introduced in [11, 12]. For details about the syntax and logical foundations of the 

language, see [3].   

 
2.4 The Event Calculus 
 
The event calculus [13, 14, 15, 16] is a formalism for reasoning about action and change. Like 

the situation calculus, the event calculus has actions, which are called events, and time-

varying properties or fluents. In the situation calculus, performing an action in a situation 

gives rise to a successor situation. Situation calculus actions are hypothetical, and time is tree-

like. In the event calculus, there is a single time line on which actual events occur. 

A narrative is a possibly incomplete specification of a set of actual event occurrences. The 

event calculus is narrative-based, unlike the standard situation calculus in which an exact 

sequence of hypothetical actions is represented. 

Like the situation calculus, the event calculus supports context-sensitive effects of events, 

indirect effects, action preconditions, and the commonsense law of inertia. Certain 

phenomena are addressed more naturally in the event calculus, including concurrent events, 

continuous time, continuous change, events with duration, nondeterministic effects, partially 

ordered events, and triggered events. 

We use a simple example to illustrate what the event calculus does. Suppose we wish to 

reason about turning on and off a light. We start by representing general knowledge about the 

effects of events: 

 
If a light’s switch is flipped up, then the light will be on. 
If a light’s switch is flipped down, then the light will be off. 
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We then represent a specific scenario:  
 

The light was off at time 0. 
Then the light’s switch was flipped up at time 5. 
Then the light’s switch was flipped down at time 8. 

 
We use the event calculus to conclude the following: 
 

At time 3, the light was off. 
At time 7, the light was on. 
At time 10, the light was off. 

  
The event calculus has evolved considerably from its original version. In the following of this 

part, we trace the development of the event calculus and present its important versions. 

 
2.4.1 The Original Event Calculus (OEC) 
 
The original event calculus (OEC) was introduced in 1986 by Kowalski and Sergot [13]. OEC 

has sorts for event occurrences, fluents, and time periods. The predicates and functions of the 

original event calculus are shown in Table 2.  

 
Predicate/Function  Meaning 
Holds(p)               p holds 
Start(p, e)         e starts p 
End(p, e)              e ends p 
Initiates(e, f)         e initiates f 
Terminates(e, f)        e terminates f 
e1 < e2          e1 precedes e2
Broken(e1, f, e2)        f is broken between e1 and e2
Incompatible(f1, f2)  f1 and f2 are incompatible 
After(e, f)              time period after e in which f holds 
Before(e, f)        time period before e in which f holds 
 
Table 2: Original event calculus (OEC) predicates and functions (e, e1, e2 = event occurrences, f, f1, f2 = 
fluents, p = time period). 
 
The axioms of the original event calculus are as follows: 
 
OEC1. Initiates(e, f) ≡ Holds(After(e, f)) 
 
OEC2. Terminates(e, f) ≡ Holds(Before(e, f)) 
 
OEC3. Start(After(e, f), e) 
 
OEC4. End(Before(e, f), e) 
 
OEC5. After(e1, f) = Before(e2, f) ⊃ Start(Before(e2, f), e1) 
 
OEC6. After(e1, f) = Before(e2, f) ⊃ End(After(e1, f), e2) 
 
OEC7. Holds(After(e1, f)) ∧ Holds(Before(e2, f)) ∧ e1 < e2 ∧ ¬Broken(e1, f, e2) ⊃  

After(e1, f) = Before(e2, f) 
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OEC8. Broken(e1, f, e2) ≡ 

∃e, f1 ((Holds(After(e, f1)) ∨ Holds(Before(e, f1))) ∧ Incompatible(f, f1) ∧ e1 < e < e2) 
 
Let OEC be the conjunction of OEC1 through OEC8. 
 
Example. Consider the example of turning on and off a light. We have an event occurrence 

E1, which precedes event occurrence E2: 

 
E1 < E2                        (1.1) 

 
E1 turns on the light and E2 turns it off: 
 

Initiates(e, f)  ≡ (e = E1 ∧ f = On) ∨ (e = E2 ∧ f = Off)         (1.2) 
Terminates(e, f) ≡ (e = E1 ∧ f = Off) ∨ (e = E2 ∧ f = On)        (1.3) 

 
The light cannot be both on and off: 
 

Incompatible(f1, f2) ≡ (f1 = On ∧ f2 = Off) ∨ (f1 = Off  ∧ f2 = On)      (1.4) 
 
We also assume the following: 
 

E1 ≠ E2                        (1.5) 
On ≠ Off                       (1.6) 
¬(e < e)                       (1.7) 

 
We can then prove that the time period after E1 in which the light is on equals the time period 

before E2 in which the light is on. Let Σ be the conjunction of (1.1) through (1.7). 

 
Proposition 1. Σ ∧ OEC |= After(E1, On) = Before(E2, On).  
 
Proof. From (1.2), (1.3), OEC1, and OEC2, we have  
 

Holds(After(e, f)) ≡ (e = E1 ∧ f = On) ∨ (e = E2 ∧ f = Off)        (1.8) 
Holds(Before(e, f)) ≡ (e = E1 ∧ f = Off) ∨ (e = E2 ∧ f = On)        (1.9) 

 
From (1.8), (1.9), (1.4), (1.6), (1.7), and OEC8, we get ¬Broken(E1, On,E2). From this, 

Holds(After(E1, On) (which follows from (1.8)), Holds(Before(E2, On) (which follows from 

(1.9)), (1.1), and OEC7, we have After(E1, On) = Before(E2, On).                  

 
We can also prove that E1 starts the time period before E2 in which On holds and that E2 ends 

the time period after E1 in which On holds. 

 
Proposition 2. Σ ∧ OEC |= Start(Before(E2, On),E1) ∧ End(After(E1, On),E2) 
 
Proof. This follows from Proposition 1, OEC5, and OEC6.                   
 
The Holds predicate of the original event calculus is problematic, because it represents that 

“time periods hold”. In our light example, Start(After(E1, Off),E1) follows from OEC3. But 
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what is the time period After(E1, Off)? Whatever it is, it does not hold. From (1.5), (1.6), and 

(1.8), we have ¬Holds(After(E1, Off)). Similarly, from OEC3, we get Start(After(E2, On),E2) 

and from OEC4, we get End(Before(E2, Off), E2). Sadri and Kowalski suggest modifying 

OEC3 to Holds(After(e, f)) ⊃ Start(After(e, f), e) and OEC4 to Holds(Before(e, f)) ⊃ 

End(Before(e, f), e). 

 
2.4.2 The Simplified Event Calculus (SEC) 
 
The simplified event calculus (SEC) was proposed in 1986 by Kowalski [17, p.25] and 

developed by Sadri [18, pp.137-139], Eshghi [19], and Shanahan [20, 21, 15]. It differs from 

the original event calculus in the following ways: 

 
 It replaces time periods with timepoints, which are either nonnegative integers or 

nonnegative real numbers. 

 
 It replaces event occurrences or tokens with event types. The predicate Happens(e, t) 

represents that event (type) e occurs at timepoint t. 

 
 It eliminates the notion of incompatible fluents. 

 
 It adds a predicate Initially(f), which represents that fluent f is initially true. 

 
The predicates of the simplified event calculus are shown in Table 3.  
 
Predicate   Meaning 
Initially(f)         f is true at timepoint 0 
HoldsAt(f, t)         f is true at t 
Happens(e, t)   e occurs at t 
Initiates(e, f, t)   if e occurs at t, then f is true after t 
Terminates(e, f, t)  if e occurs at t, then f is false after t 
StoppedIn(t1, f, t2)  f is stopped between t1 and t2
 
Table 3: Simplified event calculus (SEC) predicates (e = event, f = fluent, t, t1, t2 = timepoints) 
 
The axioms of the simplified event calculus are as follows: 
 
SEC1. ((Initially(f) ∧ ¬StoppedIn(0, f, t)) ∨ 
∃e, t1 (Happens(e, t1) ∧ Initiates(e, f, t1) ∧ t1 < t ∧ ¬StoppedIn(t1, f, t))) ≡ HoldsAt(f, t) 
 
SEC2. StoppedIn(t1, f, t2) ≡ ∃e, t (Happens(e, t) ∧ t1 < t < t2 ∧ Terminates(e, f, t)) 
 

Let SEC be the conjunction of SEC1 and SEC2. 
 
SEC1 represents that (1) a fluent that is initially true remains true until it is terminated, and 

(2) a fluent that is initiated remains true until it is terminated. Thus fluents are subject to the 

commonsense law of inertia, which states that a fluent’s truth value persists unless the fluent 

is affected by an event. 
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Example. Consider again the example of turning on and off a light. If a light is turned on, it 

will be on, and if a light is turned off, it will no longer be on: 

 
 Initiates(e, f, t) ≡ (e = TurnOn ∧ f = On)               (1.10) 
 Terminates(e, f, t) ≡ (e = TurnOff ∧ f = On)              (1.11) 
 
Initially, the light is off: 
 

¬Initially(On)                     (1.12) 
 
The light is turned on at timepoint 2 and turned off at timepoint 4: 
 

Happens(e, t) ≡ (e = TurnOn ∧ t = 2) ∨ (e = TurnOff ∧ t = 4)       (1.13) 
 
We further assume the following: 
 

TurnOn ≠ TurnOff                    (1.14) 
  
We can then show that the light will be off at timepoint 1, on at timepoint 3, and off again at 

timepoint 5. Let Σ be the conjunction of (1.10) through (1.14). 

 
Proposition 3. Σ ∧ SEC |= ¬HoldsAt(On, 1) 
 
Proof. From (1.13), we have ¬∃e, t1 (Happens(e, t1) ∧ Initiates(e, On, t1) ∧ t1 < 1 ∧ 

¬StoppedIn(t1, On, 1)). From this, (1.12), and SEC1, we have ¬HoldsAt(On, 1).             

 
Proposition 4. Σ ∧ SEC |= HoldsAt(On, 3) 
 
Proof. From (1.13) and SEC2, we have ¬StoppedIn(2, On, 3). From this, Happens(TurnOn, 

2) (which follows from (1.13)), Initiates(TurnOn, On, 2) (which follows from (1.10)), 2 < 3, 

and SEC1, we have HoldsAt(On, 3).                           

 
Proposition 5. Σ ∧ SEC |= ¬HoldsAt(On, 5) 
 
Proof. From Happens(TurnOff; 4) (which follows from (1.13)), 2 < 4 < 5, 

Terminates(TurnOff, On, 4) (which follows from (1.11)), and SEC2, we have StoppedIn(2, 

On, 5)). From this, (1.13), and (1.10), we have ¬∃e, t1 (Happens(e, t1) ∧ Initiates(e, On, t1) ∧ 

t1 < 5 ∧ ¬StoppedIn(t1, On, 5)). From this, (1.12), and SEC1, we have ¬HoldsAt(On, 5).       

 
2.4.3 The Basic Event Calculus (BEC) 
 
Shanahan [21, 22, 23, 15] extended the simplified event calculus by allowing fluents to be 

released from the commonsense law of inertia via the Releases predicate, and adding the 

ability to represent continuous change via the Trajectory predicate. The Initially predicate is 
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broken into two predicates InitiallyP and InitiallyN. We call this version of the event calculus 

the basic event calculus (BEC). 

Releases(e, f, t) represents that, if event e occurs at timepoint t, then fluent f will be 

released from the commonsense law of inertia after t. In SEC, a fluent that is initiated remains 

true until it is terminated, and a fluent that is terminated remains false until it is initiated. In 

BEC, a fluent that is initiated remains true until it is terminated or released, and a fluent that is 

terminated remains false until it is initiated or released. After a fluent is released, its truth 

value is not determined by BEC and is permitted to vary. Thus there are models in which the 

fluent is true, and models in which the fluent is false. 

This opens up several possibilities. First, releasing a fluent frees it up so that other axioms 

in the domain description can be used to determine its truth value. This allows to represent 

continuous change, and indirect effects. Second, released fluents can be used to represent 

nondeterministic effects of events. 

Trajectory(f1, t1, f2 ,t2) represents that, if fluent f1 is initiated by an event that occurs at 

timepoint t1, then fluent f2 will be true at timepoint t1+t2. This can be used to represent fluents 

that change as a function of time. The domain description is usually written so that the fluent 

f2 is released by the events that initiate f1. 

 
The predicates of the basic event calculus are shown in Table 4.  
 
Predicate   Meaning 
InitiallyN(f)                 f is false at timepoint 0 
InitiallyP(f)                 f is true at timepoint 0 
HoldsAt(f, t)                 f is true at t 
Happens(e, t)           e occurs at t 
Initiates(e, f, t)                if e occurs at t, then f is true and not released from the commonsense law of   
                                           inertia after t 
Terminates(e, f, t)         if e occurs at t, then f is false and not released from the commonsense law of  
                                           inertia after t 
Releases(e, f, t)              if e occurs at t, then f is released from the commonsense law of inertia after t 
StoppedIn(t1, f, t2)         f is stopped between t1 and t2
StartedIn(t1, f, t2)    f is started between t1 and t2
Trajectory(f1, t1, f2 , t2)  if f1 is initiated by an event that occurs at t1, then f2 is true at t1 + t2
 
Table 4: Basic event calculus (BEC) predicates (e = event, f, f1, f2 = fluents, t, t1, t2 = timepoints). 
 
The axioms of the basic event calculus are as follows: 
 
BEC1. StoppedIn(t1, f, t2) ≡  

∃e, t (Happens(e, t) ∧ t1 < t < t2 ∧ (Terminates(e, f, t) ∨ Releases(e, f, t))) 
 
BEC2. StartedIn(t1, f ,t2) ≡ 

∃e, t (Happens(e, t) ∧ t1 < t < t2 ∧ (Initiates(e, f, t) ∨ Releases(e, f, t))) 
 
BEC3. Happens(e, t1) ∧ Initiates(e, f1, t1) ∧ 0 < t2 ∧ Trajectory(f1, t1, f2, t2) ∧ 

 ¬StoppedIn(t1, f1, t1 + t2) ⊃ HoldsAt(f2, t1 + t2) 
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BEC4. InitiallyP(f) ∧ ¬StoppedIn(0, f, t) ⊃ HoldsAt(f, t) 
 
BEC5. InitiallyN(f) ∧ ¬StartedIn(0, f, t) ⊃ ¬HoldsAt(f, t) 
 
BEC6. Happens(e, t1) ∧ Initiates(e, f, t1) ∧ t1 < t2 ∧ ¬StoppedIn(t1 , f , t2) ⊃ HoldsAt(f , t2) 
 
BEC7. Happens(e, t1) ∧ Terminates(e, f , t1) ∧ t1 < t2 ∧ ¬StartedIn(t1, f, t2) ⊃ ¬HoldsAt(f, t2) 
 
 Let BEC be the conjunction of BEC1 through BEC7. 
 
Example. Consider once again the example of turning on and off a light. We replace (1.12) 

with the following: 

 
InitiallyN(On)                     (1.15) 

 
We add the following: 
 

¬Releases(e, f, t)                    (1.16) 
 
Let Σ be the conjunction of (1.10), (1.11), (1.13), (1.14), (1.15), and (1.16). We then have the 

same results as for SEC. 

 
Proposition 6. Σ ∧ BEC |= ¬HoldsAt(On, 1) 
 
Proof. From (1.13) and BEC2, we have ¬StartedIn(0, On, 1). From this, (1.15), and BEC5, 

we have ¬HoldsAt(On, 1).                          

 
Proposition 7. Σ ∧ BEC |= HoldsAt(On, 3) 
 
Proof. From (1.13) and BEC1, we have ¬StoppedIn(2, On, 3). From this, Happens(TurnOn, 

2) (which follows from (1.13)), Initiates(TurnOn, On, 2) (which follows from (1.10)), 2 < 3, 

and BEC6, we have HoldsAt(On, 3).                       

 
Proposition 8. Σ ∧ BEC |= ¬HoldsAt(On, 5) 
 
Proof. From (1.13) and BEC2, we have ¬StartedIn(4, On, 5). From this, Happens(TurnOff; 4) 

(which follows from (1.13)), Terminates(TurnOff, On, 4) (which follows from (1.11)), 4 < 5, 

and BEC7, we have ¬HoldsAt(On, 5).                      

 
Example. We can use Releases and Trajectory to represent a light that alternately emits red 

and green when it is turned on. If a light is turned on, it will be on: 

 
Initiates(e, f, t) ≡ (e = TurnOn ∧ f = On)             (1.17) 

  
If a light is turned on, whether it is red or green will be released from the commonsense law 

of inertia: 
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Releases(e, f, t) ≡ (e = TurnOn ∧ (f = Red ∨ f = Green))        (1.18) 

 
If a light is turned off, it will not be on, red, or green: 
 

Terminates(e, f, t) ≡ (e = TurnOff ∧ (f = On ∨ f = Red ∨ f = Green))     (1.19) 
 
After a light is turned on, it will alternately emit red for two seconds and green for two 

seconds: 

 
(t2 mod 4) < 2 ⊃ Trajectory(On, t1, Red, t2)             (1.20) 
(t2 mod 4) ≥ 2 ⊃ Trajectory(On, t1, Green, t2)            (1.21) 

 
The light is not simultaneously red and green: 
 

¬HoldsAt(Red, t) ∨ ¬HoldsAt(Green, t)             (1.22) 
 
The light is turned on at timepoint 2: 
 

Happens(e, t) ≡ (e = TurnOn ∧ t = 2)              (1.23) 
 
We also assume 
 

TurnOn ≠ TurnOff                    (1.24) 
 
We can then show that the light will be red at timepoint 3, green at timepoint 5, red at 

timepoint 7, and so on. Let Σ be the conjunction of (1.17) through (1.24). 

 
Proposition 9. Σ ∧ BEC |= HoldsAt(Red, 3) 
 
Proof. From (1.20) by universal instantiation, we have  
 

Trajectory(On, 2, Red, 1)                  (1.25) 
 
From (1.23) and BEC1, we have ¬StoppedIn(2, On, 3). From this, Happens(TurnOn, 2) 

(which follows from (1.23)), Initiates(TurnOn, On, 2) (which follows from (1.17)), 0 < 1, 

(1.25), and BEC3, we have HoldsAt(Red, 3).                    

 
Proposition 10. Σ ∧ BEC |= HoldsAt(Green, 5) 
 
Proof. From (1.21) by universal instantiation, we have 
 

Trajectory(On, 2, Green, 3)                 (1.26) 
 
From (1.23) and BEC1, we have ¬StoppedIn(2, On, 5). From this, Happens(TurnOn, 2) 

(which follows from (1.23)), Initiates(TurnOn, On, 2) (which follows from (1.17)), 0 < 3, 

(1.26), and BEC3, we have HoldsAt(Green, 5).                    

 
Proposition 11. Σ ∧ BEC |= HoldsAt(Red, 7) 
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Proof. From (1.20) by universal instantiation, we have 
 

Trajectory(On, 2, Red, 5)                  (1.27) 
 
From (1.23) and BEC1, we have ¬StoppedIn(2, On, 7). From this, Happens(TurnOn, 2) 

(which follows from (1.23)), Initiates(TurnOn, On, 2) (which follows from (1.17)), 0 < 5, 

(1.27), and BEC3, we have HoldsAt(Red, 7).                   

 
2.4.4 The Event Calculus (EC) 
 
Miller and Shanahan [24, 14] introduced several alternative formulations of the basic event 

calculus. A number of their axioms can be combined to produce what we call EC, which 

differs from the basic event calculus in the following ways: 

 
  It allows negative time. Timepoints are either integers or real numbers. 

 
  It eliminates the InitiallyN and InitiallyP predicates. 

 
 It explicitly represents that a fluent is released from the commonsense law of inertia 

using the ReleasedAt predicate. 
 
 It adds AntiTrajectory. 

 
 It treats StoppedIn and StartedIn as abbreviations rather than predicates, and 

introduces other abbreviations. 
 
ReleasedAt(f, t) represents that fluent f is released from the commonsense law of inertia at 

timepoint t. AntiTrajectory(f1, t1, f2, t2) represents that, if fluent f1 is terminated by an event 

that occurs at timepoint t1, then fluent f2 will be true at timepoint t1 + t2. 

 
The predicates of EC are shown in Table 5.  
 
Predicate          Meaning 
HoldsAt(f, t)                           f is true at t 
Happens(e, t)                         e occurs at t 
ReleasedAt(f, t)                     f is released from the commonsense law of inertia at t 
Initiates(e, f, t)                    if e occurs at t, then f is true and not released from the commonsense   
                                                  law of inertia after t 
Terminates(e, f, t)              if e occurs at t, then f is false and not released from the commonsense  
                                                  law of inertia after t 
Releases(e, f, t)                    if e occurs at t, then f is released from the commonsense law of inertia  
                                                  after t 
Trajectory(f1, t1, f2, t2)         if f1 is initiated by an event that occurs at t1, then f2 is true at t1 + t2
AntiTrajectory(f1, t1, f2, t2)    if f1 is terminated by an event that occurs at t1, then f2 is true at t1 + t2
 
Table 5: EC and DEC predicates (e = event, f, f1, f2 = fluents, t, t1, t2 = timepoints) 
 
The axioms and definitions of EC are as follows. 
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EC1.  1 2 1 2Clipped(t , f, t )  e,t  [Happens(e, t) t t<t Terminates(e, f, t)].∃ ∧ ≤ ∧
 
EC2.  1 2 1 2Declipped(t , f, t )  e,t  [Happens(e, t) t t<t Initiates(e, f, t)].∃ ∧ ≤ ∧
 
EC3.  1 2 1 2StoppedIn(t , f, t )  e,t  [Happens(e, t) t t<t   Terminates(e, f, t)].∃ ∧ < ∧
 
EC4.  1 2 1 2StartedIn(t , f, t )  e,t  [Happens(e, t) t t<t Initiates(e, f, t)].∃ ∧ < ∧
 
EC5.  

1 1 1 2

1 1 2 2 1 1 1 2

2 1 2

[Happens(e, t ) Initiates(e, f , t ) 0 < t  
Trajectory(f , t , f , t )  StoppedIn( t , f , t  + t )] 
HoldsAt(f , t  + t ).

∧ ∧ ∧
∧ ¬ ⊃  

 
EC6.  

1 1 1 2

1 1 2 2 1 1 1 2

2 1 2

[Happens(e, t ) Ter min ates(e, f , t ) 0 < t  
AntiTrajectory(f , t , f , t )  StartedIn( t , f , t  + t )] 
HoldsAt(f , t  + t ).

∧ ∧ ∧
∧ ¬ ⊃  

 
EC7. 1 2 1 2PersistsBetween(t , f, t )  t[ReleasedAt(f, t) t t t ].¬∃ ∧ < ≤  
 
EC8. 

 1 2 1 2ReleasedBetween(t , f, t )  e,t[Happens(e, t) t t t   Releases (e, f, t)].∃ ∧ ≤ < ∧
 
EC9.  

1 1 2 1 2 1 2

2

[HoldsAt(f, t ) t  < t PersistsBetween(t , f, t )  Clipped( t , f , t )] 
HoldsAt(f , t ).

∧ ∧ ∧ ¬ ⊃

⊃

 

 
EC10. 

1 1 2 1 2 1 2

2

[ HoldsAt(f, t ) t  < t PersistsBetween(t , f, t )  Declipped( t , f , t )] 
HoldsAt(f , t ).
¬ ∧ ∧ ∧ ¬
¬

 

 
EC11.  

1 1 2 1 2 1 2

2

[ReleasedAt(f, t ) t  < t Clipped( t , f , t )  Declipped( t , f , t )] 
ReleasedAt(f , t ).

∧ ∧¬ ∧ ¬ ⊃
 

 
EC12.  

1 1 2 1 2

2

[ ReleasedAt(f, t ) t  < t ReleasedBetween(t , f, t )] 
ReleasedAt(f , t ).
¬ ∧ ∧¬
¬

⊃

2

 

 
EC13. 

1 2 1 2ReleasedIn(t , f, t )  e, t[Happens(e, t) t  < t < t   Releases(e, f, t)].∃ ∧ ∧  
 
EC14.  

1 1 1 2 1

1 2 2

[Happens(e, t ) Initiates( e, f, t ) t  < t StoppedIn(t , f, t )
ReleasedIn(t , f, t )] HoldsAt(f , t ).

∧ ∧ ∧¬
¬ ⊃

∧
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EC15. 

1 1 1 2

1 2 2

[Happens(e, t ) Ter min ates( e, f, t ) t  < t StartedIn(t , f, t )
ReleasedIn(t , f, t )] HoldsAt(f , t ).

∧ ∧ ∧¬
¬ ⊃ ¬

1 2 ∧

2

 

 
EC16. 

1 1 1 2 1

1 2 2

[Happens(e, t ) Releases( e, f, t ) t  < t StoppedIn(t , f, t )
StartedIn(t , f, t )] ReleasedAt(f , t ).

∧ ∧ ∧¬
¬ ⊃

∧

1 2 ∧

 

 
EC17.  

1 1 1

1 2 2

[Happens(e, t ) [ Initiates( e, f, t ) Ter min ates( e, f, t )] t  < t
ReleasedIn(t , f, t )] ReleasedAt(f , t ).

∧ ∨ ∧
¬ ⇒¬

 

 
Let EC be the formula generated by conjoining axioms EC5, EC6, EC9, EC10, EC11, EC12, 

EC14, EC15, EC16, and EC17 and then expanding the predicates Clipped, Declipped, 

StoppedIn, StartedIn, PersistsBetween, ReleasedBetween, and ReleasedIn using definitions 

EC1, EC2, EC3, EC4, EC7, EC8, and EC13. 

 
Example. Consider again the light example. We replace (1.15) with the following: 
 

¬HoldsAt(On, 0)                    (1.28) 
 
We add the following: 
 

¬ReleasedAt(f, t)                    (1.29) 
 
Let Σ be the conjunction of (1.10), (1.11), (1.13), (1.14), (1.16), (1.28), and (1.29). 

Again, we get the same results. 
 
Proposition 12. Σ ∧ EC |= ¬HoldsAt(On, 1) 
 
Proof. From (1.13) and EC2, we have ¬Declipped(0, On, 1). From this, (1.28), 0 < 1, 

PersistsBetween(0, On, 1) (which follows from (1.29) and EC7), and EC10, we have 

¬HoldsAt(On, 1).                                 

 
Proposition 13. Σ ∧ EC |= HoldsAt(On, 3) 
 
Proof. From (1.13) and EC3, we have ¬StoppedIn(2, On, 3). From this, Happens(TurnOn, 2) 

(which follows from (1.13)), Initiates(TurnOn, On, 2) (which follows from (1.10)), 2 < 3, 

¬ReleasedIn(2, On, 3) (which follows from (1.13) and EC13), and EC14, we have 

HoldsAt(On, 3).                                 

 
Proposition 14. Σ ∧ EC |= ¬HoldsAt(On, 5) 
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Proof. From (1.13) and EC4, we have ¬StartedIn(4, On, 5). From this, Happens(TurnOff, 4) 

(which follows from (1.13)), Terminates(TurnOff, On, 4) (which follows from (1.11)), 4 < 5, 

¬ReleasedIn(4, On, 5) (which follows from (1.13) and EC13), and EC15, we have 

¬HoldsAt(On, 5).                                 

 
2.4.5 The Discrete Event Calculus (DEC) 
 
The discrete event calculus (DEC) improves efficiency of automated reasoning by limiting 

time to the integers, and eliminating triply quantified time from many of the axioms. 

 The predicates of DEC are the same as those of EC, as shown in Table 5. The axioms and 

definitions of DEC are as follows: 

 
DEC1.  1 2 1 2StoppedIn( t , f ,t ) e,t[ Happens( e,t ) t t t Terminates(e,f,t)].∃ ∧ ≤ < ∧
 
DEC2.  1 2 1 2StartedIn( t , f ,t ) e,t[ Happens( e,t ) t t t Initiates(e,f,t)].∃ ∧ ≤ < ∧
 
DEC3.    

1 1 1 2

1 1 2 2 1 1 1 2

2 1 2

[Happens(e, t ) Initiates(e, f , t ) 0 < t  
Trajectory(f , t , f , t )  StoppedIn( t , f , t  + t )] 
HoldsAt(f , t  + t ).

∧ ∧ ∧
∧ ¬ ⊃  

 
DEC4.  

1 1 1 2

1 1 2 2 1 1 1 2

2 1 2

[Happens(e, t ) Ter min ates(e, f , t ) 0 < t  
AntiTrajectory(f , t , f , t )  StartedIn( t , f , t  + t )] 
HoldsAt(f , t  + t ).

∧ ∧ ∧
∧ ¬ ⊃  

 
DEC5.  
[ HoldAt( f ,t ) ReleasedAt( f ,t 1) e[ Happens( e,t ) Terminates(e,f,t)]]
HoldsAt( f ,t 1).

∧¬ + ∧¬∃ ∧ ⊃
+

 

 
DEC6. 
[ HoldAt( f ,t ) ReleasedAt( f ,t 1) e[ Happens( e,t ) Initiates(e,f,t)]]

HoldsAt( f ,t 1).
¬ ∧¬ + ∧¬∃ ∧
¬ +

⊃
 

 
DEC7.  
[ReleasedAt( f ,t ) e[ Happens( e,t ) [ Initiates(e,f,t) Terminates(e,f,t)]]]
ReleasedAt( f ,t 1).

∧¬∃ ∧ ∨ ⊃
+

 

 
DEC8.  
[ ReleasedAt( f ,t ) e[ Happens( e,t ) Releases(e,f,t)]]

ReleasedAt( f ,t 1).
¬ ∧¬∃ ∧
¬ +

⊃

+

 

 
DEC9.  [ Happens( e,t ) Initiates( e, f ,t )] HoldsAt( f ,t 1 ).∧ ⊃
 
DEC10. [ Happens( e,t ) Terminates( e, f ,t )] HoldsAt( f ,t 1 )∧ ⊃ ¬ .+  
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DEC11.  [ Happens( e,t ) Re leases( e, f ,t )] ReleasedAt( f ,t 1 ).∧ ⊃ +

+

 
DEC12. 

 [ Happens( e,t ) [ Initiates( e, f ,t ) Terminates(e,f,t)]] ReleasedAt( f ,t 1 ).∧ ∨ ⊃ ¬
 
Let DEC be the formula generated by conjoining axioms DEC3 through DEC12 and then 

expanding the predicates StoppedIn and StartedIn using definitions DEC1 and DEC2. 

The difference between EC and DEC is that EC operates over spans of timepoints, 

whereas DEC operates timepoint by timepoint. For example, EC14 states that a fluent that is 

initiated remains true until it is terminated or released. This corresponds to several DEC 

axioms. DEC9 states that a fluent that is initiated is true at the next timepoint. DEC5 states 

that a fluent that is true, not released from the commonsense law of inertia, and not 

terminated, is true at the next timepoint. The axioms dealing with Trajectory and 

AntiTrajectory, DEC3 and DEC4, are the same as EC5 and EC6. The definitions of StoppedIn 

and StartedIn, DEC1 and DEC2, are the same as EC3 and EC4. 

 
Example. Consider again the light example. Let Σ be as for EC. 
 
Proposition 15. Σ ∧ DEC |= ¬HoldsAt(On, 1) 
 
Proof. From (1.13), we have ¬∃e (Happens(e, 0) ∧ Initiates(e, On, 0)). From this, (1.28), 

¬ReleasedAt(On, 1) (which follows from (1.29)), and DEC6, we have ¬HoldsAt(On, 1).        

 
Proposition 16. Σ ∧ DEC |= HoldsAt(On, 3) 
 
Proof. From Happens(TurnOn, 2) (which follows from (1.13)), Initiates(TurnOn, On, 2) 

(which follows from (1.10)), and DEC9, we have HoldsAt(On, 3).                  

 
Proposition 17. Σ ∧ DEC |= ¬HoldsAt(On, 5) 
 
Proof. From Happens(TurnOff, 4) (which follows from (1.13)), Terminates(TurnOff, On, 4) 

(which follows from (1.11)), and DEC10, we have ¬HoldsAt(On, 5).                 

 
2.4.6 Equivalence of DEC and EC 
 
We have the following equivalence between DEC and EC.  
 
Proposotion 18. If the domain of the timepoint sort is restricted to the integers, then DEC is 

logically equivalent to EC. 

 
Proof.  (EC |= DEC) By universal instantiation, substituting t1 + 1 for t2. For example, DEC9 

is obtained from EC14 via the following chain of equivalences: 
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Happens(e, t1) ∧ Initiates(e, f, t1) ∧ t1 < t1 + 1 ∧ ¬StoppedIn(t1, f, t1 + 1) ∧ 
¬ReleasedIn(t1, f, t1 + 1) ⊃ HoldsAt(f, t1 + 1) 
≡ 
Happens(e, t1) ∧ Initiates(e, f, t1) ∧ 
¬∃e, t (Happens(e, t) ∧ t1 < t < t1 + 1 ∧ Terminates(e, f, t)) ∧ 
¬∃e, t (Happens(e, t) ∧ t1 < t < t1 + 1 ∧ Releases(e, f, t)) ⊃ 
HoldsAt(f, t1 + 1) 
≡  (for integer time) 
Happens(e, t1) ∧ Initiates(e, f, t1) ⊃ HoldsAt(f, t1 + 1) 

 
(DEC |= EC) By a series of lemmas showing that each EC axiom follows from DEC. See 

[25]. 

 
2.4.7 Circumscription  
 
Consider the light example. Instead of writing the single axiom 
 

Happens(e, t) ≡ (e = TurnOn ∧ t = 2) ∨ (e = TurnOff ∧ t = 4)       (1.30) 
 
we write several axioms: 
 

Happens(TurnOn, 2)                   (1.31) 
Happens(TurnOff, 4)                   (1.32) 

 
Then we circumscribe Happens in (1.31) ∧ (1.32), which yields (1.30). 

Circumscription allows us to assume by default that the events known to occur are the only 

events that occur. That is, there are no extraneous events. If we allowed extraneous events, 

then we could no longer prove, say, that the light is off at timepoint 6, because we could no 

longer prove the absence of events turning on the light between timepoints 4 and 6. If we later 

add the axiom 

 
Happens(TurnOn, 5) 

 
then we recompute the circumscription, which allows us to prove that in fact the light is on at 

timepoint 6. 

Similarly, we write separate axioms for Initiates, Terminates, and Releases, and 

circumscribe these predicates, which allows to assume by default that the known effects of 

events are the only effects of events. That is, there are no extraneous event effects. If we 

allowed extraneous event effects, then we could no longer prove that the light is off at 

timepoint 6 if some unrelated event occurred between timepoints 4 and 6, because we could 

no longer prove that the unrelated event does not turn on the light. 

 
2.4.8 Computing Circumscription 
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It is difficult to compute circumscription in general. The circumscription of a predicate in a 

formula, which is defined by a formula of second-order logic, does not always reduce to a 

formula of first-order logic. In many cases, however, we can compute circumscription using 

the following two propositions. The first proposition asserts that certain circumscriptions 

reduce to predicate completion. 

 
Proposition 19.1 Let ρ be an n-ary predicate symbol and Γ(χ1,….,χn) be a formula whose only 

free variables are χ1,….,χn. If Γ(χ1,….,χn) does not contain ρ, then the circumscription 

CIRC[∀χ1, ..., χn[Γ(χ1, ..., χn) ⇒ ρ(χ1, ..., χn)]; ρ] is equivalent to ∀χ1, ..., χn[Γ(χ1, ..., χn) ≡ ρ(χ1, 

..., χn)]. 

 
Proof. See the proof of Proposition 2 of Lifschitz [26]. (See also [27].)               
 
This gives us the following method for computing circumscription of ρ in a formula: 
 

1. Rewrite the formula in the form ∀χ1, ..., χn[Γ(χ1, ..., χn) ⊃ ρ(χ1, ..., χn)], where Γ(χ1,  

     ..., χn) does not contain ρ. 
 

2. Apply Proposition 19. 
 
The following Proposition provides a rule for computing circumscription of several 

predicates. 

 
Proposition 19.2 Let ρ1,..,ρn be predicate symbols and Γ be a formula. If Γ is positive relative 

to every ρi, then CIRC[Γ;ρ1,..,ρn] is equivalent to n
i 1=∧ CIRC[Γ; ρi]. 

 
Proof. See the proof of Proposition 14 of Lifschitz [26].                            
 
Example: Circumscription of Initiates Let Σ = Initiates(E1(χ), F1(χ), t) ∧ Initiates(E2(χ,y), 

F2(χ,y), t). We compute CIRC[Σ; Initiates] by rewriting Σ as 

 
∃χ(e = E1(χ) ∧ f = F1(χ)) ∧ f = F1(χ) ∨ 
∃χ, y (e = E2(χ,y) ∧ f = F2(χ, y)) ⊃ 
 Initiates(e, f, t) 
 

and then applying Proposition 19, which gives 
 

∃χ(e = E1(χ) ∧ f = F1(χ)) ∧ f = F1(χ) ∨ 
∃χ, y (e = E2(χ,y) ∧ f = F2(χ, y)) ≡ 
 Initiates(e, f, t) 

  
Example. Let Σ = Initiates(E1, F1, t) ∧ Initiates(E2, F2, t). We compute CIRC[Σ; Initiates] by 

rewriting Σ as 

 
(e = E1 ∧ f = F1) ∨ (e = E2 ∧ f = F2) ⊃ Initiates(e, f, t) 
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and then applying Proposition 19, which gives 
 

Initiates(e, f, t) ≡ (e = E1 ∧ f = F1) ∨ (e = E2 ∧ f = F2) 
 
Example: Circumscription of Happens Let ∆ = Happens(E1, T1) ∧ Happens(E2, T2).We 

compute CIRC[∆; Happens] by rewriting ∆ as the logically equivalent formula 

 
 (e = E1 ∧ t = T1) ∨ (e = E2 ∧ t = T2) ⊃ Happens(e, t) 
 
and then applying Proposition 19, which gives 
 
  (e = E1 ∧ t = T1) ∨ (e = E2 ∧ t = T2) ≡ Happens(e, t) 
 
Example. Let Σ be the conjunction of the following axioms: 
 

Initiates(TurnOn, On, t) 
Terminates(TurnOff, On, t)  

 
Let ∆ be the conjunction of the following axioms: 
 

Happens(TurnOn, 2) 
Happens(TurnOff, 4) 

 
Let Γ be the conjunction of (1.14), (1.28), and (1.29). We can use circumscription to prove 

that the light is on at timepoint 3. 
 
Proposition 21. 
 

CIRC[Σ; Initiates; Terminates; Releases] ∧ CIRC[∆; Happens] ∧ Γ ∧ EC 
|= HoldsAt(On, 3) 

 
Proof. From CIRC[Σ; Initiates; Terminates; Releases] and Proposition 19, we have 

 
(Initiates(e, f, t) ≡ (e = TurnOn ∧ f = On)) ∧            (1.33) 
(Terminates(e, f, t) ≡ (e = TurnOff ∧ f = On)) ∧ 
¬Releases(e, f, t) 

 
From CIRC[∆; Happens] and Proposition 19, we have 
 

Happens(e, t) ≡ (e = TurnOn ∧ t = 2) ∨ (e = TurnOff ∧ t = 4)       (1.34) 
 
From this and EC3, we have ¬StoppedIn(2, On, 3). From this, Happens(TurnOn, 2) (which 

follows from (1.34)), Initiates(TurnOn, On, 2) (which follows from (1.33)), 2 < 3, 

¬ReleasedIn(2, On, 3) (which follows from (1.34) and EC13), and EC14, we have 

HoldsAt(On, 3).                                

 
2.4.9 Event Calculus Knowledge Representation 
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This section describes methods for representing knowledge using the event calculus. These 

methods can be used with BEC, EC, and DEC. Those that do not involve trajectories or 

release from the commonsense law of inertia can also be used with SEC. 

 
Parameters 
 
We represent events and fluents with parameters as functions that return event and fluent 

terms. For example, we may represent the event of person p turning on light l using a function 

TurnOn(p, l), and the property that light l is turned on using a function On(l). We then require 

the following unique names axioms: 

 
TurnOn(p1, l1) = TurnOn(p2, l2) ⊃ p1 = p2 ∧ l1 = l2          (1.35) 
On(l1) = On(l2) ⊃ l1 = l2                  (1.36) 

 
If we have another event TurnOff(p, l), then we also require the unique names axiom: 
 

TurnOn(p1, l1) ≠ TurnOff(p2, l2)                (1.37) 
 
The U notation [28] is convenient for defining unique names axioms. If φ1,...,φκ are function 

symbols, then U[φ1,...,φκ] is an abbreviation for the conjunction of the formulas 

 
φi(χ1,...,χm) ≠ φj(y1,…,yn) 

 
where m is the arity of φi, n is the arity of φj, and χ1,...,χm and y1,…,yn are distinct variables 

such that the sort of χp is the sort of the pth argument position of φi and the sort of yp is the 

sort of the pth argument position of φj , for each 1 ≤  i < j ≤  k, and the conjunction of the 

formulas 

 
φi(χ1,...,χm) = φi(y1,...,ym) ⊃ χ1 = y1 ∧ ... ∧ χm = ym

 

where m is the arity of φi and χ1,...,χm and y1,...,ym are distinct variables such that the sort of χp 

and yp is the sort of the pth argument position of φi, for each 1 ≤ i ≤ k. 

We may then use this notation to replace (1.35), (1.36), and (1.37) with 
 

U[TurnOn, TurnOff] ∧ U[On] 
 
In the remainder of this section, we assume that appropriate unique names axioms are 

defined. 

 

Event Effects 
 
The effects of events are represented using effect axioms, which are of the form 
   

γ ⊃ Initiates(α, β, τ ), or 
γ ⊃Terminates(α, β, τ) 
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where γ is a condition, α is an event, β is a fluent, and τ is a timepoint. A condition is a 

formula containing atoms of the form HoldsAt(β, τ ) and ¬HoldsAt(β, τ ), where β is a fluent 

and τ is a timepoint. 

 

Example. Consider a counter that can be incremented and reset. The fluent Value(c, v) 

represents that counter c has value v. The event Increment(c) represents that counter c is 

incremented, and the event Reset(c) represents that the counter c is reset. We use two effect 

axioms to represent that, if the value of a counter is v and the counter is incremented, its value 

will be v + 1 and will no longer be v: 

 
HoldsAt(Value(c, v), t) ⊃ Initiates(Increment(c), Value(c, v + 1), t)     (1.38) 
HoldsAt(Value(c, v), t) ⊃ Terminates(Increment(c), Value(c, v), t)     (1.39) 

 
We use two more effect axioms to represent that, if the value of a counter is i and the counter 

is reset, its value will be 0 and will no longer be v: 

 
Initiates(Reset(c), Value(c, 0), t)                (1.40) 
HoldsAt(Value(c, v), t) ∧ c ≠ 0 ⊃ Terminates(Reset(c), Value(c, v), t)    (1.41) 

 
The effect of an event can depend on the context in which it occurs. The condition  represents 

the context. In the example of the counter, the effect of incrementing the counter depends on 

its current value. 

 
Preconditions 
 
We might represent the effect of turning on a device as follows: 
 

Initiates(TurnOn(p, d), On(d), t) 
 
But there are many things that could prevent a device from going on. It could be unplugged or 

broken, its on-off switch could be broken, and so on. A qualification is a condition that 

prevents an event from having its intended effects. The qualification problem is the problem 

of representing and reasoning about qualifications. 

A partial solution to the qualification problem is to use preconditions. The condition of 

effect axioms can be used to represent preconditions. 

 
Example. If a person turns on a device, then, provided the device is not broken, the device 

will be on: 

 
¬HoldsAt(Broken(d), t) ⊃ Initiates(TurnOn(p, d), On(d), t)       (1.42) 
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But this is not elaboration tolerant, because whenever we wish to add qualifications, we must 

modify (1.42). Instead we can use default reasoning. 

 
Example. Instead of writing (1.42), we write 
 

¬Ab1(d, t) ⊃ Initiates(TurnOn(p, d), On(d), t)            (1.43) 
 
Ab1(d, t) is an abnormality predicate [29, 30, 31, 32]. It represents that at timepoint t, device d 

is abnormal in some way that prevents it from being turned on. In general, we use a distinct 

abnormality predicate for each type of abnormality. We then add qualifications by writing 

cancellation axioms [33, 26, 31]: 

 
HoldsAt(Broken(d), t) ⊃ Ab1(d, t)               (1.44) 
¬HoldsAt(PluggedIn(d), t) ⊃ Ab1(d, t)              (1.45) 

 
We then circumscribe the abnormality predicate Ab1 in the conjunction of cancellation axioms 

(1.44) and (1.45), which yields 

 
Ab1(d, t) ≡ HoldsAt(Broken(d), t) ∨ ¬HoldsAt(PluggedIn(d), t)      (1.46) 

 
We then reason using (1.43) and (1.46). Whenever we wish to add additional qualifications, 

we add cancellation axioms and recompute the circumscription of the abnormality predicates 

in the cancellation axioms. 

 
State Constraints 
 
Law-like relationships among properties are represented using state constraints, which are 

formulas containing atoms of the form HoldsAt(β, τ) and ¬HoldsAt(β, τ), where β is a fluent 

and τ is a timepoint. 

For example, we may use two state constraints to represent that a counter has exactly one 

value at a time: 

 
∃v HoldsAt(Value(c, v), t)                  (1.47) 
HoldsAt(Value(c, v1), t) ∧ HoldsAt(Value(c, v2), t) ⊃ v1 = v2       (1.48) 

 
Concurrent Events 
 
In the event calculus, events may occur concurrently. That is, we may have Happens(e1, t1) 

and Happens(e2, t2) where e1 ≠ e2 and t1 = t2. We represent the effects of concurrent events 

using effect axioms whose conditions contain atoms of the form Happens(α, τ) and 

¬Happens(α, τ ), where α is an event and τ is a timepoint [14]. 
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Example. Consider again the example of the counter. Suppose that the value of a counter C is 

5 at timepoint 0: 

 
HoldsAt(Value(C, 5), 0)                  (1.49) 

 
Further suppose that the counter is simultaneously incremented and reset at timepoint 1: 
 

Happens(Increment(C), 1)                  (1.50) 
Happens(Reset(C), 1)                   (1.51) 

 
(1.50) leads us to conclude 
 

HoldsAt(Value(C, 6), 2) 
 
whereas (1.51) leads us to conclude 

 
HoldsAt(Value(C, 0), 2) 

 
These formulas contradict the state constraint (1.48). In order to deal with this, we may 

specify exactly what happens when a counter is simultaneously incremented and reset. There 

are a number of possibilities. One possibility is that nothing happens. We replace the effect 

axioms (1.38), (1.39),(1.40), and (1.41) with the following effect axioms: 

 
¬Happens(Reset(c), t) ∧ HoldsAt(Value(c, v), t) ⊃          (1.52) 
Initiates(Increment(c), Value(c, v + 1), t) 
 
¬Happens(Reset(c), t) ∧ HoldsAt(Value(c, v), t) ⊃          (1.53) 
Terminates(Increment(c), Value(c, v), t) 

 
¬Happens(Increment(c), t) ⊃                 (1.54) 
Initiates(Reset(c), Value(c, 0), t) 

 
¬Happens(Increment(c), t) ∧ HoldsAt(Value(c, v), t) ∧ c ≠ 0 ⊃      (1.55) 
Terminates(Reset(c), Value(c, v), t) 

 
Another possibility is that the counter is neither incremented nor reset, but that the counter 

enters an error state. We use the effect axioms (1.52), (1.53), (1.54), and (1.55), and a further 

effect axiom that represents that, if a counter is simultaneously reset and incremented, it will 

be in an error state: 

 
Happens(Reset(c), t) ⊃ 
Initiates(Increment(c), Error(c), t) 

 
We could also have written this as 
 

Happens(Increment(c), t) ⊃ 
Initiates(Reset(c), Error(c), t) 
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Another possibility is that, if a counter is simultaneously reset and incremented, the 

incrementing takes priority and the counter is incremented: 

 
HoldsAt(Value(c, v), t) ⊃ 
Initiates(Increment(c), Value(c, v + 1), t) 

 
HoldsAt(Value(c, v), t) ⊃ 
Terminates(Increment(c), Value(c, v), t) 

 
¬Happens(Increment(c), t) ⊃ 
Initiates(Reset(c), Value(c, 0), t) 

 
¬Happens(Increment(c), t) ∧ HoldsAt(Value(c, v), t) ∧ c ≠ 0 ⊃ 
Terminates(Reset(c), Value(c, v), t) 

 
Similarly, we could represent that, if a counter is simultaneously reset and incremented, the 

resetting takes priority and the counter is reset. 

 
Triggered Events 
 
Events that are triggered under certain circumstances are represented using trigger axioms 

[21, 23, 15], which are of the form 

 
 γ ⇒Happens(α, τ) 

 
where γ is a condition, α is an event, and τ is a timepoint. 
 
Example. Consider a thermostat that turns on a heater when the temperature drops below A, 

and turns off the heater when the temperature rises above B. We represent this using two 

effect axioms and two trigger axioms: 

 
Initiates(TurnOn, On, t) 
Terminates(TurnOff, On, t) 
HoldsAt(Temperature(v), t) ∧ v < A ∧ ¬HoldsAt(On, t) ⊃ Happens(TurnOn, t) 
HoldsAt(Temperature(v), t) ∧ v > B ∧ HoldsAt(On, t) ⊃ Happens(TurnOff, t) 

 
The conditions ¬HoldsAt(On, t) and HoldsAt(On, t) are required to prevent TurnOn and 

TurnOff from repeatedly triggering. 

 
Continuous Change 
 
Examples of continuous change include falling objects, expanding balloons, and containers 

being filled. Continuous change is represented using trajectory axioms [15, 21, 22], which are 

of the form 

 
γ ⊃ Trajectory(β1, τ1, β2, τ2), or  
γ ⊃ AntiTrajectory(β1, τ1, β2, τ2) 
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where γ is a condition, β1 and β2 are fluents, and τ1 and τ2 are timepoints. Trajectory is used to 

determine the truth value of fluent β2 after fluent β1 is initiated, until β1 is terminated. 

AntiTrajectory is used to determine the truth value of fluent β2 after fluent β1 is terminated, 

until β1 is initiated.

Although DEC does not support continuous time, we may still use Trajectory and 

AntiTrajectory in DEC to represent gradual change. Gradual change is a discrete 

approximation to continuous change in which the value of a changing fluent is only 

represented for integer timepoints. 

 
Example. Consider a falling object. We use effect axioms to represent that, if a person drops 

an object, then it will be falling, and if an object hits the ground, then it will no longer be 

falling: 

 
Initiates(Drop(p, o), Falling(o), t)               (1.56) 
Terminates(HitGround(o), Falling(o), t)             (1.57) 

 
We represent that, if a person drops an object, then its height will be released from the 

commonsense law of inertia: 

 
Releases(Drop(p, o), Height(o, h), t)              (1.58) 

 
(For an object o, Height(o, h) is released for all h.) We use a trajectory axiom to represent that 

the height of the object is given by an equation of free-fall motion, where G is the 

acceleration due to gravity (9,8 m/sec2): 

 
 HoldsAt(Height(o, h), t1) ∧                   (1.59) 
 Happens(Drop(α, o), t1), ∧ 0 < t2 ∧ 
 ¬StoppedIn(t1, Falling(o), t1 + t2) ⊃ 
 HoldsAt(Height(h – (1/2)G*t2

2), t1 + t2) 
 
(The predicate Trajectory allows to express (1.59) more compactly) 

 
HoldsAt(Height(o, h), t1) ⊃        
Trajectory(Falling(o), t1, Height(o, h – (1/2)G*t2

2), t2) 
 
We use a trigger axiom to represent that, when an object is falling and its height is 0, it hits 

the ground: 

 
HoldsAt(Falling(o), t) ∧ HoldsAt(Height(o, 0), t) ⊃          (1.60) 
Happens(HitGround(o), t) 

 
We specify that, if an object hits the ground and its height is h, then its height will be h and its 

height will no longer be released from the commonsense law of inertia: 
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HoldsAt(Height(o, h), t) ⊃ Initiates(HitGround(o), Height(o, h), t)     (1.61) 

 
We specify that an object has a unique height: 
 

HoldsAt(Height(o, h1), t) ∧ HoldsAt(Height(o, h2), t) ⊃ h1 = h2       (1.62) 
 
At timepoint 0, Nathan drops an apple whose height is G/2: 
 

¬HoldsAt(Falling(Apple), 0)                 (1.63) 
HoldsAt(Height(Apple, G/2), 0)                (1.64) 
Happens(Drop(Nathan, Apple), 0)               (1.65) 

 
We can then show that the apple will hit the ground at timepoint 1, and its height at timepoint 

2 will be zero. 

 
Proposition 22. Let Σ = (1.56) ∧ (1.57) ∧ (1.58) ∧ (1.61), ∆ = (1.60) ∧ (1.65), Ω = U[Drop, 

HitGround] ∧ U[Falling, Height], Γ = (1.59) ∧ (1.62) ∧ (1.63) ∧ (1.64). Then we have 

 
CIRC[Σ; Initiates, Terminates, Releases] ∧ CIRC[∆; Happens] ∧  Ω ∧ Γ ∧ EC 

|= HoldsAt(Height(Apple, 0), 1) ∧ 
Happens(HitGround(Apple), 1) ∧ 
HoldsAt(Height(Apple, 0), 2). 

 
Proof. From CIRC[Σ; Initiates, Terminates, Releases] and Proposition 19, we have 
 
 Initiates(e, f, t) ⇔                      (2.1) 
 ∃α, o (e = Drop(α, o) ∧ f = Falling(o)) ∨ 
 ∃o, h (e = HitGround(o) ∧ 

f = Height(o, h) ∧ 
HoldsAt(Height(o, h), t)) 
 
Terminates(e, f, t) ⇔                   (2.2) 
∃o (e = HitGround(o) ∧ f = Falling(o)) 
 
Release(e, f, t) ⇔                    (2.3)  
∃α, o, h (e = Drop(α, o) ∧ f = Height(o, h)) 

 
From CIRC[∆;  Happens] and Proposition 19, we have: 
 
 Happens(e, t) ⇔                      (2.4) 
 ∃o (e = HitGround(o) ∧ 
 HoldsAt(Falling(o), t) ∧ 
 HoldsAt(Height(o, 0), t)) ∨ 
 (e = Drop(Nathan, Apple) ∧ t = 0) 
 
We can show 
 
 ¬∃t (0 < t < 1 ∧ Happens(HitGround(Apple), t))            (2.5) 
 
To see this, suppose to the contrary, that 
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  ∃t (0 < t < 1 ∧ Happens(HitGround(Apple), t)) 
 
Let Happens(HitGround(Apple), τ) be the first such event. That is, we have 
 
 0 < τ < 1                         (2.6) 
 Happens(HitGround(Apple), τ)                  (2.7) 
 ¬∃ 'τ  (0 < 'τ  < τ ∧ Happens(HitGround(Apple), 'τ ))           (2.8) 
 
From (2.6) and (2.4), we have 
 
 HoldsAt(Height(Apple, 0), τ)                   (2.9) 
 
From (2.2), (2.8), and EC3, we have ¬StoppedIn(0, Falling(Apple), τ). From this, (1.64), 

(1.65), 0 < τ (which follows from (2.6)), and (1.59), we have 

 
 HoldsAt(Height(Apple, (1/2)G(1 – τ2)), τ) 
 
From this, (2.6), and (1.62), we have ¬HoldsAt(Height(Apple, 0), τ), which contradicts (2.9). 
 
From (2.2), (2.5), and EC3, we have 
 
 ¬StoppedIn(0, Falling(Apple), 1)                 (2.10) 
 
From this, (1.64), (1.65), 0 < 1, and (1.59), we have 
 
 HoldsAt(Height(Apple, 0), 1)                  (2.11) 
 
From (2.3), we have 
 
 ¬ReleasedIn(0, Falling(Apple), 1) 
 
From this, (1.65), (1.56), 0 < 1, (2.10), and EC14, we have HoldsAt(Falling(Apple), 1). From 
this, (2.11), and (1.60), we have 
 
 Happens(HitGround(Apple), 1)                  (2.12) 
 
From (2.2), and EC3, we have 
 
  ¬StoppedIn(1, Height(Apple, 0), 2)                (2.13) 
 
From (2.3), (2.4), and EC13, we have  ¬ReleasedIn(1, Height(Apple, 0), 2). From this, (2.11), 

(2.12), (1.61), 1 < 2, (2.13), and EC14, we have HoldsAt(Height(Apple, 0), 2).          

 
Nondeterministic Effects 
 
Nondeterministic effects of events can be represented in the event calculus using determining 

fluents [15], or fluents released from the commonsense law of inertia that are used within the 

conditions of effect axioms. 
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Example. Consider the example of rolling a die with six sides. We define a determining 

fluent DieDF(d, s) which represents that die d will land on side s. This fluent is released from 

the commonsense law of inertia. In EC and DEC, we require the axiom  

 
ReleasedAt(DieDF(d, s), t) 

 
In BEC, a fluent that is never initiated or terminated and is neither InitiallyN nor InitiallyP is 

released from the commonsense law of inertia, so no further axioms are required to release 

DieDF from the commonsense law of inertia. 

 
We use state constraints to represent that, at any timepoint, DieDF(d, s) assigns one of the 

sides {1,…,6} to a die: 

 
∃s HoldsAt(DieDF(d, s), t) 
HoldsAt(DieDF(d, s1), t) ∧ HoldsAt(DieDF(d, s2), t) ⊃ s1 = s2

HoldsAt(DieDF(d, s), t) ⊃ s = 1 ∨ s = 2 ∨ s = 3 ∨ s = 4 ∨ s = 5 ∨ s = 6 
 
We use effect axioms to represent that, if a die is rolled at a timepoint, it will land on the side 

assigned to the die by DieDF at that timepoint: 

  
HoldsAt(DieDF(d, s), t) ⊃ Initiates(Roll(d), Side(d, s), t) 

 
HoldsAt(Side(d, s1), t) ∧ HoldsAt(DieDF(d, s2), t) ∧ s1 ≠ s2 ⊃ 
Terminates(Roll(d), Side(d, s1), t) 

 
Suppose a die D is rolled at timepoint 0: 
 

Happens(Roll(D), 0) 
 
What side of the die faces up at timepoint 1? Because DieDF is free to take on any of six 

values at timepoint 0, we get six classes of models: one in which HoldsAt(DieDF(D, 1), 0) 

and therefore HoldsAt(Side(D, 1), 1), one in which HoldsAt(DieDF(D, 2), 0) and therefore 

HoldsAt(Side(D, 2), 1), and so on. 
 
Indirect Effects 
 
Suppose that a person and a book are in the living room of a house. When the person walks 

out of the living room, the book will normally remain in the living room. But if the person is 

holding the book and walks out of the living room, then the book will no longer be in the 

living room. That is, an indirect effect or ramification of the person walking out of the living 

room is that the book the person is holding changes location. The ramification problem [34, 

35, 36] is the problem of representing and reasoning about the indirect effects of events. 

Much research has been performed on the ramification problem [2, 9, 10, 28, 34, 35, 36, 37, 
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38, 39, 40, 41, 42, 43, 44]. Several methods can be used for solving this problem in the event 

calculus. 

 
Example (State Constraints) 

Consider again the example of a light. We represent the direct effect of turning on a light 

using an effect axiom: 

 
Initiates(TurnOn(l), On(l), t ) 

 
We may use a state constraint to represent the indirect effect of turning on the light, namely 

that the light is not off: 

 
¬HoldsAt(Off(l), t) ≡ HoldsAt(On(l), t) 

 
The fluent Off(l) must be released from the commonsense law of inertia. In EC and DEC, we 

require the axiom  

 
ReleasedAt(Off(l), t) 

This method of representing indirect effects works if it is possible to divide fluents into 

primitive and derived fluents [28, 36, 40, 45]. Here On is primitive and Off is derived. The 

direct effects of events on primitive fluents are represented using effect axioms, whereas the 

indirect effects of events on derived fluents are represented using state constraints. 

 
Example (Release from Inertia and State Constraints) 

Suppose that we wish to represent the indirect effects of walking while holding an object, 

namely that the object moves along with the person holding it. We create a simple 

axiomatization of space. We start by representing the direct effects of walking. If a person 

walks from location l1 to location l2, then the person will be at l2 and will no longer be at l1: 

 
Initiates(Walk(p, l1, l2), At(p, l2), t) ∧ 
l1 ≠ l2 ⊃ Terminates(Walk(p, l1, l2), At(p, l1), t) 

 
We also represent the direct effects of picking up and setting down an object. If a person and 

an object are at the same location and the person picks up the object, then the person will be 

holding the object: 

 
HoldsAt(At(p, l), t) ∧ HoldsAt(At(o, l), t) ⊃ 
Initiates(PickUp(p, o), Holding(p, o), t) 

 
If a person sets down an object, then the person will no longer be holding it: 
 

Terminates(SetDown(p, o), Holding(p, o), t) 
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We then represent the indirect effects of walking with a Releases axiom, a state constraint, 

and an effect axiom. If a person and an object are at the same location and the person picks up 

the object, then the object’s location will be released from the commonsense law of inertia: 

 
HoldsAt(At(p, l), t) ∧ HoldsAt(At(o, l), t) ⊃             (1.66) 
Releases(PickUp(p, o), At(o, ), t) l'

 
(For any given object o, At(o, ) is released for all .) If a person who is holding an object is 

located at l, then the object is also located at l: 

l' l'

 
HoldsAt(Holding(p, o), t) ∧ HoldsAt(At(p, l), t) ⊃ HoldsAt(At(o, l), t)     (1.67) 

 
If a person is holding an object, the person is located at l, and the person sets down the object, 

then the object will be located at l and the object’s location will no longer be released from 

the commonsense law of inertia: 

 
HoldsAt(Holding(p, o), t) ∧ HoldsAt(At(p, l), t) ⊃           (1.68) 
Initiates(SetDown(p, o), At(o, l), t) 

 
Example (Effect Axioms) 

Another way of representing indirect effects is simply to add more effect axioms. We replace 

(1.66), (1.67), and (1.68) with effect axioms that state that, if a person who is holding an 

object walks from location l1 to location l2, then the object will be at location l2 and will no 

longer be at l1: 

 
HoldsAt(Holding(p, o), t) ⊃ Initiates(Walk(p, l1, l2), At(o, l2), t) 
HoldsAt(Holding(p, o), t) ∧ l1 ≠ l2 ⊃ Terminates(Walk(p, l1, l2), At(o, l1), t) 

 
Example (Effect Constraints) 

Another way of representing indirect effects is to use effect constraints [15, 36], which are of 

the form 

 
 γ ∧ π1(α, β1, τ) ⊃ π2(α, β2, τ) 
 
where  γ is a condition, π1 and π2 are Initiates or Terminates, α is an event variable, β1 and β2 

are fluents, and τ is a timepoint. We use effect constraints to represent that an object moves 

along with the person holding it: 

 
HoldsAt(Holding(p, o), t) ∧ Initiates(e, At(p, l), t) ⊃ Initiates(e, At(o, l), t) 
HoldsAt(Holding(p, o), t) ∧ Terminates(e, At(p, l), t) ⊃ Terminates(e, At(o, l), t) 

 
The event calculus can also be extended to deal with instantaneously interacting indirect 

effects [36]. The aforementioned methods for dealing with ramifications have various 
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advantages and disadvantages. The method of state constraints is simple, but it requires a 

clear separation of fluents into those directly affected by events (primitive fluents) and those 

indirectly affected by events (derived fluents). 

The method of releasing a fluent from the commonsense law of inertia allows a fluent to 

be primitive at some timepoints and derived at other timepoints. But then more bookkeeping 

is required. We must release the fluent from the commonsense law of inertia, and later make 

the fluent again subject to this law. 

The method of using effect axioms is also simple, but it is less elaboration tolerant. In our 

example, if we add another way for a person to change location, such as running, we must 

also add axioms for the indirect effects of running: 

 
HoldsAt(Holding(p, o), t) ⊃ Initiates(Run(p, l1, l2), At(o, l2), t) 
HoldsAt(Holding(p, o), t) ∧ l1 ≠ l2 ⊃ Terminates(Run(p, l1, l2), At(o, l1), t) 

 
The method of using effect constraints is the most elaboration tolerant. But we cannot apply 

Proposition 19 in order to compute the circumscription of Initiates and Terminates in effect 

constraints. 

 
Domain Descriptions 
 
Let EC be the formula generated by conjoining axioms EC5, EC6, EC9, EC10, EC11, EC12, 

EC14, EC15, EC16, and EC17 and then expanding the predicates Clipped, Declipped, 

StoppedIn, StartedIn, PersistsBetween, ReleasedBetween, and ReleasedIn using definitions 

EC1, EC2, EC3, EC4, EC7, EC8, and EC13. 
 
DEFINITION 2.1 
An event calculus domain description is given by 
     
CIRC[ ; Initiates,Terminates,Releases ] CIRC[ ; Happens ] ECΣ ∆ Ω Ψ Π Γ∧ ∧ ∧ ∧ ∧ ∧
where 
 

• Σ is a conjunction of Initiates, Terminates, and Releases formulas, 

• ∆ is a conjunction of Happens and temporal ordering formulas, 

• Ω is the uniqueness-of-names axioms for all the event symbols conjoined with the 

uniqueness-of-names axioms for all the fluent symbols, 

• Ψ is a conjunction of state constraints, 

• Π is a conjunction of Trajectory and AntiTrajectory formulas, and 

• Γ is a conjunction of HoldsAt and Releases formulas. 

 

2.5 Comparison Between Situation Calculus and Event Calculus 
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Both calculi have similar ontologist, axioms and very similar ideas about how a model of a 

domain should progress between states. The differences between the two are often harder to 

see and can be quite subtle. Therefore, we focus on the differences rather than the similarities 

between the situations. We focus mainly on 4 core areas: dealing with the frame problem, 

temporal representation, non-determinism, and concurrency. 

 
Temporal Representation 

The representation of time in each calculus is the core difference between the two calculi. At 

a first glance, the only difference may be that Event Calculus relies on discrete time, while 

Situation Calculus relies on the non-specific representation of situations. However, this 

simple statement fails to the complex and often subtle effects that the difference in temporal 

representations may have. 

A central feature of the Event Calculus is that it uses a time structure which is independent 

of any action occurrences is established or assumed, i.e. it is narrative-based. Time is a linear 

(we only move forward) and is represented by non-negative and real numbers. Situation 

Calculus lacks this narrative; we don’t model the time that an action occurs; only that it will 

happen after the previous situation. Essentially the actions are possible events rather than 

actual occurrences. 

This is a very fundamental difference between the two calculi and has many affects on the 

kind of limitations each calculus has. The most obvious difference is the ability to model 

specific times. In a multi-agent system, the planning and synchronisation of agents is greatly 

assisted by such a modelling. For example, in a cooking domain, we wish to model a simple 

event such as “at 12.00pm, make a salad” so that we may have lunch. In Event Calculus the 

answer is simple: 

 
Happens(a, t) ≡ [make_dish(salad) ∧  t = 1200] 

 
Event Calculus provides with the easy option of simply modelling a specific action at a 

specific time while Situation Calculus has none. 

One of the limitations of most formulations of the situation calculus is that situations need 

to be named explicitly in terms of a sequence of actions following the initial state. This 

creates issues when we lack certain information about a situation. One of our cooking agents 

may be attempting to bake a cake. It places the cake in the oven and leave. Sometime later, 

the oven explores. The agent concludes from this that the cake has created is now ruined. 

However, it soon gets a communication from a second agent, that the cake was removed 

shortly before the explosion. The first agent now concludes that the cake was, in fact, not 

ruined. 
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In the example above, our agent is in a situation with incomplete information. In a 

complex environment, this kind of problem will come up a great deal. The agents within will 

not be able to assume complete knowledge at all times. In our example, the agent dealt with 

the problem by assuming the events that took place were the only ones that occurred. If our 

agent were using Situation Calculus, it would have a great deal of difficulty. We can represent 

the conclusion that the cake was ruined as: 

 
ruined(cake, do(explode(oven), do(do(PlaceIn(agt1, cake, oven), S0)))) 

 
However, when the agent learns that the cake was removed by a second agent, we have no 

way of incorporating this new knowledge. Although we can show 

 
¬ ruined(cake, do(explode(oven), do(transfer(agt2, cake), 
do(do(PlaceIn(agt1, cake, oven), S0)))) 

 
This knowledge can be shown at any time, either before or after we have learnt of the second 

agent’s actions. The cake was taken between S0 and the explosion but we have no way of 

explicity representing this as we cannot represent specific time. Event Calculus has no such 

problem, modelling the initial knowledge as 

 
Happens(a, t) ≡ [[a = PlaceIn(agt1, cake, oven) ∧ t = 1)] ∨ 

[α = explode(oven) ∧ t = 10)]] 
 
 

HoldsAt(ruined(cake), t = 11) 
 
and the new conclusion as 
 

Happens(α, t) ≡ [[α = PlaceIn(agt1, cake, oven) ∧ t = 1)] ∨ 
[α = transfer(agt2, cake, oven) ∧ t = 8)] ∨ 

[α = explode(oven) ∧ t = 10)]] 
 
HoldsAt(¬ ruined(cake), t = 11) 

 
 
Approaches to the Frame Problem 

Another key difference is in the way that the frame axiom is handled. In Event Calculus 

something holds if it was initiated at an earlier time point and not terminated between that 

time point and the current one. In Situation Calculus something holds if it was initiated by the 

last action, or if it held in the previous situation and was not terminated by the last action. 

Under certain conditions these statements are just two equivalent formulations of the same 

axiom, but in other there are significant differences. 
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An example of this is derived properties. In some situations, we would like to derive the 

properties of one fluent from the current state of other fluents i.e. a fluent may be dependent 

on other fluents. Representing this in a logic formalism is a form of the ramification problem 

which looks at how to model indirect actions. 

 
In our cooking example a fluent meal_ready may be derived from whether both a salad and a 

cake have been fully prepared:  

 
meal_ready ← ready(salad) ∧ ready(cake) 

 
The successor states in Situation Calculus assume that all fluents are independent. This means 

that such dependencies will sometimes encounter issues. This means that with derived 

properties such as in the example above, there will ambiguity at times as to the exact value of 

meal_ready. If the salad is ready and we finish off the cake, the constraint is not strong 

enough to enforce that the meal is now ready; it may be that finishing the cake causes the 

salad to cease being ready. Event Calculus has no problems with representing such a 

situation. The manner in which frame axioms have been modelled is separate to other 

dependencies axioms and it is able to incorporate them, if applicable. 

There is also a difference in the expense of handling each kind of action. In Situation 

Calculus, we must have a successor state axiom for each fluent. Whenever an action is taken, 

we must check through all fluents and determine whether or not they need to be altered. In a 

complex environment there may be a multitude of fluents each with a large amount of ways in 

which it could possible change. Checking all of these for every action has the possibility of 

being quite expensive. Though this is far easier to calculate than the infinite amount of non-

changes, it still possibly quite expensive. 

As opposed to the fluent-based approach above, Event Calculus uses an action based 

approach, where the properties of the world are altered only by actions. This means whenever 

an action is taken, we only need to look at the effects of the action to see what must be 

updated. The number of fluents in our domain will have no effect on the cost of changing 

states; only the complexity of the action will. 

The difference is again, due to temporal representation. Event Calculus, with its ability to 

model specific time points, is able to specify exactly when events start and end. Situation 

Calculus does not have the representational power to specify exact times and can not place as 

many constraints of the effects of its action. Therefore it must use successor states. 

 
Hypothetical Reasoning 
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Hypothetical Reasoning tells us, starting at the current state of the world, if a series of actions 

take place, what values would have a specific fluent. It can be used as a form of planning to 

tell us whether or not our goals can be reached if we perform a specific set of actions. 

The representation of time using situations provides Situation Calculus some powerful 

advantages with regards to this kind of reasoning. The world in Situation Calculus changes 

from one situation to another as a result of performing some action. Since an agent can 

perform a variety of actions, there are many possible futures. Therefore Situation Calculus 

can be viewed as having a branching time structure. The branching structures can be 

interpreted as alternative ways in which the world may evolve. Therefore the temporal 

structure of the situation calculus can be used as a basis for hypothetical reasoning. If we wish 

to model what would happen if a hypothetical event took place, situations provide us with the 

ability to model what would happen without needing to create a separate model. 

In Event Calculus there is no notion of branching; events sequentially occur at explicit 

times. There is no concept of branching as events can only occur linearly. If we have a non-

deterministic action, we must be able to represent both models of what could occur. However, 

there can only exist a single sequence of events; combining information about two unrelated 

sequences is not possible within this formalism, because one sequence will always exclude 

the other. Hypothetical reasoning may still be performed on the formalism but we can’t model 

it within the calculus.  

Whereas the event calculus was originally intended for representing and reasoning about 

actual events, the situation calculus was designed for reasoning about hypothetical events and 

situations, making it far more suitable to hypothetical reasoning due to its branching time 

structure. 

 
Concurrency 

Though concurrency is not a feature available in either formalism in their basic forms, its 

importance has to lead to extensions being created in each language. As with most other 

features, it is the representation of time which causes the difference between each 

implementation. 

The ability of Event Calculus to model the specific time an action occurs makes it 

straightforward to express that two or more actions have occurred or will occur 

simultaneously. Concurrency can be achieved by simply extending the foundational axioms to 

allow more than a single action to occur at the same point in time. One agent picking up a 

tomato and another picking up a lettuce may be modelled as 

 
 

Happens(α, t) ≡ [[α = acquire(agt1, lettuce) ∧ t = 1] ∧ 
[α = acquire(agt2, tomato) ∧ t = 1]] 
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Situation Calculus is far less suited for concurrency. As actions are modelled as sequential 

and an inability to be specific times, a solution similar to the one proposed for event calculus 

is not applicable. Rather than modelling each action occurring independently as with Event 

Calculus, we can model all actions occurring at the same time as a ”set of atomic actions”. 

This is done by modifying a variety of actions to ensure that all are possible, note that all 

occur at the same time, modifications to the successor state axiom and a variety of other 

details. The two agents can now be modelled as 

 
do(acquire(agt1, lettuce), acquire(agt2, tomato), S0))) 

 
Though both languages have the ability to add concurrency, the implementation of this differs 

dramatically. Both representations are quite succinct but Event Calculus allows a much more 

natural addition to the pre-existing axioms when compared to the multitude of changes that 

must occur for situation calculus. 

 
Reconciliation 

Though we have focused on the differences between the two representations, in many ways 

they are very similar. Both have an ontology consisting of fluents, actions and a timer 

representation. Many of the underlying axioms, although implemented differently, express the 

same ideas. Because of this, there has been a lot of work to reconcile the two representations 

[71, 72, 73, 74]. This has been done in two ways: by extending one so that it subsumes all 

functionality of the other, or by producing a hybrid of the two formalisms that attempts to 

take the best features from each side. 

 
2.6 Satisfiability Problems (SAT) 
 
Satisfiability is the problem of determining if the variables of a given Boolean formula can be 

assigned in such a way as to make the formula evaluate to true. Equally important is to 

determine whether no such assignments exist, which would imply that the function expressed 

by the formula is identically false for all possible variable assignments. In this latter case, we 

would say that the function is unsatisfiable; otherwise it is satisfiable. To emphasize the 

binary nature of this problem, it is frequently referred to as Boolean or propositional 

satisfiability. The shorthand "SAT" is also commonly used to denote it, with the implicit 

understanding that the function and its variables are all binary-valued. 

 
2.6.1 Basic definitions, terminology and applications 
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In complexity theory, the Boolean satisfiability problem (SAT) is a decision problem, whose 

instance is a Boolean expression written using only AND (∧), OR (∨), NOT (¬), variables, 

and parentheses. The question is: given the expression, is there some assignment of true and 

false values to the variables that will make the entire expression true? A formula of 

propositional logic is said to be satisfiable if logical values can be assigned to its variables in 

a way that makes the formula true. The Boolean satisfiability problem is NP-complete. The 

propositional satisfiability problem (PSAT), which decides whether a given propositional 

formula is satisfiable, is of central importance in various areas of computer science, including 

theoretical computer science, algorithmics, artificial intelligence, hardware design, electronic 

design automation, and verification. 

The problem can be significantly restricted while still remaining NP-complete. By 

applying De Morgan's laws, we can assume that NOT operators are only applied directly to 

variables, not expressions; we refer to either a variable or its negation as a literal. For 

example, both x1 and ¬x2 are literals, the first a positive literal and the second a negative 

literal. If we OR together a group of literals, we get a clause, such as (x1 ∨ ¬(x2)). Finally, let 

us consider formulae that are a conjunction (AND) of clauses - this is the conjunctive normal 

form (CNF). Determining whether a formula in this form is satisfiable is still NP-complete, 

even if each clause is limited to at most three literals. This last problem is called 3SAT, 

3CNFSAT, or 3-satisfiability. 

On the other hand, if we restrict each clause to at most two literals, the resulting problem, 

2SAT, is NL-complete. Alternately, if every clause must be a Horn clause [46], containing at 

most one positive literal, the resulting problem, Horn-satisfiability, is P-complete. 

Cook's theorem [47] proves that the Boolean satisfiability problem is NP-complete, and in 

fact, this was the first decision problem proved to be NP-complete. However, beyond this 

theoretical significance, efficient and scalable algorithms for SAT that were developed over 

the last decade have contributed to dramatic advances in our ability to automatically solve 

problem instances involving tens of thousands of variables and millions of constraints.  

 
2.6.2 Complexity and restricted versions  
 
NP-completeness 
 
SAT was the first known NP-complete problem, as proved by Stephen Cook in 1971 (see 

Cook's theorem for the proof [47]). Until that time, the concept of an NP-complete problem 

did not even exist. The problem remains NP-complete even if all expressions are written in 

conjunctive normal form with three variables per clause (3-CNF), yielding the 3SAT 

problem. This means the expression has the form: 
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 (x11 ∨ x12 ∨ x13) ∧ 
 (x21 ∨ x22 ∨ x23) ∧ 
 (x31 ∨ x32 ∨ x33) ∧ … 

where each x is a variable or a negation of a variable, and each variable can appear multiple 

times in the expression.  

NP-completeness only refers to the run-time of the worst case instances. Many of the 

instances that occur in practical applications can be solved much more quickly.  

SAT is easier if the formulas are restricted to those in disjunctive normal form, that is, they 

are disjunction (OR) of terms, where each term is a conjunction (AND) of literals (possibly 

negated variables). Such a formula is indeed satisfiable if and only if at least one of its terms 

is satisfiable, and a term is satisfiable if and only if it does not contain both x and ¬ x for 

some variable x. This can be checked in polynomial time. 

2-satisfiability 

SAT is also easier if the number of literals in a clause is limited to two, in which case the 

problem is called 2SAT. This problem can also be solved in polynomial time. 

One of the most important restrictions of SAT is HORNSAT, where the formula is a 

conjunction of Horn clauses. This problem is solved by the polynomial-time Horn-

satisfiability algorithm, and is in fact P-complete. It can be seen as P's version of the Boolean 

satisfiability problem. 

Provided that the complexity classes P and NP are not equal, none of these restrictions are 

NP-complete, unlike SAT. The assumption that P and NP are not equal is not currently 

proved. 

3-satisfiability 

3-satisfiability is a special case of k-satisfiability (k-SAT) or simply satisfiability (SAT), when 

each clause contains exactly k = 3 literals. 

Here is an example: 

 E = (x1 ∨ ¬x2 ∨ ¬x3) ∧ (x1 ∨ x2 ∨ x4) 

E has two clauses (denoted by parentheses), four literals (x1, x2, x3, x4), and k=3 (three literals 
per clause). 

 56



To solve this instance of the decision problem we must determine whether there is a truth 

value (true or false) we can assign to each of the literals (x1 through x4) such that the entire 

expression is true. In this instance, there is such an assignment (x1 = true, x2 = true, x3=true, 

x4=true), so the answer to this instance is YES. This is one of many possible assignments, with 

for instance, any set of assignments including x1 = true being sufficient. If there were no such 

assignment(s), the answer would be NO. 

Since k-SAT (the general case) reduces to 3-SAT, and 3-SAT can be proven to be NP-

complete, it can be used to prove that other problems are also NP-complete. This is done by 

showing how a solution to another problem could be used to solve 3-SAT. It's often easier to 

use reductions from 3-SAT than SAT to problems which researchers are attempting to prove 

NP-complete. 

Runtime behavior 

As mentioned briefly above, though the problem is NP-complete, many practical instances 

can be solved much more quickly. Many practical problems are actually "easy", so the SAT 

solver can easily find a solution, or prove that none exists, relatively quickly, even though the 

instance has thousands of variables and tens of thousands of constraints. Other much smaller 

problems exhibit run-times that are exponential in the problem size, and rapidly become 

impractical. Unfortunately, there is no reliable way to tell the difficulty of the problem 

without trying it. Therefore, almost all SAT solvers include time-outs, so they will terminate 

even if they cannot find a solution. Finally, different SAT solvers will find different instances 

easy or hard, and some excel at proving unsatisfiability, and others at finding solutions. All of 

these behaviors can be seen in the SAT solving contests [48]. 

2.6.3 Algorithms for Solving SAT 

There are two classes of high-performance algorithms for solving instances of SAT in 

practice: modern variants of the DPLL algorithm, and stochastic local search algorithms. 

A DPLL SAT solver employs a systematic backtracking search procedure to explore the 

(exponentially-sized) space of variable assignments looking for satisfying assignments. The 

basic search procedure was proposed in two papers in the early 60s [49, 50] and is now 

commonly referred to as the Davis-Putnam-Logemann-Loveland algorithm (“DPLL” or 

“DLL”). 

2.6.3.1 DPLL algorithm 
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DPLL/Davis-Putnam-Logemann-Loveland algorithm is a complete, backtracking-based 

algorithm for deciding the satisfiability of propositional logic formulae in conjunctive normal 

form, i.e. for solving the CNF-SAT problem. It was introduced in 1962 by Martin Davis, 

Hilary Putnam, George Logemann and Donald W. Loveland, and is a refinement of the earlier 

Davis-Putnam algorithm, which is a resolution-based procedure developed by Davis and 

Putnam in 1960. DPLL is a highly efficient procedure, and after more than 40 years still 

forms the basis for most efficient complete SAT solvers, as well as for many theorem provers 

for fragments of first-order logic. 

The basic backtracking algorithm runs by choosing a literal, assigning a truth value to it, 

simplifying the formula and then recursively checking if the simplified formula is satisfiable; 

if this is the case, the original formula is satisfiable; otherwise, the same recursive check is 

done assuming the opposite truth value. This is known as the splitting rule, as it splits the 

problem into two simpler sub-problems. The simplification step essentially removes all 

clauses which become true under the assignment from the formula, and all literals that 

become false from the remaining clauses. 

The DPLL algorithm enhances over the backtracking algorithm by the eager use of the 

following rules at each step: 

Unit propagation  
If a clause is a unit clause, i.e. it contains only a single unassigned literal, this clause 

can only be satisfied by assigning the necessary value to make this literal true. Thus, 

no choice is necessary. In practice, this often leads to deterministic cascades of units, 

thus avoiding a large part of the naive search space. 

Pure literal elimination  
If a propositional variable occurs with only one polarity in the formula, it is called 

pure. Pure literals can always be assigned in a way that makes all clauses containing 

them true. Thus, these clauses do not constrain the search anymore and can be 

deleted. While this optimization is part of the original DPLL algorithm, most current 

implementations omit it, as the effect for efficient implementations now is negligible 

or, due to the overhead for detecting purity, even negative. 

Unsatisfiability of a given partial assignment is detected if one clause becomes empty, i.e. if 

all its variables have been assigned in a way that makes the corresponding literals false. 

Satisfiability of the formula is detected either when all variables are assigned without 

generating the empty clause, or, in modern implementations, if all clauses are satisfied. 

Unsatisfiability of the complete formula can only be detected after exhaustive search. 
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The DPLL algorithm can be summarized in the following pseudocode, where Φ is the CNF 

formula: 

function DPLL(Φ) 
   if Φ is a consistent set of literals 
       then return true; 
   if Φ contains an empty clause  
       then return false; 
   for every unit clause l in Φ 
      Φ = unit-propagate(l, Φ); 
   for every literal l that occurs pure in Φ 
      Φ = pure-literal-assign(l, Φ); 
   l := choose-literal(Φ); 
   return DPLL(Φ ∧ l) OR DPLL(Φ ∧ ¬(l)); 

In this pseudocode, unit-propagate(l, Φ) and pure-literal-assign(l, Φ) are 

functions that return the result of applying unit propagation and the pure literal rule, 

respectively, to the literal l and the formula Φ. In other words, they replace every occurrence 

of l with "true" and every occurrence of not l with "false" in the formula Φ, and simplify the 

resulting formula. The pseudocode DPLL function only returns whether the final assignment 

satisfies the formula or not. In a real implementation, the partial satisfying assignment 

typically is also returned on success; this can be derived from the consistent set of literals of 

the first if statement of the function. 

The Davis-Logemann-Loveland algorithm depends on the choice of branching literal, which 

is the literal considered in the backtracking step. As a result, this is not exactly an algorithm, 

but rather a family of algorithms, one for each possible way of choosing the branching literal. 

Efficiency is strongly affected by the choice of the branching literal: there exist instances for 

which the running time is constant or exponential depending on the choice of the branching 

literals. 

Current work on improving the algorithm has been done on three directions: defining 

different policies for choosing the branching literals; defining new data structures to make the 

algorithm faster, especially the part on unit propagation; and defining variants of the basic 

backtracking algorithm. The latter direction include non-chronological backtracking and 

clause learning. These refinements describe a method of backtracking after reaching a 

conflict clause which "learns" the root causes (assignments to variables) of the conflict in 

order to avoid reaching the same conflict again [51, 52]. 

2.6.3.2 SAT solvers 

Modern SAT solvers (developed in the last ten years) come in two flavours: "conflict-driven" 

and "look-ahead". Conflict-driven solvers augment the basic DPLL search algorithm with 
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efficient conflict analysis, clause learning, non-chronological backtracking (aka 

backjumping), as well as "two-watched-literals" unit propagation, adaptive branching, and 

random restarts. Look-ahead solvers have especially strengthened reductions (going beyond 

unit-clause propagation) and the heuristics, and they are generally stronger than conflict-

driven solvers on hard instances (while conflict-driven solvers can be much better on large 

instances which have inside actually an easy instance). 

Modern SAT solvers are also having significant impact on the fields of software verification, 

constraint solving in artificial intelligence, and operations research, among others. Powerful 

solvers are readily available in the public domain, and are remarkably easy to use. 

2.7 Event Calculus Reasoning using SAT 

2.7.1 The encoding method 
 
In order to perform event calculus reasoning through satisfiability, we must construct an 

efficient satisfiability encoding of a domain description 

 
CIRC[Σ; Initiates, Terminates, Releases] ∧ CIRC[∆; Happens] ∧ Ω ∧ Ψ ∧ Π ∧ Γ ∧ EC. 

 
In this section we describe the method, already proposed by Mueller [25], for constructing 

such an encoding and prove a form of equivalence between a domain description and its 

encoding. The basic method performs model finding. After describing the method in the 

context of model finding, we discuss how the method is also used to solve deduction and 

abduction problems.  

  
Restriction to a finite universe 
 
In order to use a satisfiability solver [53], we must transform event calculus problems into the 

propositional calculus. A satisfiability solver takes as input a set of Boolean variables and a 

propositional formula over those variables and produces as output zero or more models of 

satisfying truth assignments – truth assignments for the variables such as the formula is true. 

Satisfiability solvers take a propositional formula in conjunctive normal form: a conjunction 

of clauses, where each clause is a disjunction of literals, where each literal is a variable or a 

negated variable. A complete satisfiability solver produces all satisfying truth assignments. 

    Following Shanahan and Witkowski [54], we restrict the predicate calculus to a finite 

universe [55, 56]. We restrict the event calculus to a finite sets of variables, constants, 

function symbols, predicate symbols, sorts, events, fluents, timepoints and domain objects. 

We restrict the timepoint sort to a finite set of integers {0, 1, 2, …, n} for some n ≥ 0. 
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    Note that we may now ignore Ω since the propositional calculus already incorporates the 

unique names assumption. 

 
Definitions    
 
We start with some definitions. 

DEFINITION 2.1 

A comparison is a formula of the form t1 < t2, t1 ≤ t2, t1 = t2, t1 ≥ t2, t1 > t2 or t1 ≠ t2, where t1 

and t2 are terms. 

DEFINITION 2.2 

If t is a variable, then a condition over t is defined as follows: (1) A comparison is a condition 

over t. (2) If f is a term, then HoldsAt(f, t) and ¬HoldsAt(f, t) are conditions over t. (3) If c1 

and c2 are conditions over t, then c1 ∧ c2 and c1 ∨ c2 are conditions over t. (4) If u is a variable 

and c is a condition over t, then ∃u c is a condition over t. 

DEFINITION 2.3 

If π is the predicate symbol Initiates, Terminates or Releases, then a π effect axiom is a 

formula of the form ∀α, f, t[Θ(α, f, t) ⇒ π(α, f, t)], where Θ(α, f, t) is a condition over t with 

only α, f and t free.  

DEFINITION 2.4      

A π effect description is a collection of π effect axioms written as single, logically equivalent 

π effect axiom of the form ∀α, f, t[Θ(α, f, t) ⇒ π(α, f, t)], where Θ(α, f, t) is a condition over t 

with only α, f and t free. 

 
    Let Σinit be the Initiates effect description ∀α, f, t[Θinit(α, f, t) ⇒ Initiates(α, f, t)]. 

    Let Σterm be the Terminates effect description ∀α, f, t[Θterm(α, f, t) ⇒ Terminates(α, f, t)]. 

    Let Σrel be the Releases effect description ∀α, f, t[Θrel(α, f, t) ⇒ Releases(α, f, t)]. 

 
DEFINITION 2.5 

A trigger axiom is a formula of the form ∀α, t[ϒ(α, t) ⇒ Happens(α, t)], where ϒ(α, t) is a 

condition over t with only α and t free.  

DEFINITION 2.6 

A trigger description is a collection of trigger axioms written as a single, logically equivalent 

trigger axiom of the form ∀α, t[ϒ(α, t) ⇒ Happens(α, t)], where ϒ(α, t) is a condition over t 

with only α and t free. 

DEFINITION 2.7 

An event occurrence is a formula of the form Happens(α, t), where α is an event ground term 

and t is a timepoint ground term. 

DEFINITION 2.8 
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An event occurrence description is a collection of event occurrences written as a single, 

logically equivalent trigger axiom of the form ∀α, t[ϒ(α, t) ⇒ Happens(α, t)], where ϒ(α, t) is 

a condition over t with only α and t free. 

DEFINITION 2.9 

An event description is a trigger description and an event occurrence description written as a 

single, logically equivalent trigger axiom of the form ∀α, t[ϒ(α, t) ⇒ Happens(α, t)], where 

ϒ(α, t) is a condition over t with only α and t free. 

 

    Let ∆ be an event description. 

 
DEFINITION 2.10 

A state constraint is a formula of the form (1) c1 ⇒ c2 or (2) c1 ⇔ c2, where c1 and c2 are 

conditions over some variable t. 

 

    Let Ψ be a conjunction of state constraints. 

 

DEFINITION 2.11 

If π is the predicate symbol Trajectory or  AntiTrajectory, then a π gradual change axiom is a 

formula of the form ∀f1, t1, f2, t2[Ξ(f1, t1, f2, t2) ⇒ π(f1, t1, f2, t2)], where Ξ(f1, t1, f2, t2) is a 

condition over t1 with only f1, t1, f2 and t2 free. 

 
DEFINITION 2.12 

A π gradual change description is a collection of π gradual change axioms written as a single, 

logically equivalent trajectory axiom of the form ∀f1, t1, f2, t2[Ξ(f1, t1, f2, t2) ⇒ π(f1, t1, f2, t2)], 

where Ξ(f1, t1, f2, t2) is a condition over t1 with only f1, t1, f2 and t2 free. 

 

Let Πtraj be the Trajectory gradual change description ∀f1, t1, f2, t2[Ξtraj(f1, t1, f2, t2) ⇒      

Trajectory(f1, t1, f2, t2)]. 

 

Let Πanti be the AntiTrajectory gradual change description ∀f1, t1, f2, t2[Ξanti(f1, t1, f2, t2) ⇒ 

AntiTrajectory(f1, t1, f2, t2)]. 

 

DEFINITION 2.13 

A state description is a conjunction of formulas of the form HoldsAt(f, t), ¬HoldsAt(f, t), 

ReleasedAt(f, t) or ¬ReleasedAt(f, t), where f is a fluent ground term and t is a timepoint 

ground term. 
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    Let Γ be a state description. 

 

DEFINITION 2.14 

A formula Γ is positive relative to a predicate symbol ρ if all mentions of ρ in Γ are in a range 

of an even number of negations in an equivalent formula obtained by eliminating ⇒ and ⇔ 

from Γ. 

 
2.7.2 Description of the encoding method 

We now describe the method for encoding a problem given by Σinit, Σterm, Σrel, ∆, Ψ, Πtraj, Πanti 

and Γ. 

    First, we use the axiomatization of the Discrete Event Calculus (DEC) instead of the 

axiomatization of the Event Calculus (EC) in order to reduce triply quantified time  to singly 

quantified time in most axioms. 

    Second, observe that EC and DEC contain atoms involving Initiates, Terminates, Releases, 

Trajectory and AntiTrajectory, which may lead to a large number of ground atoms. For 

example, Initiates(α, f, t) gives rise to A . F . T ground atoms, where A is the number of events, 

F is the number of fluents and T is the number of timepoints. Therefore, in order to eliminate 

such atoms, we expand DEC by performing the following substitutions: 

 
Initiates(α, f, t) ⇒ Θinit(α, f, t) 

Terminates(α, f, t) ⇒ Θterm(α, f, t) 
Releases(α, f, t) ⇒ Θrel(α, f, t) 

Trajectory(f1, t1, f2, t2) ⇒ Ξtraj(f1, t1, f2, t2) 
AntiTrajectory(f1, t1, f2, t2) ⇒ Ξanti(f1, t1, f2, t2). 

 
For example, if Σinit is  
 

[ Hold( p,o ) f Holding( p,o )] Initiates( , f ,t )α α= ∧ = ⇒  
 
then we replace DEC9 with 
 

[ Happens( ,t ) [ Hold( p,o ) f Holding( p,o )]] HoldsAt( f ,t 1 ).α α∧ = ∧ = ⇒ +  
 
    Third, we compute CIRC[∆; Happens] using Propositions 19.1 and 19.2. 

    Fourth, we conjoin Ψ, Γ, the expanded DEC, and CIRC[∆; Happens]. 

    Fifth, we instantiate quantifiers by replacing ∀χΦ(χ) with  Φ(χi) and ∃χΦ(χ) with Φ(χi∨ i), 

where χi are the constants of the sort χ. This gives a propositional calculus formula.  

    Sixth, we simplify the formula using standard techniques [75, pp. 35-36]. 

    Seventh, we convert the formula to conjunctive normal form using standard techniques [57, 

pp.17-18]. 

 63



    Finally, we construct a one-to-one and onto map Β that maps the ground atoms of the 

formula to Boolean variables. We construct an inverse map B-1 from B. We construct a 

formula to pass to the satisfiability solver by replacing each ground atom u in the formula 

with B(u). 

    There are several optimizations in order to reduce the size of the encoding further. First, 

note that converting to conjunctive normal form using standard techniques may result in a 

combinatorial explosion. Conversion can be done to a compact conjunctive normal form 

using the technique of renaming subformulas [58, 59]. Another optimization is the use of a 

number of domain-specific sorts instead of using a single sort for all domain objects.  

 
2.7.3 Equivalence 
 
We now prove a form of equivalence between a domain description and the encoding of the 

domain description produced by the encoding method. We start with some definitions and a 

lemma. 

 
DEFINITION 2.15 

An intermediate atom is an atom of the form Initiates(α, β, τ), Terminates(α, β, τ), Releases(α, 

β, τ), Trajectory(β1, τ1, β2, τ2) or AntiTrajectory(β1, τ1, β2, τ2), where α is an event, β, β1 and β2 

are fluents and τ, τ1 and τ2 are timepoints. 

 
DEFINITION 2.16 

Let Θinit, Θterm, Θrel, Ξtraj and Ξanti be as defined above. If Λ is a formula, then Expand[Λ; Θinit; 

Θterm; Θrel; Ξtraj; Ξanti] is defined as follows: 

 
1. Θinit(α, β, τ), if Λ is of the form Initiates(α, β, τ), 

2. Θterm(α, β, τ), if Λ is of the form Terminates(α, β, τ), 

3. Θrel(α, β, τ), if Λ is of  the form Releases(α, β, τ), 

4. Ξtraj(β1, τ1, β2, τ2), if Λ is of the form Trajectory(β1, τ1, β2, τ2), 

5. Ξanti(β1, τ1, β2, τ2), if Λ is of the form AntiTrajectory(β1, τ1, β2, τ2) and 

6. Λ with each intermediate atom λ replaced with Expand[λ; Θinit; Θterm; Θrel; Ξtraj; Ξanti], 

otherwise. 

 
DEFINITION 2.17 

If Σinit, Σterm, Σrel, Θinit, Θterm, Θrel, ∆, Ψ, Πtraj, Πanti, Ξtraj, Ξanti and Γ are as defined above, then 

Encode is defined as follows: 

 
    Encode[DEC; Σinit; Σterm; Σrel; ∆; Ψ; Πtraj; Πanti; Γ] =  
    Expand[DEC; Θinit; Θterm; Θrel; Ξtraj; Ξanti] ∧ CIRC[∆; Happens] ∧ Ψ ∧ Γ. 
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LEMMA 2.18 

Let χ1,..,χn,y1,…,yk be distinct atoms. Let X1,…,Xn,Y1,…,Yk be propositional formulas not 

mentioning any of the atoms χ1,...,χn,y1,…,yk. Let Z be a propositional formula in conjunctive 

normal form mentioning all of the atoms χ1,...,χn,y1,…,yk. Let F = [ n
i 1=∧ Xi ⇔ χi] ∧ [ Yk

i 1=∧ i ⇒ 

yi] ∧ Z. Let G be Z with each occurrence of χi replaced by Xi and each occurrence of yi 

replaced by Yi. Let AG be the set of atoms mentioned in G. Let  be a truth assignment : 

A

GT GT

G → {T, F}. Let GT  be the extension of   to propositional formulas mentioning the atoms 

A

GT

G. Let AF = AG ∪ {χ1,...,χn,y1,…,yk}. Let  be the truth assignment : AFT FT F → {T, F} 

defined as follows: 

 
 

    (u) = FT
G i i

G i i

G

T ( X )    if u=χ  for some i
T (Y )     if u=y  for some i
T ( u )     otherwise.

⎧ ⎫
⎪ ⎪
⎨ ⎬
⎪ ⎪
⎩ ⎭

  

 
Let FT  be the extension of  to propositional formulas mentioning the atoms AFT F. Then it is 

the case that 

 
    FT (F) = T if and only if GT (G) = T. 
 
 
PROOF. Let Z1 …,Zm be the conjuncts of Z and G1,…,Gm be the corresponding conjuncts of 

G. We prove each direction separately. 

(⇒) Suppose FT (F) = T. We must show that for every i∈{1, …,m}, GT (Gi) = T. Let i be an 

arbitrary element of {1,…,m}. From FT (Z) = T, which follows from FT (F) = T, it follows 

that FT (Zi) = T. Let L1,…,Lp be the disjuncts of Zi and M1,…,Mp be the corresponding 

disjuncts of Gi. From the definition of FT , it follows that  p
j 1=∧ FT (Lj) = GT (Mj). From this 

and FT ( p
j 1=∨ Lj) = T, it follows that GT ( p

j 1=∨ Mj) = T, as required. 

(⇐) Suppose GT (G) = T. We must show that (1) for every i∈{1,…,n}, FT (Xi ⇔ χi) = T, (2) 

for every i∈{1, …, k}, FT (Yi ⇒ yi) = T, and (3) i∈{1,…, m}, FT (Zi) = T.  

(1) Let i be an arbitrary element of {1,…,n}. From the definition of FT , it follows that FT (Xi) 

and FT (χi) have the same truth value. 
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(2) Let i be an arbitrary element of {1,…,k}. From the definition of FT , it follows that FT (Yi) 

= F or FT (yi) = T. 

(3) Let i be an arbitrary element of {1,…,m}. From GT (G) = T, it follows that GT (Gi) = T. Let 

M1,…,Mp be the disjuncts of Gi and L1,…,Lp be the corresponding disjuncts of Zi. From the 

definition of FT , it follows that p
j 1=∧ GT (Mj) = FT (Lj). From this and GT  ( p

j 1=∨ Mj) = T, it 

follows that FT  ( p
j 1=∨ Lj) = T, as required.                        

 
DEFINITION 2.19 

A truth assignment Τ : U → {T, F} with a set V removed is defined as a truth assignment : 

[U – V] → {T, F} such that for every λ∈U – V, 

'Τ
'Τ (λ) = Τ (λ). 

 
DEFINITION 2.20 

The grounding of a formula Λ is a formula obtained by Λ by instantiating quantifiers and 

simplifying.  

 
    We now proceed to the equivalence theorem: 
 
THEOREM 2.21  

Restrict the logic to a finite universe as specified above. If Σinit, Σterm, Σrel, Θinit, Θterm, Θrel, ∆, 

Ψ, Πtraj, Πanti, Ξtraj, Ξanti and Γ are as defined above, then the satisfying truth assignments with 

intermediate atoms removed of: 

 
    E = CIRC[Σinit ∧ Σterm ∧ Σrel; Initiates, Terminates, Releases] ∧ 
    CIRC[∆; Happens] ∧ Ψ ∧ Πtraj ∧ Πanti ∧ Γ ∧ EC 
 
are the same as the satisfying truth assignments with intermediate atoms removed of: 
 
    D = Encode[DEC; Σinit; Σterm; Σrel; ∆; Ψ; Πtraj; Πanti; Γ]. 
 
PROOF. Let χ1,..,χn be all the atoms in the grounding of E of the form Initiates(α, β, τ), 

Terminates(α, β, τ), and Releases(α, β, τ). Let y1,…,yk be all the atoms in the grounding of E 

of the form Trajectory(β1, τ1, β2, τ2) and AntiTrajectory(β1, τ1, β2, τ2). Let Xi = Expand[χi; Θinit; 

Θterm; Θrel; Ξtraj; Ξanti]. Let Yi = Expand[yi; Θinit; Θterm; Θrel; Ξtraj; Ξanti]. Let Z be the grounding 

of CIRC[∆; Happens] ∧ Ψ ∧ Γ ∧ DEC written in conjunctive normal form. Let F = [ Xn
i 1=∧ i ⇔ 

χi] ∧ [ Yk
i 1=∧ i ⇒ yi] ∧ Z. Let G = Expand[Z; Θinit; Θterm; Θrel; Ξtraj; Ξanti]. Let AG be the set of 

atoms mentioned in G. Let  be a truth assignment GΤ GΤ : AG → {T, F}. Let GT  be the 
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extension of  to propositional formulas mentioning the atoms AGΤ G. Let AF = AG ∪ 

{χ1,...,χn,y1,…,yk}. Let  be the truth assignment : AFT FT F → {T, F} defined as follows: 

 

    (u) = FT
G i i

G i i

G

T ( X )    if u=χ  for some i
T (Y )     if u=y  for some i
T ( u )     otherwise.

⎧ ⎫
⎪ ⎪
⎨ ⎬
⎪ ⎪
⎩ ⎭

 

 
Let FT  be the extension of  to propositional formulas mentioning the atoms AFT F. From 

Propositions 19.1 and 19.2, and the definition of Expand, we have 

 
CIRC[Σinit ∧ Σterm ∧ Σrel; Initiates, Terminates, Releases] ⇔ [ n

i 1=∧  Xi ⇔ χi].  (2.1) 
 
From the definition of Expand, we have 
 

[Πtraj ∧ Πanti] ⇔ [  Yk
i 1=∧ i ⇒ yi].                (2.2) 

 
 
From the equivalence of EC and DEC [25] we have EC ⇔ DEC. From (2.1), (2.2), Z ⇔ 

CIRC[∆; Happens] ∧ Ψ ∧ Γ ∧ DEC, and EC ⇔ DEC, we have E ⇔ F. From the definition of 

Encode, we have D ⇔ Expand[DEC; Θinit; Θterm; Θrel; Ξtraj; Ξanti] ∧ CIRC[∆; Happens] ∧ Ψ ∧ 

Γ. From the definition of Expand and since CIRC[∆; Happens] ∧ Ψ ∧ Γ does not mention any 

intermediate atoms, we have D ⇔ Expand[DEC ∧ CIRC[∆; Happens] ∧ Ψ ∧ Γ; Θinit; Θterm; 

Θrel; Ξtraj; Ξanti]. From Z ⇔ CIRC[∆; Happens] ∧ Ψ ∧ Γ ∧ DEC, we have D ⇔ Expand[Z; 

Θinit; Θterm; Θrel; Ξtraj; Ξanti]. From this, we have D ⇔ G. From Lemma 2.18, E ⇔ F and D ⇔ 

G, we have FT (E) = T if and only if GT (D) = T. From this, it follows that the satisfying truth 

assignments with intermediate atoms removed of E are the same as the satisfying truth 

assignments with intermediate atoms removed of D, as required.                                         

 
2.7.4 Deduction 
 
The encoding method can be used to perform deduction: 
 
THEOREM 2.22 

Restrict the logic to a finite universe as specified above. Let Σinit, Σterm, Σrel, ∆, Ψ, Πtraj, Πanti 

and Γ be as defined above. If Γ’ is a state description, then 

 
    CIRC[Σinit ∧ Σterm ∧ Σrel; Initiates, Terminates, Releases] ∧ 
    CIRC[∆; Happens] ∧ Ψ ∧ Πtraj ∧ Πanti ∧ Γ ∧ EC |= Γ’ 
 
if and only if 
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    Encode[DEC; Σinit; Σterm; Σrel; ∆; Ψ; Πtraj; Πanti; Γ] |= Γ’. 
 
PROOF. This follows from Theorem 2.21, since none of the actions of Γ’ are intermediate.   
 
There are two ways to determine whether the encoding entails Γ’. (1) We may run a complete 

satisfiability solver on the encoding and the negation of B(Γ’). The encoding entails Γ’ iff the 

solver does not find any satisfying truth assignments. (2) We may run a complete satisfiability 

solver on the encoding, producing a set of satisfying truth assignments. The encoding entails 

Γ’ iff for every satisfying truth assignment, for every conjunct λ of Γ’, B(λ) is assigned to T. 

This method has the benefit of filling in additional information (model finding). 

 
2.7.5 Abduction 
 
The encoding method can be used to perform event calculus abduction [60, 61, 62]. We start 

with some definitions: 

 
DEFINITION 2.23 

A goal is a state description. 
 
DEFINITION 2.24 

Let Σinit, Σterm, Σrel, Ψ, Πtraj, Πanti and Γ be as defined above. Let Γ’ be a goal, ∆occ be an event 

occurrence description and ∆trig be a trigger description. ∆occ is a plan for Γ’ if and only if 

 
    CIRC[Σinit ∧ Σterm ∧ Σrel; Initiates, Terminates, Releases] ∧ 
    CIRC[∆trig ∧ ∆occ; Happens] ∧ Ψ ∧ Πtraj ∧ Πanti ∧ Γ ∧ EC |= Γ’ . 
 
THEOREM 2.25 

Restrict the logic to a finite universe as specified above. Let Σinit, Σterm, Σrel, Ψ, Πtraj, Πanti and 

Γ be as defined above. Let Γ’ be a goal and ∆trig be a trigger description. The following 

algorithm finds all plans for Γ’: 

 
1. Create an empty list of plans 

2. For each satisfying truth assignment T of 

   Encode[DEC; Σinit; Σterm; Σrel; ∆trig; Ψ; Πtraj; Πanti; Γ ∧ Γ’]. 

(a) Let ∆occ be an event occurrence description constructed from the set of all ground 

atoms λ of the form Happens(α, τ) such that T (λ) = Τ. 

(b) If Encode[DEC; Σinit; Σterm; Σrel; ∆trig  ∧ ∆occ; Ψ; Πtraj; Πanti; Γ] |= Γ’ , then add ∆occ 

to the list of plans. 

 
PROOF. This follows from Theorem 2.21, since none of the atoms of Γ’ are intermediate and 

for every ∆occ none of the atoms of ∆occ are intermediate.                     
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Chapter 3 
 
 
3. RES ARCHITECTURE 
 
 
3.1 Design of RES 
 
The architecture of RES is shown in Figure 1. 
 

knowledge,  

 
 
Figure 1: Design of RES 
 
The program works as follows: 
 

1. A domain description is provided as input to the program. 

2. The main program sends the domain description to the SAT encoder. 

3. The SAT encoder encodes the domain description as a SAT problem. 

4. The SAT encoder sends the SAT problem back to the main program. 

5. The main program sends the SAT problem to the SAT solver. The SAT problem is 

expressed in the standard DIMACS format used by SAT solvers. 

6. A complete SAT solver is run in order to find all models. 

7. The SAT solver sends models back to the main program. 

8. The main program decodes the models from the SAT solver and produces them as 

output. 

 
RES solves event calculus projection and explanation problems efficiently using satisfiability 

(SAT) [63]. At its core, RES is a model finding program. As shown in Figure 1, the program 

takes commonsense knowledge and the truth values of some facts as input, encodes a SAT 

problem, invokes a complete SAT solver, and decodes the results of the SAT solver to 

produce models as output. Each model assigns a truth value to every fact. 

Main program 

SAT 
encoder 

models facts 

SAT 
solver 
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 Each model produced by RES fills in facts not provided as input. For example, suppose we 

know that waking up initiates being awake, Holly is not awake at timepoint 0, and she is 

awake at timepoint 1. Further suppose that we limit the timepoints to 0 and 1, and the agents 

to Holly and Ken. The program produces the four models shown in Table 6. 

 
Fact     M1  M2  M3  M4 
H awake at 0   F   F   F   F 
H wakes up at 0  T   T   T   T 
H awake at 1   T   T   T   T 
K awake at 0   F   F   T   T 
K wakes up at 0  F   T   F   T 
K awake at 1   F   T   T   T 

 
Table 6: Four models of a problem 
 
This is an instance of explanation: The fact that Holly woke up at timepoint 0 explains that 

she was not awake at timepoint 0 and awake at timepoint 1. Not much is known about Ken. 

He might have been awake or not awake at timepoint 0. But if he did wake up at timepoint 0, 

then he was awake at timepoint 1. 

 
3.2 Representing Domains 
 
3.2.1 Expressing Commonsense Phenomena 
  
Conditional effects of events are expressed using axioms of the form: 
 
condition Initiates(event, fluent, time) 
condition  Terminates(event, fluent, time) 
 
where a condition is a conjunction of inequalities and atoms of the form HoldsAt(β, time) or 

¬HoldsAt(β, time). For example, we may specify that if a television set is turned on, then it 

will go on only if it is plugged in: 

 
[actor, switch, tv, time] 
HoldsAt(PluggedIn(tv), time)   
  Initiates(TurnOn(actor, switch), TVOn(tv), time). 
 
One way of expressing event ramifications is with state constraints, which are of the form: 

condition1 ↔ condition2 
condition1  condition2 
 
For example, we may specify that a switch is Off whenever it is not On: 
 
noninertial Off 
[switch,time] HoldsAt(Off(switch),time) ↔ !HoldsAt(On(switch),time). 
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In this case, Off is always released from the commonsense law of inertia and always depends 

on On. We may specify that fluents are only sometimes released from the commonsense law 

of inertia using axioms of the form: 
condition  Releases(event, fluent, time) 
 
For example, we may specify that picking up an object releases its location: 
 
[actor, physobj, location, time] Releases(PickUp(actor,physobj),At(physobj,location),time). 
 
Then we may use a state constraint to express that when an actor is holding an object, the 

location of the object depends on the location of the actor: 

 
[actor,location,physobj,time] 
HoldsAt(Holding(actor,physobj),time) &HoldsAt(At(actor,location),time)   

HoldsAt(At(physobj,location),time). 
 
Finally, when an actor sets down an object, the location of the object will no longer be 

released from the commonsense law of inertia: 

 
[actor,physobj,location,time] HoldsAt(At(actor,location),time)  

Initiates(SetDown(actor,physobj),At(physobj,location),time). 
 
One method for expressing events with nondeterministic effects uses a determining fluent, 

whose value determines the result of an event. We may specify that when a wheel is spun, it 

takes on one of several values at random: 

 
noninertial WheelValueDeterminingFluent 
[wheel,value,time] 
HoldsAt(WheelValueDeterminingFluent(wheel,value),time)  

Initiates(Spin(wheel),WheelValue(wheel,value),time). 
range value 7 10 
 
Another method for expressing events with nondeterministic effects uses disjunctive event 

axioms, which are of the form: 
 
Happens(event; time)  Happens(event1, time)∨…∨Happens(eventn; time). 
 
For example, we might know that moving involves either driving or running. If an actor runs, 

the actor gets tired. But if we are told simply that an actor moved, whether the actor will be 

tired is nondeterministic. We express this as follows: 

 
[actor,time] 
Happens(Move(actor),time)  

Happens(Run(actor),time)|Happens(Drive(actor),time). 
xor Run, Drive 
 
[actor,time] Initiates(Run(actor),Tired(actor),time). 
 
We express gradual change with axioms of the form:  

 71



condition  Trajectory(fluent1, time, fluent2, offset) 
 
For example, we might specify that n time points after an object starts falling, its height is n2 

less than it was when it started falling: 

 
[object,time] 
Initiates(StartFalling(object),Falling(object),time). 
 
[object,height,time] 
Releases(StartFalling(object),Height(object,height),time). 
 
[object,height1,height2,offset,time] 
HoldsAt(Height(object, height1),time) & 
height2 = height1-offset * offset  

Trajectory(Falling(object),time, 
Height(object,height2),offset). 

 
[object,height1,height2,time] 
HoldsAt(Height(object,height1),time) & 
HoldsAt(Height(object,height2),time)  

height1=height2. 
 
We express events that are triggered under certain conditions using axioms of the form: 
 
condition  Happens(event, time) 
 
For example, we may extend the above example with a collision event that is triggered when 

the falling object hits the ground. The collision event stops the object from falling and the 

height of the object will no longer be released from the commonsense law of inertia: 

 
[object,time] 
HoldsAt(Falling(object),time) & 
HoldsAt(Height(object,0),time)  

Happens(HitsGround(object),time). 
 
[object,time] 
Terminates(HitsGround(object),Falling(object),time). 
 
[object,height,time] 
HoldsAt(Height(object,height),time)  

Initiates(HitsGround(object),Height(object,height),time). 
 
 
Given the above example and the narrative: 

!HoldsAt(Falling(Leaf),0). 
HoldsAt(Height(Leaf,4),0). 
Happens(StartFalling(Leaf),0). 
 
RES produces: 
0 
Height(Leaf, 4). 
Happens(StartFalling(Leaf), 0). 
1 
-Height(Leaf, 4). 
+Falling(Leaf). 
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+Height(Leaf, 3). 
2 
-Height(Leaf, 3). 
+Height(Leaf, 0). 
Happens(HitsGround(Leaf), 2). 
3 
-Falling(Leaf). 
 
Concurrent events with cumulative or cancelling effects are expressed using axioms of the 

form: 
 
incident  Initiates(event, fluent, time) 
incident  Terminates(event, fluent, time) 
 
where an incident is a conjunction of atoms of the form Happens(α, time) or ¬Happens(α, 

time). For example, we may specify that the result of approval by itself is happiness, while the 

result of simultaneous approval and disapproval is confusion and not happiness: 

 
[actor1,actor2,time] 
!Happens(DisapproveOf(actor1,actor2),time)  
Initiates(ApproveOf(actor1,actor2),Happy(actor2),time). 
 
[actor1,actor2,time] 
Happens(DisapproveOf(actor1,actor2),time)  
Initiates(ApproveOf(actor1,actor2),Confused(actor2),time). 
 
3.2.2 RES Language 
 
Sorts 
 

 sorts can be subsorts of other sorts, 

 every variable, constant, and function symbol has an associated sort, 

 every argument position of every function and predicate symbol has an associated sort,  

 for a term to fill an argument position of a function or predicate symbol, the sort 

associated with the term must be a subsort of the sort associated with the argument 

position. 

 
We define a sort called object as follows: 
 
sort object 
 
We define a sort agent that is a subshort of object as follows: 
 
sort agent: object 
 
The sort associated with a variable is determined by removing digits from the variable. For 

example, the sort of the variable a72 is a. A constant's sort is specified when the constant is 

defined. For example, the following defines three constants whose sort is agent: 
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agent John, Mary, Nathan 
 
Each object in the world is assumed to be named by a unique constant. That is, the constants 

John and Nathan do not refer to the same person. This is known as the unique names 

assumption. Here is a definition of a function symbol Floor whose sort is integer and whose 

first and only argument position is of sort room: 

 
function Floor(room): integer 
 
Here is a definition of a predicate symbol PartOf that takes two arguments of sort physobj 

and object: 

 
predicate PartOf(physobj, object) 
 
Formulas 
 
The following grammar with conjunction with the sort constraints described above, specifies 

how sentences are constructed: 

 
term ::= variable | constant | 
 functionsymbol(arguments) | 
 term + term | term - term | term * term | term / term 
 term % term | - term 
 
formula ::= predicatesymbol(arguments) | 
 term = term | term <= term | term = term 
 term >= term | term > term | term != term 
 formula | formula & formula | ! formula 
 formula → formula | formula ↔ formula 
 {variables} formula | [variables] formula 
 (formula) 
 
reifiedformula ::= formula 
arguments ::= term | arguments, term 
variables ::= variable | variables, variable 
 
A variable consists of one or more lowercase letters followed by zero or more digits. 

Examples of variables are agent and agent1. A constant consists of (a) one or more digits or 

(b) an uppercase letter followed by zero or more letters or digits. Examples of constants are 

28, John, and John28. functionsymbols and predicatesymbols consist of an uppercase letter 

followed by zero or more letters or digits. Example of functionsymbols is BuildingOf; 

example of predicatesymbols PartOf. Fluent and event symbols are predicate symbols. 

 
The meaning of the symbols is as follows: 
 
Symbol Symbol Meaning Symbol Symbol Meaning 
+  addition != not equal to 
- subtraction, negation | disjunction (OR, ∨) 
* multiplication & conjunction (AND, ∧) 
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/ division ! logical negation 
% modulus → implication 
< less than ↔ bi-implication 
< = less than or equal to {} existensial 

quantification (∃) 
= equal to [ ] universal quantification 

(∀) 
> = greater than or equal to ( ) grouping 
> greater than , separator 
Table 7: RES formula symbols 
 
Statements 
 
The completion statement specifies that a predicate symbol should be subject to predicate 

completion. The syntax of this statement is: 

 
completion [ label ] predicatesymbol 
 
If the optional label is not present, then predicatesymbol is completed in all formulas. If a 

label is present, then predicatesymbol is completed only in formulas with the specified label. 

 
For example, consider the following: 
 
[x] P(x) & !Ab(x) → Q(x). 
Label: [x] R(x) → Ab(x). 
Label: [x] S(x) → Ab(x). 
completion Label Ab 
 
The predicate Ab is completed in the second and third formulas, but not the first. 
 
The ignore statement specifies that one or more predicate symbols and all sentences 

containing those predicate symbols should be ignored. The syntax of this statement is:  

 
ignore predicatesymbol, predicatesymbol, . . . 
 
The load statement can be used to load other RES language files. The syntax of this statement 
is: 
 
load filename 
 
The manualrelease statement inhibits automatic generation of assertions that particular fluent 

symbols are not released at time point 0. The syntax of this statement is:  

 
manualrelease fluentsymbol, fluentsymbol, . . . 
 
The mutex statement specifies that one or more event or fluent symbols are mutually 

exclusive at each timepoint. The syntax of this statement is: 

 
mutex symbol, symbol, . . . 
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The noninertial statement specifies that one or more fluent symbols should not be subject to 

the commonsense law of inertia, across all timepoints. The syntax of this statement is: 

 
noninertial fluentsymbol, fluentsymbol, . . . 
 
The range statement specifies the range of sorts, such as the time sort, that are subsorts of the 

integer sort. The syntax is: 

 
range sort minvalue maxvalue  
 
3.3. Satisfiability Encoding Method 
 
3.3.1 Encoding of a Domain Description 
 
For example suppose we wish to represent the knowledge that waking up causes a person to 

be awake, and use this to deduce that if James is asleep and wakes up, then James will be 

awake. We create the following problem description: 

 
sort actor 
fluent Awake(actor) 
event WakeUp(actor) 
[actor, time] Initiates(WakeUp(actor), Awake(actor), time). 
actor James 
!HoldsAt(Awake(James), 0). 
Happens(WakeUp(James), 0). 
range time 0 1 
 
When we run the Reasoner on this problem description, it produces: 
 
5 variables and 9 clauses 
1 model 
--- 
model 1: 
0 
Happens(WakeUp(James), 0). 
1 
+Awake(James). 
encoding 0.0s, solution 0.0s  
 
RES forms a conjunction of problem formulas. First, applies syntactic transformations to any 

input formulas containing the predicate symbols Initiates, Terminates, Releases or Trajectory. 

These transformations serve to eliminate atoms involving these predicates which if retained 

would result in extremely large satisfiability problems. In the above example  

 
[actor, time] Initiates(WakeUp(actor), Awake(actor), time). 
 
transformed into: 
 
[actor, time] 
Happens(WakeUp(actor), time)  HoldsAt(Awake(actor), time + 1) 
    &!ReleasedAt(Awake(actor), time + 1)   
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Second, add to the conjunction of problem formulas any input formulas not transformed 
above.  
 
!HoldsAt(Awake(James), 0). 
Happens(WakeUp(James), 0). 
 
Third, completes the Happens predicate in the conjunction of problem formulas. 
 
Fourth, generates explanation closure frame axioms [2] from Initiates, Terminates, and 

Releases axioms and adds them to the conjunction of problem formulas, in order to enforce 

the commonsense law of inertia.  

 
[actor, time] 
HoldsAt(Awake(actor), time + 1)  HoldsAt(Awake(actor),  time) | 
     ReleasedAt(Awake(actor), time + 1)| 
      Happens(WakeUp(actor), time). 
 
[actor, time] 
!HoldsAt(Awake(actor), time + 1)  !HoldsAt(Awake(actor),  time) | 
     ReleasedAt(Awake(actor), time + 1). 
 
Frame axioms for ReleasedAt: 
 
[actor, time] 
ReleasedAt(Awake(actor), time + 1)  

ReleasedAt(Awake(actor), time). 
 
[actor, time] 
!ReleasedAt(Awake(actor), time + 1)  

!ReleasedAt(Awake(actor), time)| 
Happens(WakeUp(actor), time). 

 
Initial conditions for ReleasedAt: 
[actor] !ReleasedAt(Awake(actor), 0). 
 
Fifth, transforms the conjunction of problem formulas into a propositional calculus formula 

instantiating quantifiers, simplifying, and converting to short conjunctive normal form by 

renaming sub-formulas.  
 
HoldsAt(Awake(James),1 ) | !Happens(WakeUp(James),0). 
!Happens(WakeUp(James),0) | !ReleasedAt(Awake(James),1). 
!HoldsAt(Awake(James),0). 
Happens(WakeUp(James),0). 
Happens(WakeUp(James),0 ) |ReleasedAt(Awake(James),1) | 
HoldsAt(Awake(James),0 ) |!HoldsAt(Awake(James),1). 
HoldsAt(Awake(James),1) | ReleasedAt(Awake(James),1) | 
!HoldsAt(Awake(James),0). 
ReleasedAt(Awake(James),0 ) | !ReleasedAt(Awake(James),1). 
Happens(WakeUp(James),0 ) | ReleasedAt(Awake(James),1 )| 
!ReleasedAt(Awake(James),0). 
!ReleasedAt(Awake(James),0). 
 
The above clauses are, in order, the transformed Initiates axiom, the input formulas that were 

not transformed, the frame axioms and the ReleasedAt initial condition. 
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Then map ground atoms to new variables of the satisfiability problem: 
 
Happens(WakeUp(James),0)   1 
HoldsAt(Awake(James),1)    2 
ReleasedAt(Awake(James),1)  3 
HoldsAt(Awake(James),0)    4 
ReleasedAt(Awake(James),0)  5 
 
The encoded problem is formatted in the standard DIMACS format for satisfiability 

problems: 

 
p cnf 5 9 
2 -1 0 
-1 -3 0 
-4 0 
1 0 
1 3 4 -2 0 
2 3 -4 0 
5 -3 0 
1 3 -5 0 
-5 0 
 
Then pass the problem to a satisfiability solver and for each solution produced by the solver, 

the solution is converted back into a list of ground atoms by mapping true variables back to 

true ground atoms and false variables back to false ground atoms.  
Solution: 1 2 
 
Happens(WakeUp(James),0) 
HoldsAt(Awake(James),1) 
!ReleasedAt(Awake(James),1) 
!HoldsAt(Awake(James),0) 
!ReleasedAt(Awake(James),0) 
 
 
3.4 Examples of RES 
 
3.4.1 Deduction 
 
We create an input file containing the following domain description: 
sort agent 
 
fluent Awake(agent) 
event WakeUp(agent) 
 
[agent, time] Initiates(WakeUp(agent), Awake(agent), time). 
 
agent James 
!HoldsAt(Awake(James), 0). 
Delta: Happens(WakeUp(James), 0). 
 
completion Delta Happens 
 
range  time 0 1 
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We define sorts and predicates. We define an agent sort, a fluent Awake, and an event 

WakeUp. The fluent and the event both take a single argument that is an agent. Next, we 

provide an axiom stating that, if an agent wakes up, then that agent will be awake. The 

symbols [, and,] indicate universal quantification. Next we specify the observations and 

narrative. We define a constant James whose sort is agent. We specify that James is not  

awake at timepoint 0, and that he wakes up at timepoint 0. The  symbol ! indicates negation. 

For deduction we specify completion of the Happens predicate in the formulas labelled Delta. 

Finally, we specify the range of the time sort. There are two timepoint: 0 and 1. 

 
When the program is running on this input, it produces the following output: 
 
model 1: 
0 
Happens(WakeUp(James), 0). 
1 
+Awake(James).   
 
For each model, the fluents that are true at timepoint 0 are shown, followed by differences in 

the truth values of fluents from one timepoint to the next. Fluents that become true are 

preceded by + (plus sign), and fluents that become false are preceded by – (minus sign). 

There is one model, and HoldsAt(Awake(James), 1) is true in that model. Thus, the domain 

description entails that James is awake at timepoint 1.  

 
An alternative output format is available that shows the truth values of all fluents at all 

timepoints. This format is obtained by adding the following  line to the input file: 

 
Option timediff off  
 
The program then produces the following output: 
 
model 1: 
0 
!HoldsAt(Awake(James), 0). 
!ReleasedAt(Awake(James), 0). 
Happens(WakeUp(James), 0). 
1 
!Happens(WakeUp(James), 1). 
!ReleasedAt(Awake(James), 1). 
HoldsAt(Awake(James), 1). 
 
3.4.2 Abduction and Model Finding 
 
We can turn the deduction problem into an abduction or planning problem by making several 

changes. First, we specify a goal for James to be awake at timepoint 1. Second, we no longer 

specify that James wakes up because this is the plan we would like the program to find. Third, 
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we don’t specify completion of the Happens predicate. Our new domain description is as 

follows: 

 
sort agent 
 
fluent Awake(agent) 
event WakeUp(agent) 
 
[agent, time] Initiates(WakeUp(agent), Awake(agent), time). 
 
agent James 
!HoldsAt(Awake(James), 0). 
 HoldsAt(Awake(James), 1). 
 
range time 0 1 
 
When we run this input through the program, we get a single model in which James wakes 

up: 

 
model 1: 
0 
Happens(WakeUp(James), 0). 
1 
+Awake(James). 
 
What if we add another agent Jessie, but do not specify anything further? Then we get four 

models: 
 
4 models 
- - - 
model 1: 
0 
Happens(WakeUp(James), 0). 
Happens(WakeUp(Jessie), 0). 
1 
+Awake(James). 
+Awake(Jessie). 
P 
!ReleasedAt(Awake(James), 0). 
!ReleasedAt(Awake(James), 1). 
!ReleasedAt(Awake(Jessie), 0). 
!ReleasedAt(Awake(Jessie), 1). 
- - - 
model 2: 
0 
Awake(Jessie). 
Happens(WakeUp(James), 0). 
Happens(WakeUp(Jessie), 0). 
1 
+Awake(James). 
P 
!ReleasedAt(Awake(James), 0). 
!ReleasedAt(Awake(James), 1). 
!ReleasedAt(Awake(Jessie), 0). 
!ReleasedAt(Awake(Jessie), 1). 
--- 
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model 3: 
0 
Awake(Jessie). 
Happens(WakeUp(James), 0). 
1 
+Awake(James). 
P 
!Happens(WakeUp(Jessie), 0). 
!ReleasedAt(Awake(James), 0). 
!ReleasedAt(Awake(James), 1). 
!ReleasedAt(Awake(Jessie), 0). 
!ReleasedAt(Awake(Jessie), 1). 
--- 
model 4: 
0 
Happens(WakeUp(James), 0). 
1 
+Awake(James). 
P 
!Happens(WakeUp(Jessie), 0). 
!ReleasedAt(Awake(James), 0). 
!ReleasedAt(Awake(James), 1). 
!ReleasedAt(Awake(Jessie), 0). 
!ReleasedAt(Awake(Jessie), 1). 
 
The program simply finds all the models consistent with the stated facts and axioms. (An 

exception is that occurrences of events at the last timepoint are ruled out.) We haven't said 

whether Jessie was initially awake or not, and we haven't said that in order for a person to 

wake up, the person must have previously been asleep. If we add Jessie's initial state and an 

action precondition axiom for WakeUp: 

 
!HoldsAt(Awake(Jessie),0). 
[agent,time] Happens(WakeUp(agent),time)  !HoldsAt(Awake(agent),time). 
 
then we get only two models: 
 
2 models 
- - - 
model 1: 
0 
Happens(WakeUp(James), 0). 
1 
+Awake(James). 
P 
!Happens(WakeUp(Jessie), 0). 
!ReleasedAt(Awake(James), 0). 
!ReleasedAt(Awake(James), 1). 
!ReleasedAt(Awake(Jessie), 0). 
!ReleasedAt(Awake(Jessie), 1). 
- - - 
model 2: 
0 
Happens(WakeUp(James), 0). 
Happens(WakeUp(Jessie), 0). 
1 
+Awake(James). 
+Awake(Jessie). 
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P 
!ReleasedAt(Awake(James), 0). 
!ReleasedAt(Awake(James), 1). 
!ReleasedAt(Awake(Jessie), 0). 
!ReleasedAt(Awake(Jessie), 1). 
 
That is, Jessie might or might not have woken up. 
 
3.4.3 Propositional Calculus Reasoning 
 
RES can also be used to solve propositional logic problems. Here is an example: 
 
sort object 
 
predicate P(object) 
predicate Q(object) 
 
[object] P(object)  Q(object). 
 
object A, B 
 
P(A). 
 
When this example is run, RES produces four models. Q(A) is true in all of them. If you add 

the formula !Q(A) then the program reports that there are no models – the problem is 

unsatisfiable.  

 
3.5 Requirements 
 
RES runs under Windows and Linux. To run under Windows, must be installed Cygwin, 

which is available from http://www.cygwin.com/. With Cygwin, must be installed Python, gcc, 

and g++. Most Linux installations already have Python, gcc, and g++. (Python can be 

downloaded from http://www.python.org/. gcc and g++ can be downloaded from 

http://gcc.gnu.org/.) Under both Windows and Linux, must be downloaded the following:  

 
 One or more SAT solvers. The following have been tested and work properly with RES: 

Relsat which is available from http://www.bayardo.org/resources.html, and Walksat, 

which is available from http://www.cs.rochester.edu/u/kautz/walksat/.  

 
 PLY (Python Lex-Yacc), which is available from http://www.dabeaz.com/ply/. 

 
3.6 Evaluation - Event Calculus Benchmark Problems 
 
3.6.1 Evaluation on Event Calculus Problems 
 
Table 8 provides the results of the evaluation on a set of 14 classical benchmark reasoning 

problems that have been described for the event calculus. 12 of 14 were solved because it was 

 82



not able to handle the problems involving disjunctive event axioms, compound events, and 

effect constraints. 

 
Problem Reasoning 

type 
Notable Features Variables Clauses Encode Solve 

BusRide Abduction Abduction  
state constraint 

30 74 0.2s 0.2s 

ChessBoard Model 
finding 

Determining fluent 
state constraint 

27 52 0.2s 0.3s 

CoinToss Model 
finding 

Determining fluent 24 65 0.2s 0.3s 

Commuter Deduction Compound event - - - - 

DeadOrAlive Deduction State constraint 36 76 0.2s 0.4s 
Happy Deduction State constraint 24 46 0.3s 0.3s 

KitchenSink Deduction Release from inertia 
gradual change  
trigger axiom 

102 593 0.3s 0.4s 

RussianTurkey Model 
finding 

Release from inertia 35 87 0.2s 0.2s 

StolenCar Abduction Abduction 10 20 0.1s 0.2s 
StyffyRoom Deduction State constraint 27 57 0.2s 0.3s 
Supermarket Deduction Concurrent event 104 752 0.4s 0.5s 

ThielscherCircuit Deduction Causal constraint 68 142 0.6s 0.3s 
WalkingTurkey Deduction Effect constraint - - - - 

Yale Deduction Effect axiom with 
condition 

28 64 0.2s 0.3s 

    
Table 8: Results on event calculus benchmark problems 
 
3.6.2 Causal Calculator Performance Comparison 
 
Other logic-based formalisms for commonsense reasoning include the Situation Calculus, the 

Fluent Calculus, Temporal Action Logics (TAL), and action languages. The Situation 

Calculus is similar to the Event Calculus, but uses branching time instead of linear time. The 

Fluent Calculus is an extension of Situation Calculus. TAL is similar to the Event Calculus. 

Action languages use specialized syntaxes rather than first-order or second-order logic.  

 Software tools are available for reasoning using these formalisms: 

 KM [76] implements the Situation Calculus. 

 FLUX [77] implements the Fluent Calculus. 

 VITAL [78] implemets TAL. 

 The Causal Calculator (CCALC) [79] implements the CCALC action language, which 

is based on the distribution between what is true and what has a cause. 
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We have compared the performance of RES and the Causal Calculator (CCALC) in an 

important benchmark domain, the zoo world proposed by Erik Sandewall and formalized in 

the language of CCALC [80]. The CCALC formalization consists of 62 causal laws and the 

Event Calculus translation consists of 78 axioms [80]. As shown in Table 9, the performance 

of two systems on the test problems is comparable. The CCALC runs were performed with 

CCALC 2.0 beta 8.3, SWI-Prolog 5.0.10, and RELSAT 2.0. The CCALC encoding time is 

the sum of of the grounding and completion times. Encoding and solution times are elapsed 

times in seconds on a machine with a 3.2 GHz Intel Pentium 4 Processor and 512 megabytes 

RAM.    

 
Problem Variables Clauses Encode Solve 
ZooTest1      Res 
                   Ccalc 

3,239 
2,693 

23,819 
31,881 

23.35s 
14.83s 

1.18s 
12.24s 

ZooTest2          R 
                          C 

982 
1,116 

5,671 
8,870 

1.86s 
3.67s 

0.14s 
0.17s 

ZooTest3          R 
                          C 

1,805 
1,726 

12,604 
17,895 

8.74s 
15.08s 

0.53s 
0.61s 

ZooTest4.1       R  
                          C 

3,239 
2,770 

23,816 
32,193 

23.22s 
14.98s 

1.19s 
4.14s 

ZooTest4.2       R 
                          C 

3,980 
3,292 

29,572 
39,354 

34.24s 
14.90s 

1.39s 
11.54s 

ZooTest5.1       R 
                          C 

1,670 
1,483 

12,906 
18,120 

21.92s 
44.69s 

1.50s 
5.04s 

ZooTest5.2       R 
                          C 

1,670 
1,483 

12,908 
18,122 

22.11s 
44.69s 

0.66s 
5.06s 

ZooTest6          R 
                          C 

1,088 
1,127 

6,966 
10,428 

4.02s 
14.85s 

0.30s 
1.10s 

 
Table 9: Evaluation results on Zoo Problems (AkmanEtAl 2004) 
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Chapter 4 
 
 
 
4. SAT-Prog ARCHITECTURE  
 
 
4.1 Problem Statement - Contribution. 
 
While the goal of the SAT-Prog is to provide the user with an estimate of the solver’s 

progress through the search space of the SAT solver, that very concept is not well-defined, 

and depends ultimately on several things. First, there are a variety of algorithms to solve SAT 

instances. For instance, in addition to the Davis-Putnam algorithms, there are algorithms 

which attempt to solve SAT instances by symbolic manipulation. Also, there are stochastic 

algorithms which attempt to find solutions by picking assignments at random and applying 

small perturbations to them. All of these have very different search spaces.  

SAT-Prog restrict to solvers based on the Davis-Putnam algorithm. The reason for this, 

aside of the obvious one of expediency, is that one can essentially divide algorithms into two 

categories: deterministic and stochastic. In the deterministic category, Davis-Putnam solvers 

far outnumber the other kinds in popularity, and have empirically demonstrated superior 

performance. As for stochastic algorithms, their randomized operation makes the notion of a 

static, predefined search space inherently more vague. In addition, stochastic algorithms are 

typically used on instances which are satisfiable. 

SAT-Prog search space is the binary tree produced by considering as nodes those variables 

on which the splitting operation is performed. Progress through the search is defined as the 

portion of the tree nodes examined by the solver so far. However, this immediately presets a 

new problem: if the instance being solved is satisfiable, then the solver will not examine all 

the nodes in the tree. Further, it is impossible to predict how many nodes the solver will 

examine, as that would be equivalent to finding the solution. Hence, we choose to concentrate 

on unsatisfiable instances, on which the solver does end up examining the entire tree. 

 Of course, that fact is of little immediate help, since at the time SAT-Prog must take its 

calculation of current progress, the solver has only examined a portion of the search tree. The 

main task of SAT-Prog, then, is to predict the progress made so far based on this incomplete 

information; in essence to guess the shape of the search tree not yet examined by the solver. 

This problem then reduces to the problem of guessing, for any given node for the search tree, 

the ratio of times spent in the left branch subtree and the right branch subtree of that node. 

These subtrees correspond to positive and negative assignments to the variable represented by 

the node. 
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This is a nontrivial problem. A way to figure this out is by simply performing the splittings 

and comparing the numbers of nodes in each branch. However, doing so would require 

essentially solving the SAT subproblem for the subtree rooted at the node under 

consideration. What is required is a quickly computable estimator for the distribution of nodes 

among the two branches. We use two essentially different methods to estimate this 

distribution: historical, which bases our prediction of the distribution (breakdown) on actual 

breakdowns in regions of the tree which have already been explored, and predictive, which 

attempts to predict the breakdown based on some quickly computable metrics resulting from 

instantiating either value of the variable being split.     

 
4.2 Solution 
 
4.2.1 Architecture of SAT-Prog        
 
SAT-Prog implementation is a set of C++ classes. One of these serves as the interface to be 

used by clients. It has several simple methods through which clients initialize it and pass 

information to it. This design allows for maximum ease of instrumenting existing solvers with 

SAT-Prog – one simply needs to declare and initialize it, and notify it for new variable 

instantiations and backtracking. A single method lets the client obtain the percent of search 

space left. SAT-Prog has its own internal data structures to keep track of the search tree. It is 

that independent of any conventions or code peculiarities that different solvers possess. As 

long as the solvers have a consistent numbering scheme for the variables of the instance, they 

can be instrumented with SAT-Prog with minimal effort.  

Internally, SAT-Prog has two main supporting methods modules – the search tree and the 

statistic module. The former is responsible for keeping track of the search space. It is a binary 

tree with weighted edges, where the weights on the edges represent the predictions of the 

relative times spent in the corresponding subtrees. Thus the weights of the two edges from 

each non-leaf nodes must sum to 1. The search tree also keeps actual timings for each edge. 

This allows later to compare predictions of relative times spent in the branches to the actual 

relative times to see how well SAT-Prog is performing.  

 
The weighted tree structure allows to calculate percent left in the tree by the simple algorithm: 
 
Node currentNode; 
percentSpaceLeft = 0; 
 
while (currentNode != ROOT) { 
 if (currentNode.activeChild = = LEFT_CHILD) 
  percentSpaceLeft = percentSpaceLeft * currentNode.leftEdgeWeight; 
 else 
  percentSpaceLeft = currentNode.leftEdgeWeight +  
                                                           percentSpaceLeft * currentNode.rightEdgeWeight; 
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 currentNode = currentNode.parent; 
} 
 
activeChild is an indicator associated with each node which says whether the “active” node – 

the node corresponding to the variable which is at the top of the search stack – is in the left or 

right subtree of currentNode (if it is in neither, the indicator is ignored). The above algorithm 

is linear in the depth of the search tree and, hence, at worst linear in the number of variables 

in the instance. 

Another aspect of the weighted tree representation is that we may deallocate nodes once 

they are no longer required to keep total use of memory low. Thus, once a particular subtree 

of the search tree has been completely explored, i.e. the solver has backtracked past the root 

of the subtree, all the nodes in that subtree may be deallocated, as they will never be needed 

for calculating the percentage of search space left. 

The statistics module aggregates actual timings so that they may be accessed conveniently 

by historical methods for calculating breakdowns. These methods typically deal with all or 

some nodes at a certain depth of the tree, and so it would be inefficient for them to have to 

browse the tree for each node they needed to look at. The statistics module keeps tables of 

timings for each depth. The table for each depth is indexed by the node id of the node from 

which the timings come, so that the tree timings and the statistics module timings are cross-

linked. Additionally, this allows to deallocate nodes of the search tree as described earlier, 

and still allows timings associated with them to be accessible by historical methods. 

 
4.2.2 SAT-Prog Algorithms 
 
The centerpiece of SAT-Prog is a method which for a newly instantiated variable, calculates 

the breakdown, i.e. the prediction of the relative times the solver will spend in the two 

subtrees rooted at the node corresponding to the variable, each subtree corresponding to one 

of the two possible assignments to the variable. 

 
4.2.2.1 Constant Method 

This is not really a category, but more a “control” case. This algorithm simply assumes a 

uniform structure to the search tree, where at each node the breakdown is the same – it can be 

50-50, or any other preset distribution. If this algorithm was sufficient, then this problem 

would not really be interesting. This algorithm is a good baseline against which to measure 

the performance of other algorithms. 

 
4.2.2.2 Historical Method 

These methods are essentially based on the thesis that while in general search trees for SAT 

problems are non-uniform, search trees for particular problems have a uniform, or at least a 
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somewhat uniform, structure. Therefore, breakdowns for newly instantiated nodes are likely 

to be similar to breakdowns for other nodes in similar parts of the search tree. Hence we can 

obtain a good estimate for a breakdown for a newly instantiated node by looking at another 

node for which we have the actual breakdown, i.e. actual timings for both branches. SAT-

Prog have two historical methods – a simple averaging method and a weighted averaging 

method. The latter attempts to extract more information from the tree structure. 

 
4.2.2.3 Simple Averaging Method 

The simple averaging method simple looks the average of the actual breakdowns of all nodes 

at the same depth as the new node and uses that average as the prediction of the breakdown of 

the new node.  

 
4.2.2.4 Weighted Averaging 

The weighted averaging attempts to extract more information from the structure of the search 

tree by assuming that the “closer” a node is to another node, the more likely it is that their 

breakdowns will be similar. The weighted averaging method then takes the weighted average 

of all nodes at the same depth as the new node, weighting “closer” more than “distant” nodes. 

The measure of closeness is the common ancestor height – the distance from the two nodes of 

the first node which is common to the paths from the root to the two nodes. The grater the 

common ancestor height, the further away the nodes are. The weightings are in inverse-square 

relationship to the common ancestor heights.  

 
4.2.2.5 Predictive  

Predictive methods ignore previous actual breakdowns and instead attempts to figure out the 

relative amount by which the two possible values for the new variable reduce the search 

space. The general idea is to look at the number of clauses in which the variable appears 

positively and negatively. This gives an idea of  both how many clauses will be subsumed by 

the two assignments and how many will be reduced, leading possibly  to more unary clauses 

which lead to further elimination of clauses. The idea is that the assignment which eliminates 

more clauses will correspond to a smaller subtree which will take less time to explore. There 

are two ways of figuring out which subtree will that be. 

 

4.2.2.6 Propagation  

 One method is simply to propagate both values of the variables and see which value leads 

to fewer clauses after propagation. This method has a few disadvantages though - it takes 

relatively long and it relies on the solver’s propagation routines. These often have side effects 

and are not idempotent; hence extensive modification or duplication of solver code is required 
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for its propagation methods to be usable this way. Hence we use another method which does 

not rely on the solver. 

 
4.2.2.7 Clause Counting  

 This method simply looks at all clauses in which the variables appear positively or 

negatively, as appropriate, and does a weighted count on them. Shorter clauses are weighted 

more heavily than longer ones, since they are more likely to lead to unary clauses and hence 

elimination. This has the advantage of being quick, and requiring little reliance on the solver 

(other than to tell us how many clauses contain a given variable and their lengths). Also it 

gives some weight to clauses which are not eliminated in propagation but are nonetheless 

shortened.  

 
4.2.2.8 Solver Specific and General Heuristics   

Finally, we use knowledge of particular heuristics used by solvers to improve performance. 

For instance, RELSAT when deciding which variable to choose for splitting next, it checks if 

any variable has an assignment that leads to immediate contradiction and if so, it picks that 

variable and assignment to instantiate next. SAT-Prog allows the solver to tell it of such 

things, both ridding itself of work and being able to know the breakdown exactly. 

SAT-Prog uses common sense heuristics to limit the degree to which the predictions can 

go wrong. For example, if the progress predicted a 50-50 breakdown for a particular node, the 

solver spent 1 minute in the left subtree, and has already spent 3 minutes in the right subtree, 

we know that the prediction, was wrong and the breakdown is at least 25-75, and probably 

even more skewed to the right subtree. Hence, we can use that to correct the error in 

prediction.      

 
4.3 Evaluating SAT-Prog 
 
It is important to be able to see how well SAT-Prog performs. Several measurements are kept 

to try to estimate its accuracy. The most important measure is the average predicted-actual 

percent difference. Each time SAT-Prog predict a new percentage value as the percent of 

search space left, we start a timer. A timer is also started at the beginning of the search. Thus, 

once the search is done, we can look at the total time for the search, and the time since a 

certain percent was predicted, to obtain the actual percent of search done at that time. Thus 

we can compare the predicted and actual percentages to see how accurate the SAT-Prog’s 

predictions are. Taking the averages of these differences for every percent predicted we 

obtain the average predicted-actual percent difference. This is the most important measure 

since it tell us, on average, when we look at how long, according to SAT-Prog, is there left to 

search, how accurate that read out is. We also have finer measures of SAT-Prog’s predictive 
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efficiency. If we do not deallocate nodes during the search, we end up with, for every node in 

the tree, both the predicted and actual breakdowns. This allows us to analyze the difference 

with respect to depth and structure of the tree.  

 
4.3.1 Incorporation with a SAT solver  
 
We have instrumented RELSAT solver with SAT-Prog. The instrumentation required 

minimal modification of the code. RELSAT was originally written in C and hence required 

some modifications to make it compatible with C++ so that it could use the SAT-Prog 

directly (see Appendix D). The effect of the incorporation of SAT-Prog on the solver’s 

running time was minimal – 1-2% for problems which took 1-5 minutes to solve, and less for 

longer ones. 

 
4.3.2 SAT-Prog Performance 
 
Table 10 provides the average and standard deviation of the difference between predicted and 

actual progress of the solver (in percent of total search space) for several representative 

benchmarks SAT instances using the RELSAT solver. These instances are publicly available 

on the following URLs http://www.cs.ubc.ca/~hoos/SATLIB/benchm.html and   

http://www.satlive.org/bytype.jsp?reftypefrom=-2 .These numbers are presented for the 

clause counting, simple averaging, weighted averaging, and constant methods, abbreviated in 

the table as CC, SA, WA and CO respectively (with breakdown 50-50). 

 
               Average    Std. Dev. 
Category Instance CC SA WA CO CC SA WA CO 
Model Checking barrel5 5.2 4.5 20.3 9.8 4.4 5.3 14.0 9.5 
 barrel7 9.3 5.4 6.2 6.0 7.5 6.8 5.3 6.3 
 longmult5 30.8 6.4 5.7 32.1 17.4 9.3 10.3 18.6
 longmult7 49.9 35.8 30.2 57.8 23.8 18.3 18.0 20.2
 queueinvar10 8.6 6.8 6.8 8.6 3.7 4.7 4.8 4.4 
 queueinvar14 2.3 3.7 4.2 4.5 2.5 2.8 2.8 3.8 
 queueinvar18 2.6 5.7 3.1 11.9 1.7 3.7 1.9 6.4 
 
SAT Plan logistics.b 13.5 5.0 5.1 5.0 9.9 5.2 4.7 4.8 
 logistics.c 10.2 7.5 5.8 6.4 6.8 5.1 3.0 3.9 
 bw-large.c 17.1 34.3 34.1 37.3 6.4 13.0 13.9 19.0  
 bw-large.d 28.8 21.2 21.1 39.4 20.0 27.3 27.6 35.3  
 rocket-ext.b 13.6 24.8 21.7 22.1 5.3 4.3 3.3 3.4   
FPGA Routing apex7fs3w5v262 8.1 18.1 17.6 10.5 5.5 11.3 11.9 7.8 
 9symmlfs3w6v262 1.8 11.0 11.2 14.5 1.2 7.6 8.3 6.6 
 example2fs3w6v262 9.9 10.0 7.0 5.7 4.8 5.8 5.0 3.8  
 
Equiv. Checking c432 15.3 11.1 8.1 5.3 9.3 7.0 4.3 3.6 
 c499 40.6 47.2 49.3 39.9 22.4 26.8 25.7 23.1
 c880 9.1 19.5 18.0 19.4 6.4 13.8 14.1 12.5
 c1355 32.8 24.1 22.3 22.1 12.5 12.4 13.5 11.6  
  

 90

http://www.cs.ubc.ca/~hoos/SATLIB/benchm.html
http://www.satlive.org/bytype.jsp?reftypefrom=-2


UNI Paderborn hfo4.040.0 1.8 6.4 5.9 4.7 1.2 3.8 3.4 2.4 
 hfo6.040.0 0.5 1.5 1.6 1.5 0.4 0.7 1.0 0.8 
 hfo8.040.0 0.3 0.7 2.5 0.5 0.2 0.8 1.5 0.5 
 
Average  13.5 13.5 13.4 15.9 7.5 8.5 8.6 8.5 
 
 
Table 10: Evaluation of SAT-Prog on DIMACS benchmarks instances 
 
In addition to collecting these statistics for the entire search space, these were collected for 

early (0-5%), middle (5-75%) and late (75-100%) parts of the search. This allow to see if the 

effectiveness of SAT-Prog was fairly uniform throughout the search, and in particular, how 

well it performed during the beginning of the search, since in order for it to be used for 

deciding the optimal solver for a problem, it must perform early on.  

 
Table 11 presents the overall average difference between actual and predicted progress and 

the average difference during the early part of the search (0-5%). 

 

 
Overall Average         Early Average 

Category Instance CC SA WA CO CC SA WA CO 
Model Checking barrel5 5.2 4.5 20.3 9.8 0.44 0.2 2.6 0.1 
 barrel7 9.3 5.4 6.2 6.0 0.49 0.28 0.6 0.3 
 longmult5 30.8 6.4 5.7 32.1 31.37 23.8 23.6 23.8 
 longmult7 49.9 35.8 30.2 57.8 49.5 32.2 26.1 56.9
 queueinvar10 8.6 6.8 6.8 8.6 9.1 13.7 6.7 8.6 
 queueinvar14 2.3 3.7 4.2 4.5 2.4 1.3 1.3 1.3 
 queueinvar18 2.6 5.7 3.1 11.9 2.6 3.8 3.7 0.0 
 
SAT Plan logistics.b 13.5 5.0 5.1 5.0 34.2 22.2 22.0 22.2 
 logistics.c 10.2 7.5 5.8 6.4 0.0 0.0 0.0 0.0 
 bw-large.c 17.1 34.3 34.1 37.3 0.0 0.0 0.0 0.0  
 bw-large.d 28.8 21.2 21.1 39.4 6.0 1.2 0.99 1.0  
 rocket-ext.b 13.6 24.8 21.7 22.1 0.0 0.0 0.0 0.0   
FPGA Routing apex7fs3w5v262 8.1 18.1 17.6 10.5 1.9 3.0 2.5 2.6 
 9symmlfs3w6v262 1.8 11.0 11.2 14.5 1.9 2.1 2.1 7.6 
 example2fs3w6v262 9.9 10.0 7.0 5.7 1.9 2.2 1.7 2.2  
 
Equiv. Checking c432 15.3 11.1 8.1 5.3 0.7 2.9 3.5 2.6 
 c499 40.6 47.2 49.3 39.9 0.0 0.0 0.0 0.0
 c880 9.1 19.5 18.0 19.4 0.0 0.0 3.7 3.7
 c1355 32.8 24.1 22.3 22.1 0.0 0.19 0.32 0.3  
  
UNI Paderborn hfo4.040.0 1.8 6.4 5.9 4.7 0.2 1.58 2.8 1.2 
 hfo6.040.0 0.5 1.5 1.6 1.5 1.3 1.2 1.5 1.1 
 hfo8.040.0 0.3 0.7 2.5 0.5 0.4 0.2 0.6 0.75 
 
Table 11: Comparison of Overall to Early Performance 
 
Above all we can make the following conclusions: SAT-Prog tends to perform surprisingly 

well on the majority of the cases with any of the heuristics. For the most part there is a benefit 

from using the heuristics methods over the constant one. Each heuristic method has a couple 
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of instances on which it performs very badly and much worse than the others, and there is no 

obvious way to explain why or predict on which instances this would happen. But overall any 

of the heuristics are acceptable for giving a decent estimate of the progress. 

 The effectiveness of SAT-Prog during the early part of the search is about the same as its 

overall effectiveness; hence it could be a valuable tool in selecting the optimal solver. It can 

be particularly useful if a few solvers are running in parallel – after a certain time the system 

can kill particularly badly performing solvers and start up new ones with different parameters, 

thus iteratively zeroing in on the optimal solver.   

 

4.4 Implementation Issues and Requirements 
 
4.4.1 Instrumenting a SAT solver with SAT-Prog 
 
There are basically five points of interaction between the solver used and SAT-Prog: 
 

 Create a new progress object and initialize it. 
 
 Tell SAT-Prog about a new variable being split or backtracked to. 

 
 Request current progress information from SAT-Prog. 

 
 Tell SAT-Prog the search is over. 

 
The following describe the calls necessary to perform these five steps: 
 

 Creation and Initialization. 

(the header file “SatProg.h” must be included) 
 
CSatProg *satProg = new CSatProg (unassignedVariableCount, max 
VariableNumber)  
 
satProg  setClauseCountBreakdownProc (breakdownProc) 
satProg  setPropagationBreakdownProc (breakdownProc) 
 
The above code specifies the procedures SAT-Prog should use to calculate breakdowns 

according to the clause counting and propagations methods. These must be written 

separately for each solver since they must make solver specific calls to inspect the 

clause structure of the instance. breakdownProc must be defined as follows: 

 
double breakdownProc (int var, void* extraInfo) 
 
It takes the variable being split and optional extra information passed in by the solver 

and returns the breakdown. The breakdown is returned as the weight of the left branch. 

 
 Telling SAT-Prog about a new variable being split or backtracked to. 

 
satProg  handleVariable (variableNumber, extraInfo, breakdown) 
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Here extraInfo is defined as optional void* parameter which can be used to pass extra 

information to a particular breakdown method. breakdown is an optional double 

parameter which can be used to tell SAT-Prog the breakdown for the variable if for 

whatever reason the solver already knows what it is. This method needs to be called 

both when a new variable is chosen for splitting and when there is a backtracking to 

some variable. It does not to be called for variables instantiated durig unit propagation. 

 
 Getting current progress information. 

There are two methods for doing this. 
 
satProg  printInfo() 
 
this prints out some information about current progress 
 
double percentDone = satProg  getPercentDone()  
 
returns the percent of search space examined. 

 
 Notifying SAT-Prog the search is over. 

 
satProg  handleEndOfSearch() 

 
If needed, satProg object must be deleted manually, if it was allocated dynamically. 
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Chapter 5 
 
 
5. APPLICATIONS of RES with SAT-Prog 
 
 
The availability of techniques for commonsense reasoning presents an enormous opportunity 

in that there are many areas that have only begun to be explored that benefit from the use of 

commonsense reasoning. Commonsense reasoning provides two important benefits to 

computer applications: 

 
 Commonsense reasoning can be used to give applications a greater degree of 

understanding about the human world. Users can be freed from having to state 

everything explicitly because commonsense reasoning can be used to infer what is 

obvious to a person. 

 Commonsense reasoning can be used to give computer programs more flexibility. An 

application can adapt to an unexpected real-world problem by reasoning about it in 

order to come up with a solution. 

 
5.1 Business Systems 
 
An importnant area of application of commonsense reasoning is business systems. For 

example, payment protocols can use the event calculus (see the work of Pinar Yolum and 

Munindar P. Singth, [64]) to incorporate commonsense knowledge and reasoning about 

commitments into electronic payment systems.This is achieved by implementing a 

mechanism that enables customer and merchant applications to (1) keep track of their 

commitments, (2) determine what actions are currently possible, and (3) plan actions to 

achieve goals. Instead of describing a payment protocol as a finite state machine (FSM), as is 

traditionally done, the commitments inherent in the protocol could be extracted and described 

using the event calculus. Applications that implement the protocol can then use the event 

calculus and relative reasoning tools to reason about their commitments. This makes the 

applications more flexible than those based on FSMs. An FSM describes only which actions 

are currently possible, not why they are possible. By using commonsense reasoning to reason 

about commitments, applications can generate their own plans for achieving their goals and 

cope with unanticipated situations. 

 
 Another key area in business systems that commonsense reasoning is often applied is 

workflow modeling. A method for using the event calculus to specify, simulate, and execute 

workflows has been defined by Nihan Kesim Cicekli and Yakup Yildirim [65]. A workflow 

consists of a set of business activities and dependencies among the activities. For example, 
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the workflow in a newspaper might consist of (1) a set of activities w1,…,wn in which reportes 

write stories; (2) a set of activities e1,…,en in which editors edit stories written by reporters, 

where for each i∈{1,…,n}, ei depends on wi; and (3) a pagination activity p in which the 

stories are put into place on pages, which depends on all of the activities e1,…,en.  

 
 There are several type of dependecies that can be part of a workflow. 
 
 In a sequence, one activity follows another activity; this is the case for ei and wi just 
 described. 
 
 In an AND-split, several activities follow one activity, and these activities are performed 
 in parallel.  
 
 In an AND-join, an activity starts after several others activities have all ended; this is the  
 case for p. 
 
 In an XOR-split, one of several activities follows an activity, depending on what condition 
 is true. 
 
 In an XOR-join, an activity starts after any of several other activities have ended. 
 
 In an iteration, one or more activities are repeatdly performed while a condition is true. 
 
Once a workflow is modeled using the event calculus, temporal projection can be used to 

simulate the workflow. The model can also be used by a workflow manager in a workflow 

management system using reasoning tools to manage the execution of a workflow by the 

workkflow participants. The event calculus with reasoning tools enables the past, present, and 

possible future states of a workflow to be queried at any point in the simulation or execution 

of the workflow. 

    
5.2 Natural Language Understanding 
 
Understanding natural language text or speech involves building representations of the 

meaning of that text or speech. Reasoning applications using event calculus can be used to 

perform commonsense reasoning in order to build representations of meaning while formulas 

of the event calculus can be used to represent meaning. 

 For example, it can be used a semantic parser to convert the English sentence John wakes 

up into the event calculus formula, 

 
Happens(WakeUp(John), 0) 

 
then, supposing we have the  following representations of commonsense knowledge: 
 

Initiates(WakeUp(a), Awake(a), t) 
Happens(WakeUp(a), t) ⇒ ¬HoldsAt(Awake(a), t) 
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we can reason building the following representation of the sentence’s meaning. 
 

¬HoldsAt(Awake(John), 0) 
Happens(WakeUp(John), 0) 
HoldsAt(Awake(John), 1) 

 
In general, the event calculus can be used in a natural language understanding system as 

follows: 

 
1. The set of domains to be understood by the system is determined. 

2. Commonsense knowledge about the domains is represented using the event calculus. 

3. For each natural language input: 

a. The input is parsed by syntactic and/or semantic parsers into predicate- 

argument structure representations, which resemble event calculus Happens 

and HoldsAt formulas. 

b.  The predicate-argument structure representations are converted into event 

calculus Happens and HoldsAt formulas. 

c. The event calculus formulas are fed to an event calculus reasoning program, 

which uses the commonsense knowledge to produse additional event calculus 

formulas, or inferences. 

d. The inferences are produced as outputs. 

 
The output can be used for various purposes, including dialog management, information 

retrieval, question answering, summarization, updating a database, and user modeling. 

 
The event calculus can be used to address the problem of story understanding, which consists 

of taking a story as input, understanding it, and then answering questions about it. 

Commonsense reasoning can be used to fill in details not explicitly stated in the input story, 

and commonsense reasoning tools can be used to build detailed models of a story, which 

represent the events that occur and the properties that are true or false at various times. 

 
5.3 Ambient Intelligence 
 
Ambient Intelligence (AmI) [66, 67] is growing fast as a multi-disciplinary topic of interest 

which can allow many areas of research to have a significant beneficial influence into our 

society. The basic idea behind AmI is that by enriching an environment with technology 

(mainly sensors and devices interconnected through a network), a system can be built to take 

decisions to benefit the users of that environment based on real-time information gathered and 

historical data accumulated. AmI inherits aspects of many cognate areas of Computer 

Science, but should not be confused with any of those in particular. 
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Figure 2: Relation in between AmI and other areas in Computing Science 
 
In order to be sensible, a system has to be intelligent. That is how a trained assistant, e.g. a 

nurse or personal assistant, typically behaves; proactively helping when needed but exercising 

restraint if necessary. Being sensible demands recognizing the user, learning or knowing 

her/his preferences and the capability to exhibit empathy with the user’s mood and current 

situation. 

 

The capability to infer and understand intentions and goals behind activities is one of the 

hardest challenges in the area but a fundamental one which allows the system to anticipate 

needs and serve users in a sensible way. 

 

An AmI system can be built in many ways. Typically it needs sensors and devices to surround 

occupants of an environment (interactors) with technology. The technology can provide 

accurate data to the system on the different contexts which are continuously developing. The 

data collected is transmitted by a network and pre-processed by middleware, which collates 

and harmonises data from different devices. In order to make decision-making easier and 
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more beneficial to the occupants of the environment the system will have a higher level layer 

of reasoning which will accomplish diagnosis and advise or assist humans with responsibility 

for intervention. 
 

 
 
Figure 3: Flow of information and general architecture of an AmI system. 
 
Elements that may be included in the high level ‘Decision Making’ process are a ‘Knowledge 

Repository’ where the events are collected and an ‘AI Reasoner’ which will apply reasoning 

to take decisions. For example, a decision could be to perform some action in the environment 

and this is enabled via ‘Actuators’. Knowledge discovery and machine learning techniques 

learn from the acquired information in order to update the AI Reasoner in the light of 

experience of the system. 

 

AmI systems with the general architecture described in the previous section can be deployed 

in many possible environments. Below we describe some of these environments in order to 

better illustrate the scope of the idea. 

 

Scenario 1: Smart Home. The AmI specification may include the meaningful environment is 

the house, including the backyard and a portion of the front door as these areas also have 

sensors. Objects are plants, furniture, and so on. Figure has three interactors depicted and 

therefore has three elements: a person in the bedroom, a cat, and a floor cleaning robot in the 
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living room. There are also movement sensors, pull cord switch, smoke detector, doorbell 

detector, pressure pad, plus switch sensors for taps, a cooker and a TV. In addition, there is a 

set of actuators, as the taps, cooker and TV also have the capacity to be turned on and off 

without human assistance. Contexts of interest can be “cooker is left on without human 

presence in the kitchen for more than 10 minutes”, “occupant is still sleeping after 9AM”. 

Interaction rules specified may consider that “if occupant is in bed and is later than 9AM and 

contact has been attempted unsuccessfully then carer should be notified”. 

 
 

 
 
Figure 4: A generic layout of a ‘Smart Home’ enriched with sensors and devices 
 
Scenario 2: Hospital room, where a patient is monitored for health and security reasons. 

Objects in the environment are furniture, medical equipment, specific elements of the room 

like a toilet and a window. Interactors in this environment will be the patient, relatives and 

carers (e.g., nurses and doctors). Sensors can be movement sensors and wrist band detectors 

for identifying who is entering or leaving the room and who is approaching specific areas like 
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a window or the toilet. Actuators can be microphones/speakers within the toilet to interact 

with the patient in an emergency. Contexts of interest can be “the patient has entered the toilet 

and has not returned after 20 minutes” or “frail patient left the room”. Interaction rules can 

consider, for example, that “if patient is leaving the room and status indicates that this is not 

allowed for this particular patient then nurses should be notified”. 
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Chapter 6 
 
 
6. EXTENSIBILITY SUGGESTIONS – CONCLUSIONS 
 
 
6.1 Extensibility Suggestions 

 
An event calculus reasoning tool supporting compound events, continuous time, disjunctive 

event axioms and effect constraints would be more useful for applications like robotics. In 

addition, to extending the reasoning and building applications, another area for future work is 

to parallelize the reasoning to run on a computing grid and so that much larger problems can 

be solved even more quickly.    

 RES reasoning system uses SAT for reasoning incorporated with SAT-Prog for 

monitoring the progress of the solver. Sometimes the solver examines a subtree extremely 

quickly because it arrives at a nogood which invalidates the assignment at the root of the 

subtree quickly, when this had not been expected. This can have a devastating result on the 

accuracy of SAT-Prog prediction, particularly if the node this subtree is rooted at is fairly 

shallow in the overall search tree.  

 Therefore a useful notion would be an idea of thresholds, where if examination of a 

subtree takes less time than a certain threshold, it is counted as if it took no time at all and the 

breakdown of that subtree is adjusted to zero. The trick is figuring out what threshold values 

are appropriate for what problems. 

 Another idea is a heuristic which combines the historical and predictive methods. For 

example, this could be a heuristic which takes the breakdowns given by the historical and 

clause counting methods, and uses a weighted average of them, where the weighting is 

adjusted dynamically throughout the search based on performance of the two methods so far.  

 
Event calculus reasoning can be used in many state of the art applications, including business 

systems, natural language understanding, and robotics. In Business systems event calculus 

can be used to make them more flexible and more aware of the human world. The event 

calculus is being used to model business workflows. The model of the workflow can be used 

for various purposes, such as simulating the workflow, managing the execution of the 

workflows by participants, and querying the past, present, and possible future states of the 

workflow.   

 The event calculus is well-suited to the representation of the meaning of natural language, 

and making inferences in natural language understanding systems. It can be used to represent 

tense and aspect, and for inferencing in narrative comprehension systems. Given a 

commonsense knowledge base about a domain and a narrative consisting of known properties 
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and events in that domain, the event calculus can be used to fill in missing properties and 

events.  

 In robotics event calculus is being used, for example, to improve object recognition by 

taking advantage of reasoning about the changes and the appearance of an object over time.  

 Event calculus reasoning can be used to develop applications for all the above areas. 

Developing commonsense knowledge bases, or libraries of reusable event calculus 

representations of commonsense knowledge, can be later used for developing applications 

using event calculus reasoning systems. 

 There are several potential obstacles to the use of commonsense reasoning. The first 

obstacle is computing resources. Not all commonsense reasoning problems can be solved 

efficiently on present-day computers. There are several ways of dealing with this. We can 

magnify the power of current computers by using grid computing, which exploits the unused 

computing cycles of many machines on the Internet. We can continue to perform research on 

the efficiency of reasoning algorithms in order to discover and implement more efficient 

algorithms and state problems in such a way that they can be solved efficiently. For example, 

experiments have shown that random SAT problems are most quickly solved either when they 

are underconstrained so that they have many solutions or they are overconstrained so that they 

have few solutions. 

 Another potential obstacle is our ability to construct complete and correct axiomatizations. 

Although appropriate axiomatizations and techniques have been presented for a number of 

commonsense areas, the commonsense world is large. Considerable effort and ingenuity are 

required to develop good axiomatizations. To some degree the task can be eased by using 

machine-learning techniques such as inductive logic programming, which learns 

axiomatizations automatically given sets of examples. 

 Another potential obstacle is that of linking up the event calculus to the world. How do we 

transform a problem in the world into an event calculus problem? Certain problems such as 

those involving electronic payment systems use representations that are easily translated into 

the event calculus. Other problems require more extensive processing. Natural language text 

or speech must first be processed by syntactic and semantic parsers, and images must first be 

treated by image processing software. 

 
6.2. Conclusions 
 
Commonsense reasoning is the human ability to make inferences about properties and events 

in the everyday world. The automation of commonsense reasoning, long a goal of the field of 

artificial intelligence and an area of active research in the last decade, is attaining a level of 

maturity. Automating commonsense reasoning allows us to build applications that are more 

user friendly and more understanding of the world. 
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 Several major computational approaches to commonsense reasoning have been explored. 

Analogical processing implements the notion that people reason about novel situations by 

analogy to familiar ones. Probability theory allows us to reason given uncertain knowledge of 

the state of the world and how the world works. Qualitative reasoning focuses on reasoning 

about physical systems. Methods based on natural language make use of large textual corpora 

of commonsense knowledge. Society of mind approaches stress the use of multiple interacting 

methods and representations. 

 One approach that has achieved a high degree of success because of its steadfast focus on 

hard benchmark problems of commonsense reasoning, is logic. One logic-based formalism 

that stands out as both comprehensive and easy to use is the event calculus. 

 A method for commonsense reasoning must be able to perform various types of reasoning. 

Projection consists of determining what will happen next, or what the results of a sequence of 

actions will be. Explanation consists of determining what happened, or what the initial 

situation was. A method for commonsense reasoning must be able to reason about various 

everyday domains, especially time (action and change), space, and mental states. 

 

This thesis introduced the design and implementation of a satisfiability-based commonsense 

reasoning system, called RES that supports a larger subset of the classical logic event 

calculus. The system takes a reasoning problem as input and produces solutions to the 

problem as output. It supports such reasoning types as deduction, temporal projection, 

abduction, planning, model checking, model finding and counterexample finding. RES 

supports the commonsense law of inertia, release from the commonsense law of inertia, 

conditional effects of events, event ramifications, events with nondeterministic effects, 

gradual change, triggered events, and concurrent events with cumulative or canceling effects. 

RES incorporates SAT-Prog, a tool for measuring the progress of a SAT instance. Evaluation 

of RES on event calculus benchmarks problems and SAT-Prog on SAT instances, showed 

that event calculus reasoning problems can be solved efficiently using complete satisfiability 

solvers and SAT-Prog performs well on the majority of the cases giving us a reasonably 

reliable measure of solver progress. 

 
The automation of commonsense reasoning is coming to fruition. Future challenges include 

the development of useful commonsense knowledge for application areas and the efficient 

solution of large commonsense reasoning problems. In this direction RES handles important 

problems of commonsense reasoning, and it could be highly usable. Developing 

commonsense knowledge bases, or libraries of reusable event calculus representations of 

commonsense knowledge, can be later used for developing applications using event calculus 

reasoning systems. RES could be applied to business systems, natural language 
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understanding, and vision. It will be interesting in the coming years to explore the advantages 

of automating commonsense reasoning for creating more flexible and user-friendly systems. 

              

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 104



References 
 
[1] J. McCarthy. Situations, actions and causal laws. Technical report, Stanford University, 1963.  
Reprinted in Semantic Information Processing )(M. Minsky ed),  MIT Press, Cambridge, Mass., 1968 
pp. 410-417 
 
[2] Reiter, R. 2001. Knowledge in Action: Logical Foundations for Specifying and Implementing 
Dynamical Systems. MIT Press, Cambridge, Mass. 
 
[3] F. Pirri and R. Reiter. Some contributions to the metatheory of the situation calculus. Journal of the 
ACM. http://www.cs.toronto.edu/~cogrobo 
 
[4] J.A. Pinto. Temporal Reasoning in the Situation Calculus. PhD thesis. University of Toronto, 
Department of Computer Science. 
 
[5] R. Reiter. Natural actions, concurrency and continuous time in the situation calculus. In L.C. 
Aiello,  J. Doyle, and S.C. Shapiro, editors, Principles of Knowledge Representation and Reasoning: 
Proceedings of the Fifth International Conference (KR’96), pages 2-13. Morgan Kaufmann Publishers, 
San Francisco, CA, 1998 
 
[6] R. Reiter. Sequential, temporal GOLOG. In A.G. Cohn and L.K. Schubert, editors, Principles of 
Knowledge Representation and Reasoning: Proceedings of the Sixth International Conference (KR’98), 
pages 547-556. Morgan Kaufmann Publishers, San Francisco,CA,1998. 
 
[7] R. Reiter. The frame problem in the situation calculus: a simple solution, sometimes and a 
completeness result for goal regression. In Vladimir Lifschitz, editor, Artificial Intelligence and 
Mathematical Theory of Computation: Papers in Honor of John McCarthy,  pages 359-380.  Academic 
Press, San Diego, CA, 1991. 
 
[8] E.P.D. Pednault. ADL: Exploring the middle ground between STRIPS and the situation calculus. In 
R.J. Brachman, H. Levesque, and R. Reiter, editors.  Proceedings of the First International Conference 
on Principles of Knowledge Representation and Reasoning (KR’89) pages 324-332. Morgan Kaufmann 
Publishers, San Francisco, CA, 1989 
 
[9] A. R. Haas. The case for domain-specific frame axioms. In F. M. Brown, editor, The frame problem 
in arti_cial intelligence_ Proceedings of the 1987 workshop, pages 343-348 Los Altos, California, 
1987. Morgan Kaufmann Publishers, San Francisco, CA. 
 
[10] L. K. Schubert. Monotonic solution of the frame problem in the situation calculus: an efficient 
method for worlds with fully specified actions. In H. E. Kyberg, R. P. Loui, and G.N. Carlson, editors, 
Knowledge Representation and Defeasible Reasoning, pages 23-67. Kluwer Academic Press, 1990 
 
[11] Y. Lesperance, H. J. Levesque, F. Lin, D. Marcu, R. Reiter, and R. Scherl. A logical approach to 
high-level robot programming - a progress report. In Control of the Physical World by Intelligent 
Systems, Working Notes of the 1994 AAAI Fall Symp., 1994. 
 
[12 ]H. J. Levesque, R. Reiter, Y. Lesperance, F. Lin, and R. Scherl. GOLOG: a logic programming 
language for dynamic domains. J. of Logic Programming, Special Issue on Actions, 31 (1-3): 59-83, 
1997. 
 
[13] Robert A. Kowalski and Marek J. Sergot. A logic-based calculus of events. New Generation 
Computing, 4(1):67–95, 1986. 
 
[14] Rob Miller and Murray Shanahan. Some alternative formulations of the event calculus. In Antonis 
C. Kakas and Fariba Sadri, editors, Computational Logic: Logic Programming and Beyond: Essays in 
Honour of Robert A. Kowalski, Part II, volume 2408 of Lecture Notes in Computer Science, pages 
452–490. Springer, Berlin, 2002. 
 
[15] Murray Shanahan. Solving the Frame Problem. MIT Press, Cambridge, MA, 1997. 
 

 105



[16] Murray Shanahan. The event calculus explained. In Michael J. Wooldridge and Manuela M. 
Veloso, editors, Artificial Intelligence Today: Recent Trends and Developments, volume 1600 of 
Lecture Notes in Computer Science, pages 409–430. Springer, Berlin, 1999. 
 
[17] Robert A. Kowalski. Database updates in the event calculus. Technical Report DOC 86/12, 
London: Imperial College of Science, Technology, and Medicine, 1986 
 
[18] Fariba Sadri. Three recent approaches to temporal reasoning. In Antony P. Galton, editor, 
Temporal Logics and their Applications, pages 121–168. Academic Press, London, 1987. 
 
[19] Kave Eshghi. Abductive planning with event calculus. In Robert A. Kowalski and Kenneth A. 
Bowen, editors, Logic Programming: Proceedings of the Fifth International Conference and 
Symposium, volume 1, pages 562–579. MIT Press, Cambridge, MA, 1988. 
 
[20] Murray Shanahan. Prediction is deduction but explanation is abduction. In N. S. Sridharan, editor, 
Proceedings of the Eleventh International Joint Conference on Artificial Intelligence, pages 1055–
1060, San Mateo, CA, 1989. Morgan Kaufmann. 
 
[21] Murray Shanahan. Representing continuous change in the event calculus. In Luigia Carlucci 
Aiello, editor, Proceedings of the Ninth European Conference on Artificial Intelligence, pages 598–
603, London, 1990. Pitman. 
 
[22] Murray Shanahan. A circumscriptive calculus of events. Artificial Intelligence, 77:249–284, 1995. 
 
[23] Murray Shanahan. Robotics and the common sense informatic situation. In WolfgangWahlster, 
editor, Proceedings of the Twelfth European Conference on Artificial Intelligence, pages 684–688, 
Chichester, UK, 1996. John Wiley. 
 
[24] Rob Miller and Murray Shanahan. The event calculus in classical logic: Alternative 
axiomatisations. Linkoping Electronic Articles in Computer and Information Science, 4(016), 1999. 
 
[25] Mueller E.T. Event calculus reasoning through satisfiability. Journal of Logic and Computation, 
2004, 14(5): 703 – 730. 
 
[26] Vladimir Lifschitz. Circumscription. In Dov M. Gabbay, Christopher John Hogger, and John Alan 
Robinson, editors, Handbook of Logic in Artificial Intelligence and Logic Programming, volume 3: 
Nonmonotonic Reasoning and Uncertain Reasoning, pages 298–352. Oxford University Press, Oxford, 
1994. 
 
[27] Raymond Reiter. Circumscription implies predicate completion (sometimes). In David L. Waltz, 
editor, Proceedings of the National Conference on Artificial Intelligence, pages 418–420, Menlo Park, 
CA, 1982. AAAI Press. 
 
[28] Vladimir Lifschitz. Formal theories of action. In Frank M. Brown, editor, The Frame Problem in 
Artificial Intelligence: Proceedings of the 1987 Workshop, pages 35–57, Los Altos, CA, 1987. Morgan 
Kaufmann. 
 
[29 ]Benjamin Grosof. Default reasoning as circumscription: A translation of default logic into 
circumscription or maximizing defaults is minimizing predicates. In Proceedings of the Non-Monotonic 
Reasoning Workshop, pages 115–124, Menlo Park, CA, 1984. AAAI Press. 
 
[30] John McCarthy. Applications of circumscription to formalizing common sense knowledge. In 
Proceedings of the Non-Monotonic ReasoningWorkshop, pages 295–324, Menlo Park, CA, 1984. 
AAAI Press. 
 
[31] John McCarthy. Applications of circumscription to formalizing common-sense knowledge. 
Artificial Intelligence, 28:89–116, 1986. 
 
[32] John McCarthy. Generality in artificial intelligence. Communications of the ACM, 30(12):1030–
1035, 1987. 

 106



 
[33] Michael R. Genesereth and Nils J. Nilsson. Logical Foundations of Artificial Intelligence. Morgan 
Kaufmann, Palo Alto, CA, 1987. 
 
[34] Joseph Jeffrey Finger. Exploiting Constraints in Design Synthesis. PhD thesis, Department of 
Computer Science, Stanford University, Stanford, CA, 1987. 
 
[35] Matthew L. Ginsberg and David E. Smith. Reasoning about action: A possible worlds approach. 
Artificial Intelligence, 35(2):165–195, 1988. 
 
[36] Murray Shanahan. The ramification problem in the event calculus. In Proceedings of the Sixteenth 
International Joint Conference on Artificial Intelligence, pages 140–146, San Mateo, CA, 1999. 
Morgan Kaufmann. 
 
[37] Andrew B. Baker. Nonmonotonic reasoning in the framework of situation calculus. Artificial 
Intelligence, 49(1-3):5–23, 1991. 
 
[38] Joakim Gustafsson and Patrick Doherty. Embracing occlusion in specifying the indirect effects of 
actions. In Luigia Carlucci Aiello, Jon Doyle, and Stuart C. Shapiro, editors, Proceedings of the Fifth 
International Conference on Principles of Knowledge Representation and Reasoning, pages 87–98, 
San Francisco, 1996. Morgan Kaufmann. 
 
[39] Antonis C. Kakas and Rob Miller. Reasoning about actions, narratives and ramifications. 
Linkoping Electronic Articles in Computer and Information Science, 2(012), 1997. 
 
[40] Vladimir Lifschitz. Frames in the space of situations. Artificial Intelligence, 46(3):365–376, 1990. 
 
[41] Fangzhen Lin. Embracing causality in specifying the indirect effects of actions. In Proceedings of 
the Fourteenth International Joint Conference on Artificial Intelligence, pages 1985–1993, San Mateo, 
CA, 1995. Morgan Kaufmann. 
 
[42] Fangzhen Lin and Raymond Reiter. State constraints revisited. Journal of Logic and Computation, 
4(5):655–678, 1994. 
 
[43] Norman C. McCain and Hudson Turner. A causal theory of ramifications and qualifications. In 
Proceedings of the Fourteenth International Joint Conference on Artificial Intelligence, pages 1978–
1984, San Mateo, CA, 1995. Morgan Kaufmann. 
 
[44] Michael Thielscher. Ramification and causality. Artificial Intelligence, 89:317–364, 1997. 
 
[45] Robert A. Kowalski and Marek J. Sergot. A logic-based calculus of events. New Generation 
Computing, 4(1):67–95, 1986. 
 
[46] Alfred Horn, (1951). "On sentences which are true of direct unions of algebras", Journal of 
Symbolic Logic, 16, 14-21. 
 
[47] Cook, Stephen (1971). "The complexity of the theorem proving procedures", Proceedings of the 
Third Annual ACM Symposium on Theory of Computing, 151–158. 
 
[48] http://www.satcompetition.org/
 
[49] M. Davis and H. Putnam, A Computing Procedure for Quantification Theory , Journal of the 
Association for Computing Machinery, vol. 7, no., pp. 201-215, 1960.  
 
[50] M. Davis, G. Logemann, and D. Loveland, A Machine Program for Theorem Proving , 
Communications of the ACM, vol. 5, no. 7, pp. 394-397, 1962. 
 
[51] Ouyang, Ming (1998). "How Good Are Branching Rules in DPLL?". Discrete Applied 
Mathematics 89 (1–3): 281–286 
 

 107

http://www.satcompetition.org/


[52] Roberto J. Bayardo Jr. and Joseph Daniel Pehoushek. Counting Models Using Connected 
Components. pp. 157-162 , 2000.  
 
[53] D. Du, J. Gu, and P. M. Pardalos,  eds. Satisfiablity Problem: Theory and Applications, volume 35 
of DIMACS Series in  Discrete Mathematics and Theoretical Computer Science. American 
Mathematical Society, Boston, MA, 1997. 
 
[54] M. Shanahan and M. Witkowski. Event calculus planning through satisfiability. Journal of Logic  
and Computation, 14, 731-746, 2004. 
 
[55] H. Kautz and B. Selman. Planning as satisfiability. In Proceedings of the Tenth European 
Conference on Artificial Intelligence, B.Neumann, ed., pp. 359-363. John Wiley, Chichester, UK, 
1992. 
 
[56] H. Kautz and B. Selman. Pushing the envelope: Planning, propositional logic, and stochastic 
search. In Proceedings of Thirteenth National Conference on Artificial Intelligence and the Eighth 
Annual Conference on Innovative Applications of Artificial Intelligence, pp. 1149-1201, Menlo Park, 
CA, 1996. AAAI Press. 
 
[57] K. Doets. From Logic to Logic Programming. MIT Press, Cambridge, MA, 1994. 
 
[58] D. A. Plaisted and S. Greenbaum. A structure-preserving clause from translation. Journal of  
Symbolic Computation, 2, 293-304, 1986. 
 
[59] E. Giunchiglia and R. Sebastiani. Applying the Davis-Putnam procedure to non-clausal formulas. 
In Proceedings of the Sixth Congress of the Italian Association for Artificial Intelligence, Bologna, 
1999. 
 
[60] M. Shanahan. Prediction is deduction but explanation is abduction. In Proceedings of the Eleventh  
International Joint Conference on Artificial Intelligence, N. S. Sridharan, ed., pp. 105-1060. Morgan 
Kaufmann, San Mateo, CA, 1989. 
 
[61] M. Denecker, L. Missiaen, and M. Bruynooghe. Temporal reasoning with abductive event 
calculus. In Proceedings of the Tenth European Conference on Artificial Intelligence, B. Neumann, 
ed., pp. 384-388. John Wiley, Chichester, 1992. 
 
[62] M. Shanahan. An abductive event calculus planner. Journal of Logic Programming, 44, 207 240, 
2000. 
 
[63] J. Gu and P. Purdom and J. Franco and B. Wah. Algorithms for the Satisfiability (SAT) Problem: a 
Survey. Preliminary version, 1996. 
 
[64] Pinar Yolum and Munindar P. Singh. Reasoning about commitments in the event calculus: An 
approach for specifying and executing protocols. Annals of Mathematics and Artificial Intelligence, 
42(1-3):227-253, 2004. 
 
[65] Nihan Kesim Cicekli and Yakup Yildirim. Formalizing workows using the event calculus. In 
Mohamed T. Ibrahim, Josef Kung, and Norman Revell, editors, Database and Expert Systems 
Applications, volume 1873 of Lecture Notes in Computer Science, pages 222-231. Springer, Berlin, 
2000. 
 
[66] ST Advisory Group. The european union report, scenarios for ambient intelligence in 2010, 2001. 
ftp.cordis.lu/pub/ist/docs/istagscenarios2010.pdf . 
 
[67] C. Augusto and D. Cook. Ambient Intelligence: applications in society and opportunities for AI. 
Lecture Notes, tutorial given during 20th International Joint Conference on Artificial Intelligence – 
IJCAI’07, Hyderabad, India, January 2007. 
 
[68] R. Reiter. On specifying database updates. Journal of Logic Programming, 25:25-91, 1995. 
 

 108



[69] http://www.cs.uiowa.edu/~hzhang/sato/
 
[70] http://www.cs.rochester.edu/u/kautz/walksat/
 
[71] Kristof Van Belleghem, Marc Denecker, and Danny De Schreye. Combining Situation Calculus 
and Event Calculus. In International Conference on Logic Programming, pages 83–97, 1995. 
 
[72] Robert Kowalski and Fariba Sadri. The Situation Calculus and Event Calculus compared. In 
Proceedings of the 1994 International Symposium on Logic programming, pages 539–553, Cambridge, 
MA, USA, 1994. MIT Press. 
 
[73] Rob Miller. Situation Calculus specifications for Event Calculus logic programs. In LPNMR ’95: 
Proceedings of the Third International Conference on Logic Programming and Nonmonotonic 
Reasoning, pages 217–230, London, UK, 1995. Springer-Verlag. 
 
[74] Javier Pinto and Raymond Reiter. Temporal reasoning in logic programming: a case for the 
situation calculus. In ICLP’93: Proceedings of the tenth international conference on logic programming 
on Logic programming, pages 203–221, Cambridge, MA, USA, 1993. MIT Press. 
 
[75] A. Nerode and R. A. Shore. Logic for Applications. Springer-Verlag, New York, second edition, 
1997 
 
[76] http://www.cs.utexas.edu/users/mfkb/km.html
 
[77] http://www.fluxagent..org
 
[78] http://www.ida.liu.se/~jonkv/vital
 
[79] http://www.cs.utexas.edu/users/tag/cc
 
[80] Varol Akman and Selim T. Erdogan and Joohyung Lee and Vladimir Lifschitz and Hudson 
Turner. Representing the zoo world and the traffic world in the language of the causal calculator. 
Artificial Intelligence, volume 153, pp 105 - 140. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 109

http://www.cs.uiowa.edu/~hzhang/sato/
http://www.cs.rochester.edu/u/kautz/walksat/
http://www.cs.utexas.edu/users/mfkb/km.html
http://www.fluxagent..org/
http://www.ida.liu.se/~jonkv/vital
http://www.cs.utexas.edu/users/tag/cc


Appendix A – Option file for RES 
 
The option statement can be used to specify the values of certain options. The syntax is: 
 
option optionname optionvalue 
 
The following optionnames are supported: 
 
debug    If debug  is on, detailed debugging output  is produced. The default  

value of this option is off. 
 
modeldiff If on, differences from one  model to the next are shown, instead of complete 

models. The default value of this option is off. 

 
showpred If on, the truth values of all predicates other than fluents and events are 

shown. The default value of this option is on. 

 
solver The value of this option specifies the name of the solver to use. The default 

value of this option is relsat. 

 
timediff If on, differences from one timepoint to the next are shown, instead of  

complete states. The default value of this option is on. 
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Appendix B – Reasoning Example: Telephone 
 
Example: Telephone 
 
We perform complex commonsense reasoning whenever we use a telephone. The behavior of 

a phone is highly context-sensitive. If we pick up an idle phone, we expect to get a dial tone. 

But if we pick up a phone that is ringing, we expect to be connected to the caller. 

 We can represent our knowledge about telephones using positive and negative effect 

axioms. If an agent picks up an idle phone, the phone will have an idle tone and will no longer 

be idle: 

 
 HoldsAt(Idle(p), t) ⇒     (1.1) 

Initiates(Pickup(α, p), DialTone(p), t) 
 
 HoldsAt(Idle(p), t) ⇒    (1.2) 

Terminates(PickUp(α, p), Idle(p), t) 
 
After picking up a phone, an agent may decide not to place a call. If an agent sets down a 

phone with a dial tone, the phone will be idle and will no longer have a dial tone: 

 
 HoldsAt(DialTone(p), t) ⇒     (1.3) 

Initiates(SetDown(α, p), Idle(p), t) 
 

 HoldsAt(DialTone(p), t) ⇒      (1.4) 
Terminates(SetDown(α, p), DialTone(p), t) 

 
When phone p1 has a dial tone and an agent dials phone p2 from p1, what happens depends on 

the state of p2. If p2 is idle, then p1 will be ringing p2, p1 will no longer have a dial tone, and p2 

will now be idle: 

 
 HoldsAt(DialTone(p1), t) ∧ HoldsAt(Idle(p2), t)  ⇒    (1.5) 

Initiates(Dial(α, p1, p2), Ringing(p1, p2), t) 
 
 

 HoldsAt(DialTone(p1), t) ∧ HoldsAt(Idle(p2), t)  ⇒     (1.6) 
Terminates(Dial(α, p1, p2), DialTone(p1), t) 

 
 HoldsAt(DialTone(p1), t) ∧ HoldsAt(Idle(p2), t)  ⇒     (1.7) 

Terminates(Dial(α, p1, p2), Idle( p2), t) 
 
If p2 is not idle, then p1 will have a busy signal: 
 
 HoldsAt(DialTone(p1), t) ∧ ¬HoldsAt(Idle(p2), t)  ⇒     (1.8) 

Initiates(Dial(α, p1, p2), BusySignal(p1), t) 
 
 HoldsAt(DialTone(p1), t) ∧ ¬HoldsAt(Idle(p2), t)  ⇒     (1.9) 

Terminates(Dial(α, p1, p2), DialTone(p1), t) 
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If an agent sets down a phone with a busy signal, then the phone will be idle and will no 

longer have a busy signal: 

 
 HoldsAt(BusySignal(p), t)  ⇒      (1.10) 

Initiates(SetDown(α, p), Idle(p), t) 
 
 HoldsAt(BusySignal(p), t)  ⇒ 
 Terminates(SetDown(α, p), BusySignal(p), t)     (1.11) 
 
A call may go unanswered. If phone p1 is ringing phone p2 and an agent sets down p1, then p1 

will be idle, p2 will be idle, and p1 will no longer ringing p2: 

 
 HoldsAt(Ringing(p1, p2), t)  ⇒       (1.12) 

Initiates(SetDown(α, p1), Idle(p1), t) 
 
 HoldsAt(Ringing(p1, p2), t)  ⇒       (1.13) 

Initiates(SetDown(α, p1), Idle(p2), t) 
 

 HoldsAt(Ringing(p1, p2), t)  ⇒       (1.14) 
Terminates(SetDown(α, p1), Ringing(p1, p2), t) 

 
A call may be answered. If phone p1 is ringing phone p2 and an agent picks up p2, then p1 will 

be connected to p2 and p1 will no longer be ringing p2: 

 
 HoldsAt(Ringing(p1, p2), t)  ⇒       (1.15) 

Initiates(PickUp(α, p2), Connected(p1, p2), t) 
 
 HoldsAt(Ringing(p1, p2), t)  ⇒       (1.16) 

Terminates(PickUp(α, p2), Ringing(p1, p2), t) 
 
A call may be completed. If phone p1 is connected to phone p2 and an agent sets down p1, then 

p1 will be idle, p2 will be disconnected, and p1 will no longer be connected to p2: 

 
 HoldsAt(Connected(p1, p2), t)  ⇒       (1.17) 

Initiates(SetDown(α, p1), Idle(p1), t) 
 

 HoldsAt(Connected(p1, p2), t)  ⇒       (1.18) 
Initiates(SetDown(α, p1), Disconnected(p2), t) 

 
 HoldsAt(Connected(p1, p2), t)  ⇒       (1.19) 

Terminates(SetDown(α, p1), Connected(p1, p2), t) 
 
Similarly, if phone p1 is connected to phone p2 and an agent sets down p2, then p2 will be idle, 

p1 will be disconnected, and p1 will no longer be connected to p2: 

 
 HoldsAt(Connected(p1, p2), t)  ⇒       (1.20) 

Initiates(SetDown(α, p2), Idle(p2), t) 
 

 HoldsAt(Connected(p1, p2), t)  ⇒       (1.21) 
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Initiates(SetDown(α, p2), Disconnected(p1), t) 
 

 HoldsAt(Connected(p1, p2), t)  ⇒       (1.22) 
Terminates(SetDown(α, p2), Connected(p1, p2), t) 

 
If an agent sets down a phone that is disconnected, then the phone will be idle and the phone 

will no longer be disconnected: 

 
 HoldsAt(Disconnected(p), t)  ⇒       (1.23) 

Initiates(SetDown(α, p2), Idle(p), t) 
 

 HoldsAt(Disconnected(p), t)  ⇒       (1.24) 
Terminates(SetDown(α, p), Disconnected(p), t) 

 
Now we can use this axiomatization to solve a particular reasoning problem. For example, we 

start by specifying some observations. At timepoint 0, all phones are idle, no phones have a 

dial tone or busy signal, no phones are ringing other phones, no phones are connected to 

others phones, and no phones are disconnected: 

 
 HoldsAt(Idle(p), 0)       (1.25) 
 ¬HoldsAt(DialTone(p), 0)     (1.26) 
 ¬HoldsAt(BusySignal(p), 0)     (1.27) 
 ¬HoldsAt(Ringing(p1, p2), 0)     (1.28) 
 ¬HoldsAt(Connected(p1, p2), 0)     (1.29) 
 ¬HoldsAt(Disconnected(p), 0)     (1.30) 
 
We specify that fluents are never released from the  commonsense law of inertia: 
 
 ¬ReleasedAt(f, t)     (1.31) 
 
We specify a narrative. One agent picks up the phone and dials another agent, and then the 

other agent answers: 

 
 Happens(PickUp(Agent1, Phone1), 0)      (1.32) 
 Happens(Dial(Agent1, Phone1, Phone2), 1)      (1.33) 
 Happens(PickUp(Agent2, Phone2), 2)      (1.34) 
 
We can then show that the two agents will be connected. 
 
Proposition B. Let Σ be the conjunction of (1.1) through (1.24). Let ∆ = (1.32) ∧ (1.33) ∧ 

(1.34). Let Ω = U[PickUp, SetDown, Dial] ∧ U[Idle, DialTone, Ringing, BusySignal, 

Connected, Disconnected]. Let Γ be the conjunction of (1.25) through (1.31). Then we have 

 
CIRC[Σ; Initiates, Terminates, Releases] ∧ CIRC[∆; Happens] ∧ Ω ∧ Γ ∧ DEC |= 

HoldsAt(Connected(Phone1, Phone2), 3) 
 
Proof. From CIRC[Σ; Initiates, Terminates, Releases], and Proposition 19 we have 
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Initiates(e, f, t) ⇔                   (1.35) 
 
∃α, p(e = PickUp(α, p) ∧ f = DialTone(p) ∧ HoldsAt(Idle(p), t)) ∨ 

∃α, p(e = SetDown(α, p) ∧ f = Idle(p) ∧ HoldsAt(DialTone(p), t)) ∨ 

∃α, p1, p2(e = Dial(α, p1, p2) ∧  

f = Ringing(p1, p2) ∧  

HoldsAt(DialTone(p1), t)) ∧ 

HoldsAt(Idle(p2), t)) ∨ 

∃α, p1, p2(e = Dial(α, p1, p2) ∧ 

f = BusySignal(p1) ∧ 

HoldsAt(DialTone(p1), t) ∧ 

¬HoldsAt(Idle(p2), t)) ∨ 

∃α, p(e = SetDown(α, p) ∧ f = Idle(p) ∧ HoldsAt(BusySignal(p), t)) ∨ 

∃α, p1, p2(e = SetDown(α, p1) ∧  

f = Idle(p1) ∧ 

HoldsAt(Ringing(p1, p2), t)) ∨ 

∃α, p1, p2(e = SetDown(α, p1) ∧  

f = Idle(p2) ∧ 

HoldsAt(Ringing(p1, p2), t)) ∨ 

∃α, p1, p2(e = PickUp(α, p2) ∧  

f = Connected(p1, p2) ∧ 

HoldsAt(Ringing(p1, p2), t)) ∨ 

∃α, p1, p2(e = SetDown(α, p1) ∧  

f = Idle(p1) ∧ 

HoldsAt(Connected(p1, p2), t)) ∨ 

∃α, p1, p2(e = SetDown(α, p1) ∧  

f = Disconnected(p2) ∧ 

HoldsAt(Connected(p1, p2), t)) ∨ 

∃α, p1, p2(e = SetDown(α, p2) ∧  

f = Idle(p2) ∧ 

HoldsAt(Connected(p1, p2), t)) ∨ 

∃α, p1, p2(e = SetDown(α, p2) ∧  

f = Disconnected(p1) ∧ 

HoldsAt(Connected(p1, p2), t)) ∨ 

∃α, p(e = SetDown(α, p) ∧ f = Idle(p) ∧ HoldsAt(Disconnected(p), t)) 
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 Terminates(e, f, t) ⇔                     (1.36) 

 
∃α, p(e = PickUp(α, p) ∧ f = Idle(p) ∧ HoldsAt(Idle(p), t)) ∨ 

∃α, p(e = SetDown(α, p) ∧ f = DialTone(p) ∧ HoldsAt(DialTone(p), t)) ∨ 

∃α, p1, p2(e = Dial(α, p1, p2) ∧  

f = DialTone(p1) ∧ 

HoldsAt(DialTone(p1), t) ∧ 

HoldsAt(Idle(p2), t)) ∨ 

∃α, p1, p2 

(e = Dial(α, p1, p2) ∧  

f = Idle(p2) ∧ 

HoldsAt(DialTone(p1), t) ∧ 

HoldsAt(Idle(p2), t)) ∨ 

∃α, p1, p2 

(e = Dial(α, p1, p2) ∧  

f = DialTone(p1) ∧ 

HoldsAt(DialTone(p1), t) ∧ 

¬HoldsAt(Idle(p2), t)) ∨ 

∃α, p(e = SetDown(α, p) ∧ f = BusySignal(p) ∧ HoldsAt(BusySignal(p), t)) ∨ 

∃α, p1, p2(e = SetDown(α, p1) ∧ f = Ringing(p1, p2) ∧ 

HoldsAt(Ringing(p1, p2), t)) ∨ 

∃α, p1, p2(e = PickUp(α, p2) ∧ 

     f = Ringing(p1, p2) ∧ 

HoldsAt(Ringing(p1, p2), t)) ∨ 

∃α, p1, p2(e = SetDown(α, p1) ∧ 

f = Connected(p1, p2) ∧ 

HoldsAt(Connected(p1, p2), t)) ∨ 

∃α, p1, p2(e = SetDown(α, p2) ∧ 

f = Connected(p1, p2) ∧ 

HoldsAt(Connected(p1, p2), t)) ∨ 

∃α, p(e = SetDown(α, p) ∧ 

         f= Disconnected(p) ∧ 

HoldsAt(Disconnected(p), t)) 

 
 ¬Releases(e, f, t)                      (1.37) 
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From CIRC[∆; Happens] and Proposition19, we have 
 
 Happens(e, t) ⇔                      (1.38) 
 
 (e = PickUp(Agent1, Phone1) ∧ t = 0) ∨ 

 (e = Dial(Agent1, Phone1, Phone2) ∧ t = 1) ∨ 

 (e = PickUp(Agent2, Phone2) ∧ t = 2) 

 
From (1.32), (1.25), (1.1), and DEC9, we have 
 
 HoldsAt(DialTone(Phone1), 1))      (1.39) 
 
From (1.38) and (1.36), we have ¬∃e(Happens(e, 0) ∧ Terminates(e, Idle(Phone2), 0)). From 

this, (1.25), (1.31), and DEC5, we have 

 
 HoldsAt(Idle(Phone2), 1))      (1.40) 
 
From (1.33), (1.39), (1.40), (1.5), and DEC9, we have HoldsAt(Ringing(Phone1, Phone2), 2). 

From this, (1.34), (1.15), and DEC9, we have HoldsAt(Connected(Phone1, Phone2), 3).      

 
Now we describe the telephone example in RES. The domain description is as follows: 
 

sort agent 
sort phone 

 
agent Agent1, Agent2 
phone Phone1, Phone2 

 
fluent Ringing(phone, phone) 
fluent DialTone(phone) 
fluent BusySignal(phone) 
fluent Idle(phone) 
fluent Connected(phone, phone) 
fluent Disconnected(phone) 

 
event PickUp(agent, phone) 
event SetDown(agent, phone) 
event Dial(agent, phone, phone) 
 
[agent, phone, time] 
HoldsAt(Idle(phone), time)  
Initiates(PickUp(agent, phone), DialTone(phone), time). 
 
[agent, phone, time] 
HoldsAt(Idle(phone), time)  
Terminates(PickUp(agent, phone), Idle(phone), time). 
 
[agent, phone, time] 
HoldsAt(DialTone(phone), time)  
Initiates(SetDown(agent, phone), Idle(phone), time). 
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[agent, phone, time] 
HoldsAt(DialTone(phone), time)  
Terminates(SetDown(agent, phone), DialTone(phone), time). 
 
[agent, phone1, phone2, time] 
HoldsAt(DialTone(phone1), time) & 
HoldsAt(Idle(phone2), time)  
Initiates(Dial(agent, phone1, phone2), Ringing(phone1, phone2), time). 
 
[agent, phone1, phone2, time] 
HoldsAt(DialTone(phone1), time) & 
HoldsAt(Idle(phone2), time)  
Terminates(Dial(agent, phone1, phone2), DialTone(phone1), time). 
 
[agent, phone1, phone2, time] 
HoldsAt(DialTone(phone1), time) & 
HoldsAt(Idle(phone2), time)  
Terminates(Dial(agent, phone1, phone2), Idle(phone2), time). 
 
[agent, phone1, phone2, time] 
HoldsAt(DialTone(phone1), time) & 
!HoldsAt(Idle(phone2), time)  
Initiates(Dial(agent, phone1, phone2), BusySignal(phone1), time). 
 
[agent, phone1, phone2, time] 
HoldsAt(DialTone(phone1), time) & 
!HoldsAt(Idle(phone2), time)  
Terminates(Dial(agent, phone1, phone2), DialTone(phone1), time). 
 
[agent, phone, time] 
HoldsAt(BusySignal(phone), time)  
Initiates(SetDown(agent, phone), Idle(phone), time). 
 
[agent, phone, time] 
HoldsAt(BusySignal(phone), time)  
Terminates(SetDown(agent, phone), BusySignal(phone), time). 
 
[agent, phone1, phone2, time] 
HoldsAt(Ringing(phone1, phone2), time)  
Initiates(SetDown(agent, phone1), Idle(phone1), time). 
 
[agent, phone1, phone2, time] 
HoldsAt(Ringing(phone1, phone2), time)  
Initiates(SetDown(agent, phone1), Idle(phone2), time). 
 
[agent, phone1, phone2, time] 
HoldsAt(Ringing(phone1, phone2), time)  
Terminates(SetDown(agent, phone1), Ringing(phone1, phone2), time). 
 
[agent, phone1, phone2, time] 
HoldsAt(Ringing(phone1, phone2), time)  
Initiates(PickUp(agent, phone2), Connected(phone1, phone2), time). 
 
[agent, phone1, phone2, time] 
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HoldsAt(Ringing(phone1, phone2), time)  
Terminates(PickUp(agent, phone2), Ringing(phone1, phone2), time). 
 
[agent, phone1, phone2, time] 
HoldsAt(Connected(phone1, phone2), time)  
Initiates(SetDown(agent, phone1), Idle(phone1), time). 
 
[agent, phone1, phone2, time] 
HoldsAt(Connected(phone1, phone2), time)  
Initiates(SetDown(agent, phone1), Disconnected(phone2), time). 
 
[agent, phone1, phone2, time] 
HoldsAt(Connected(phone1, phone2), time)  
Terminates(SetDown(agent, phone1), Connected(phone1, phone2), time). 
 
[agent, phone1, phone2, time] 
HoldsAt(Connected(phone1, phone2), time)  
Initiates(SetDown(agent, phone2), Idle(phone2), time). 
 
[agent, phone1, phone2, time] 
HoldsAt(Connected(phone1, phone2), time)  
Initiates(SetDown(agent, phone2), Disconnected(phone1), time). 
 
[agent, phone1, phone2, time] 
HoldsAt(Connected(phone1, phone2), time)  
Terminates(SetDown(agent, phone2), Connected(phone1, phone2), time). 
 
[agent, phone, time] 
HoldsAt(Disconnected(phone), time)  
Initiates(SetDown(agent, phone), Idle(phone), time). 
 
[agent, phone, time] 
HoldsAt(Disconnected(phone), time)  
Terminates(SetDown(agent, phone), Disconnected(phone), time). 
 
Delta: Happens(PickUp(Agent1, Phone1), 0). 
Delta: Happens(Dial(Agent1, Phone1, Phone2), 1). 
Delta: Happens(PickUp(Agent2, Phone2), 2). 
 
[phone] HoldsAt(Idle(phone), 0). 
[phone] !HoldsAt(DialTone(phone), 0). 
[phone] !HoldsAt(BusySignal(phone), 0). 
[phone1, phone2] !HoldsAt(Ringing(phone1, phone2), 0). 
[phone1, phone2] !HoldsAt(Connected(phone1, phone2), 0). 
[phone] !HoldsAt(Disconnected(phone), 0). 
 
completion Delta Happens 
 
range time 0 3 

 
The output is as follows: 
 

model 1: 
0 
Idle(Phone1). 
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Idle(Phone2). 
Happens(PickUp(Agent1, Phone1), 0). 
1 
-Idle(Phone1). 
+DialTone(Phone1). 
Happens(Dial(Agent1, Phone1, Phone2), 1). 
2 
-DialTone(Phone1). 
-Idle(Phone2). 
+Ringing(Phone1, Phone2). 
Happens(PickUp(Agent2, Phone2), 2). 
3 
-Ringing(Phone1, Phone2). 
+Connected(Phone1, Phone2). 
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Appendix C – SAT-Prog option file format and explanation of options 
 
SAT-Prog uses two files to specify its options. The first is an options specification file, which 

defines the format of the options file. If the format of the options file needs to be modified to 

include new options or change defaults values for certain options, the appropriate changes 

must be made to the options specification file.  

 
The name of the spec file should be options_def. It has the format: 
 
OPTIONS CSatProgOptions 
param-line 
param-line 
   . 
   . 
param-line 
ENDOPTIONS 
 
where each param-line has the format: 
 
PARAM | PARAM! type [type-arg] name [default-value]. 
 
The first word  is PARAM or PARAM!. The former is to be used where the parameter does not 

have to be specified in the options file, while the latter is to be used if the parameter must be 

specified in the options file. 

 
type is one of toggle (whose possible values are yes and no), int, double, string, enum or 

array. 

 
If type is enum or array, then type-arg must be specified. For other types it is not used . For 

the enum type, type-arg has the format: 

 
{enum-value1, enum-value2,…,enum-valuen}. 
 
For the array type, type-arg has the format: 
 
{array-value-type, array-count}. 
 
array-value-type specifies the type of values in the array and can be one of toggle, int or 

double. array-count is the number of values that should be in the array, or 0 if the array is 

variable-length. In type-arg there should be no spaces. 

 
name is the name of the parameter. default-value is the value assigned to it if it does not 

appear in the options file. This field is optional and can only used if the parameter is optional. 

 
The default options_def file for SAT-Prog is: 
 
OPTIONS OptionsName 
PARAM toggle print_out yes 
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PARAM string output_file 
PARAM int cutoff_depth 15 
PARAM enum {none, short, full} stats full 
PARAM int max_stat_depth 15 
PARAM int max_samples 100 
PARAM toggle dealloc_nodes yes 
PARAM enum {constant, history_weighted, history_based, clause_count}   
pred_method 
PARAM double default_breakdown 0.4 
PARAM array {double, 0} thresholds 
ENDOPTIONS 
 
The parameters meaning are: 
 
print_output whether  SAT-Prog should print out various statistics and state information. 
 
output_file where the output, if any, should go. This specifies the output file to which 

SAT-Prog writes its state and statistics information. If it is not specified, and 

print_ouptut is set to yes, the output goes to standard out. 

 
cutoff_depth specifies tree depth below which percentage information is not calculated. 

SAT-Prog calculates the information based only on the nodes in the search 

tree above this depth. 

 
stats specifies whether full, short (summary) or no statistics are kept. Summary 

statistics mean that only the average and standard deviation of breakdowns 

for each depth is recorded. Full statistics mean that breakdown information  

for each node (up to some number) is recorded. At least summary statistics 

must be used if history_based prediction method is used. Full statistics must 

be used if  history_weighted method is used.  

 
max_stat_depth depth below which statistics are not calculated. 
 
max_samples maximum number of individual breakdowns recorded by the statistics 

module for each depth of the search tree. 

 
dealloc_nodes whether nodes of the search tree no longer necessary for progress calculations 

should be deallocated on the fly. 

 
pred_method method to be used to predict breakdowns – either constant, history based, 

history weighted or clause counting.  

 
default_breakdown  this is used as the constant breakdown for the constant method, and the  

      default breakdown method for the historical methods when no historical  

      data are yet avalaible.  
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The options file has the actual values for the parameters. Its name should be options and its 

format is as follows: 

 
OptionsName 
parameter = value 
parameter = value 
   . 
   . 
parameter = value 
 
Here OptionsName must match the OptionsName in the options_def file. Here is a sample 

options file: 

 
CSatProgOptions 
print_output = yes 
output_file = logistics.txt 
cutoff_depth = 100 
stats = full 
max_stat_depth = 15 
max_samples = 100 
dealloc_nodes = no 
pred_method = history_based 
default_breakdown = 0.4 
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Appendix D – Using SAT-Prog in RELSAT solver 
 
In RELSAT solver, the method _bLoop in the class SATSolver in the file SATSolver.cpp must 

be modified. In addition, the header files CSatProg.h and CSatProgRelsatSpecific.h must be 

included.  

 
boolean SATSolver::_bLoop(boolean & bFailed_){ 
  bFailed_ = 0; 
  boolean bReturnValue = 0; 
   
  CSatProg *satProg = new CSatProg (_iVariableCount –  
  _iVariableLabeled); 
  satProg  setClauseCountBreakdownProc  
  (SatProgCalcRelsatBreakdownClauseCount); 
  satProg  setPropagationBreakdownProc  
  (SatProgPropagationBreakdown); 
 
  cout << “Using SAT-Prog with Relsat SAT solver” << endl; 
 
  while (1){ 
    if (_bTimeLimitExpired()){ 
      b_Failed = 1; 
      satProg  printStats(); 
      delete satProg; 
      return bReturnValue; 
    } 
    satProg  printInfo(); 
    VariableID eBestID; 
    boolean bZeroFirst; 
    eBestID = _eGiveMeTheBest(bZeroFirst); 
    if (eBestID = -1){ 
      satProg  handleEndOfSearch(); 
      bReturnValue = 1; 
      if (_iCurrentVariable == _iVariableCount){ 
        if (_bOutputSolution()){ 
          cout << “Solution limit reached. ” << endl; 
          satProg  printStats(); 
          delete satProg; 
          return bReturnValue; 
        } 
      } 
    if (_bSpecialBackup()){ 
      cout << “All Solutions found” << endl; 
      return bReturnValue; 
    } 
    else{ 
      _aVariableStruct[eBestID].bBranch = 1; 
      if (bZeroFirst){ 
        _pUnitVariables0  vAddVariableNoCheck(eBestID); 
      } 
      else { 
        _pUnitVariables1  vAddVariableNoCheck(eBestID); 
      } 
    // check if we’re about to get a contradiction, 
    // if so, let SAT-Prog know 
    if (_iLeadsToContradiction){ 
      satProg  handleVariable(eBestID, this, 0); 
    } 
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    else { 
      satProg  handleVariable(eBestID, this); 
    } 
    if (_bUnitPropagate()){ 
      boolean done = _bBackup(); 
      if done(){ 
        satProg  handleEndOfSearch(); 
        satProg  printStats(); 
        delete satProg; 
        return bReturnValue; 
      } 
    else { 
      satProg  handleVariable(_eBackupVariable, this); 
    } 
  } 
} 
 
The above code uses the variable _iLeadsToContradiction to note when the value of the 

variable about to be instantiated will lead to an immediate contradiction. This is learned 

during selection of the variable to instantiate, in the method _eGiveMeTheBest. Thus that 

method must be modified to record the value of that variable. In addition, if unit propagation 

of the instantiated variable leads to contradiction, and backtracking must occur, the variable 

backtracked too is recorded in the variable _eBackupVariable. This is done in the method 

_bBackup which must be modified accordingly. 
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