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Abstract—GPGPUs are becoming first class citizens in data
centers because they can lead to higher compute density with
improved energy efficiency for latency critical (user-facing)
applications. Today, cloud providers tend to offer GPUs in a
dedicated manner to applications. This exclusive assignment
leads to accelerator under-utilization. Previous work has focused
on increasing utilization by sharing accelerators across batch
with user-facing tasks. They guarantee that more than 95%
of user-facing tasks will meet their Service Level Agreement,
typically a few tens or hundreds of milliseconds, under high GPU
utilization. However, previous work has not generally considered
long tasks from batch jobs that make it difficult to meet tail
latency guarantees for user-facing tasks.

To address the problem of long running tasks we introduce
Flexy, a scheduler that takes advantage of multiple GPUs. As
modern servers tend to include multiple accelerators, Flexy
follows a reservation-based approach: It reserves a minimum
number of GPUs for user-facing tasks and then it dynamically
adjusts the number of reserved GPUs with fluctuating demand.
We implement Flexy over CUDA and we extensively evaluate
our approach with workloads derived from Google and Alibaba
traces. We find that Flexy meets the SLA for 98% of user-
facing tasks when reserving one GPU and 70% GPU utilization,
improving over existing, priority-based approaches.

I. INTRODUCTION

The cost-effectiveness of commodity hardware has led to
horizontal scaling of modern data-center applications: When-
ever an application challenges the limits of a single server,
we can get more performance by scaling out. However, ap-
plications are becoming more computationally intensive. For
instance, natural language processing, image classification, and
other Artificial Intelligence tasks, are dominated by compu-
tation [1]. As data grows at unprecedented rates [2], such
applications are becoming all the more popular. Therefore, the
CPU is becoming the main limitation in data-centers.

A response to these workload trends has been the use of
application-specific accelerators in data-centers. By using ac-
celerators we can increase computational density and process
more data with the same power budget. Today, most cloud
providers now offer accelerators to applications in a dedicated
manner, to be able to provide Quality of Service (QoS) to
tasks or applications. This exclusive assignment provides QoS,
however, leads to accelerator under-utilization.

Workloads today consist of user-facing and batch applica-
tions [3], [4]. User-facing (user-facing) applications consist
of tasks that should be served in a stringent time interval

(i.e. Service Level Agreement [5]). On the other hand, batch
applications do not have strict Service Level Agreement (SLA)
requirements, but we cannot postpone their execution forever.

Recently, researchers [6]–[10] and cloud providers have
worked towards increasing utilization by sharing accelerators
across batch and user-facing jobs. This is possible given the
high degree of consolidation on today’s servers and leads to
scheduling user-facing in the presence of batch tasks. SLA-
oriented scheduling policies [6], [8] increase GPU utilization,
while guaranteeing that more than 95% of user-facing tasks
will meet their SLA.

Nowadays, batch applications may consist of long running
tasks with execution times orders of magnitude higher than
user-facing tasks, e.g training of Machine Learning models.
On the other hand, typical user-facing task execution times
range from microseconds up to a few tens or hundreds of
milliseconds, to allow for quick responses to user requests,
e.g inference in Machine Learning models. Guaranteeing low
response times for user-facing tasks when they are consol-
idated with long running batch tasks becomes infeasible in
one GPU; if the GPU executes a batch task, since there is
no preemption, the execution time of all outstanding user-
facing tasks is affected. Priority scheduling approaches in one
GPU [6], [10], can starve batch applications in the presence
of a constant rate of user-facing tasks.

This paper introduces Flexy, a scheduler that takes advan-
tage of multiple accelerators in servers. Today, cloud providers
tend to equip servers with an increasing number of GPUs,
in order to achieve higher compute density with improved
energy consumption. Having multiple accelerators allows for
more flexibility in scheduling user-facing and batch tasks.
Flexy combines both static and dynamic allocation to provide
Quality of Service to user-facing tasks when collocated in a
server with multiple GPUs.

We make the following contributions:s
1) We propose a partitioning-based approach that takes

advantage of multiple accelerators to meet SLA require-
ments for user-facing tasks in the presence of long-
running batch tasks.

2) We design and implement Flexy, a scheduler that dy-
namically increases/decreases the number of accelerators
provided to user-facing tasks according to a prediction
made for their latency. Flexy reserves one accelerator



(named as minimum reservation) for user-facing tasks
or preempt accelerators running batch tasks, during user-
facing high bursts.

3) We evaluate Flexy in a real testbed with four GPUs, with
workloads from Google [3] and Alibaba traces [11].

We compare Flexy with two broadly used scheduling poli-
cies; round-robin and priority based scheduling. We evaluate
all policies with real workloads and we find that Flexy meets
the SLA for 98% of user-facing tasks when consolidated
with batch tasks that exhibit execution times in the range
of seconds, while batch applications do not starve. Previous
approaches, such as Baymax [6], Timegraph [7], and GPU-
EvR [12] meet SLA requirements for 70% to 99% of user-
facing tasks with GPU utilization between 50% and 90%,
without, however, considering long running batch tasks.

Moreover, we show that GPU minimum reservation policies
(one GPU reserved only for user-facing) result in 10% fewer
SLA violations compared to fully dynamic schemes that do
not reserve any accelerators, at about 70% GPU utilization.
Finally, policies using a reset mechanism to preempt acceler-
ators are not very effective and can meet the SLA for 69%
of user-facing tasks, with GPU utilization between 20% and
40%. This is due to the high cost of reset, compared to task
execution time. Reset-based policies become more promising
with longer SLAs, i.e. 1s, where 92% of user-facing tasks meet
their SLA target.

II. FLEXY DESIGN

In this paper we extend the work presented in [13], by
adding intuitive scheduling policies, such as elastic, minimum
reservation, and GPU reset. Moreover, we have extend the
functionality presented to manage CUDA enabled GPUs. Our
system provides a software layer that enables applications
running in VMs, natively, and in Containers to share mul-
tiple/heterogenous accelerators in a completely transparent
manner.

Flexy consists of two parts; a transport layer that allows
applications to submit accelerated tasks for execution and a
controller process, that schedules submitted tasks across the
available GPUs. Figure 1 presents an overview of Flexy.

Transport Layer: Applications and controller are separate
processes, thus we use a shared memory segment for inter-
process communication (Transport layer in Figure 1). We
choose shared memory segments, since they are faster com-
pared to other inter-process communication approaches, such
as pipes and sockets. Applications acquire Virtual Accelerators
(VAs) and enqueue tasks to them. Outstanding tasks of a VA
can be independent and executed in parallel. A task is the
minimum amount of work that cannot be parallelized. In our
case a task is a CUDA kernel with all related input and output
buffers. Task’s buffers are allocated by the application and
residing in its memory address space.

Accelerator Controller: The controller schedules multiple
applications to one or more GPUs. Each GPU is controlled
by a thread implementing the appropriate interface (in our
case CUDA) to communicate with the underlying hardware.
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Fig. 1: Flexy overview.

The controller first selects a VA according to the current
scheduling policy (described in subsections II-A, II-B, II-C)
then it dequeues the first task (FIFO order) and issues it to the
first available GPU. After task execution, the controller copies
the task’s results from the GPU to the transport layer, it then
signals the issuer that its task has finished. Every VA can be
served by many accelerators, and each accelerator can serve
many VAs.

In the following subsections we describe the scheduling
policies implemented in our framework.

A. Round-robin scheduling policy

For baseline we include the round-robin policy [14],
since it resembles the default scheduling behavior of CUDA
streams [15] when multiple applications are scheduled on the
same accelerator. We have modified round-robin for a multi-
GPU setup. The scheduler picks the next non-empty VA, in
a round-robin fashion, without distinguishing between user-
facing and batch applications, and issues its head-of-line task
to the first available accelerator. The round-robin policy is fair,
in terms of task selection, however, in terms of execution time,
(i) it favors the long-running batch tasks, and (ii) does not try
to prevent SLA violations for user-facing applications.

B. Priority scheduling policy

Priority scheduling [16] is one of the most popular policies
for mixed user-facing/batch workloads. Previous SLA and
priority-based scheduling policies, such as Baymax [6] and
Timegraph [7], consolidate batch and user-facing tasks on one
GPU. However, these single-GPU scheduling policies cannot
guarantee SLAs for user-facing tasks when running together
with batch tasks with execution time greater than the targeted
SLA. For instance, when a batch task starts its execution,
all outstanding user-facing tasks will have to wait for it to
finish, and as a result, their latency may exceed the SLA. In
this paper, we apply priority scheduling for multiple GPUs.
The implemented policy prioritizes user-facing VAs over batch
ones, and sends the selected task (with higher priority) to
the first available accelerator. However, our results show that
even this multi-GPU priority scheduler does not solve the
aforementioned problem. If there are no user-facing tasks
present in the system, the priority scheduler may assign all
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Fig. 2: Priority based versus Flexy execution mechanism.

GPUs to batch tasks, hence, subsequent user-facing tasks may
not meet their SLA latency targets.

C. Flexy scheduling policy

In contrast to previous SLA based policies, Flexy can keep
the user-facing task latency below the SLA, even in the
presence of long running batch tasks. To achieve this goal,
Flexy uses the following mechanisms in multi-GPU servers:
(1)Elasticity: Flexy packs all user-facing tasks to a subset of
the available GPUs, that dynamically increases or decreases
to meet the targeted SLAs. Flexy, uses the remaining GPUs
for executing batch tasks, therefore they do not interfere with
user-facing ones. (2)Minimum reservation: When the load
increases, our task packing algorithm may decide that it needs
more GPUs for user-facing tasks, which, currently may be
allocated to long running batch tasks. To deal with this, Flexy
may reserve one or more GPUs to anticipate the imminent
user-facing load. (3)GPU reset: When all GPUs are busy with
batch tasks, Flexy may reset one or more GPUs to run user-
facing ones, and reissue afterwards the killed batch tasks.

The aforementioned mechanisms are extensively described
to the following subsections.

1) Elasticity: Flexy maintains a subset of the GPUs for
exclusive use by user-facing tasks (the user-facing GPU pool).
Our algorithm can predict whether the current allocation
suffices to meet the SLA for all outstanding user-facing tasks1,
and proactively enables more accelerators when needed. At
time t, our scheduler estimates the maximum latency among
all outstanding tasks in the system using the following equa-
tion:

Lmax(t) = le(t) · q(t), (1)

where le(t) is our current estimate of the average task exe-
cution time and q(t) denotes the number of outstanding user-
facing tasks. Essentially, our algorithm uses Little’s law, which
states that the latency of the tasks in a queue is proportional
to the queue length. To compute le(t), we use the average
execution time of the last k tasks.

1We assume that all user-facing tasks share a common SLA target [5].

Next, using the following equation, Flexy estimates the
number of GPUs (U ), that are needed to serve the currently
outstanding user-facing tasks without violating their SLA.

U(t) =

⌈
Lmax(t)

SLA

⌉
. (2)

When adding more GPUs to the pool for user facing tasks,
i.e. we increase U , some of the presently added GPUs may be
busy running a batch task; for this reason, Flexy sorts all GPUs
according to their remaining execution time, and prefers the
ones that will become available sooner. The aforementioned
procedure is described below, where the N is the maximum
number of GPUs in the system:

ALGORITHM 1
Calculate the subset of user-facing GPUs.

1: Lmax = le · q
2: U = ceil(Lmax/SLA)
3: if U < K then
4: U = K // minimum reservation of K GPUs
5: end if
6: if U > N then
7: U = N
8: end if
9: //Sort by estimated time of completion

10: sorted accels = sortAccelsByCompletionTime()
11: //Assign accelerators
12: assignAccelToUserFacing(sorted accels[0:U -1])
13: assignAccelToBatch(sorted accels[U :N ])

The user-facing GPU pool operates independently of the
batch GPU pool, on a disjoint set of VAs and tasks. In Flexy,
the first available GPU within each pool takes any head of line
task among its corresponding VAs.

Figure 2 highlights the differences between priority schedul-
ing and Flexy. In the left part of the figure, the priority
scheduler uses all resources for user-facing tasks, whereas
Flexy tries to collocate them on the same GPU as long as
their SLA targets are satisfied. In the middle part of the figure,
Flexy adds more accelerators for user-facing tasks, because it
predicts that their latency will exceed the SLA. Reversely, in
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the right part of the figure, Flexy removes one accelerator from
user-facing tasks, because the remaining ones can still satisfy
the existing load.

2) Minimum Reservation: The first action of Flexy against
unwanted interference between long running batch tasks and
user-facing ones is to multiplex them in space, on two parallel
sets of GPUs, the user-facing GPU-pool, and the batch GPU-
pool.

By dynamically adapting the size of the user-facing GPU
pool, Flexy can still meet the SLAs, while improving the
utilization and the throughput of batch tasks. When there is a
persistent backlog of user-facing tasks the GPUs partitioning
reaches an efficient use of resources, whereas priority would
starve all batch tasks. Furthermore, Flexy can sustain a persis-
tent backlog of user-facing tasks by allocating the minimum
amount of resources that hold down Lmax, just below the
SLA, effectively targeting a setpoint for queue size as well.

Things become more difficult when user tasks subside for
a while and then come back again. This happens because of
burstiness in the workload or in the service itself. In this case,
Flexy decides that the user-facing pool is not needed, allowing
batch tasks to spread on all GPUs. The first user-facing tasks
that arrive later must wait for batch ones to finish.

To mitigate this behavior, Flexy can statically reserve a
minimum of K accelerators for explicit use by user-facing
tasks. With minimum reservations, one or more GPUs are
put on hold, and used only for user-facing tasks, whereas the
remaining N − K GPUs are shared elastically, as described
in Section II-C1. Increasing K, one trades GPU utilization for
QoS certainty.Figure 4 depicts how Flexy reserves accelerators
for user-facing tasks in order to satisfy the current load.

Going one step further, one may adapt K at runtime, using,
e.g., a proportional-integral-derivative (PID) controller [17],
trying to maintain the latency of user-facing tasks below their
SLA. Such a policy can maximize the utilization by giving
all GPUs to batch jobs when the user load is persistently low
(e.g. at night); on the other hand, this policy can dynamically
reserve one (1) or more GPUs for user-facing tasks even when
there is no one presently outstanding, during bursty, highly
fluctuating user-facing traffic workloads.

3) GPU Reset: Multitasking operating systems can pre-
empt a running process (or task), and give the CPU core to
a higher priority process within a few microseconds. Some
recent high-end GPUs offer preemption mechanisms, but this
is not the case for commodity GPU hardware.

To emulate preemption, in this paper we reset a GPU that
currently runs a batch task and the remaining task execution

q(t)
U = task_latency ⋅ q(t)

SLAUser-facing 
tasks

Adapting U to satisfy the  
SLA of user-facing tasks  

GPU GPUGPU GPU

Pool of user-facing GPUs (U=2)

min reservation, K =1

GPU GPU

Fig. 4: Schematic representation of minimum and elastic
partitioning of GPUs.

time is less than the reset overhead. The Flexy policy, by
safely packing multiple user-facing tasks on a single GPU,
minimizes the number of resets, compared to priority. In our
testbed, resetting and reusing a GPU introduces approximately
one second of idle time, and thus one latency overhead for user
facing tasks, which stands unfavorably to sub-second SLAs.
Nevertheless, our experiments show that if the reset time is
smaller than the SLA target, then the GPU reset is a good
tool to share the GPUs between user and batch tasks even at
high utilization.

Figure 3 presents a comparison between the execution
pattern of the three versions of Flexy. Without a minimum
reservation (left part of the figure), when new user-facing tasks
arrive in a burst, after an idle period, all GPUs may be busy
running batch tasks. Effectively, the new user-facing tasks will
miss their SLA. With a minimum reservation of K = 1 GPU
(middle part of the figure), we can mitigate the aforementioned
situation, by serving new user-facing tasks initially using the
reserved GPU; gradually, more GPUs can be added as batch
tasks finish. Finally, with GPU reset (right part of the figure),
Flexy can reset a GPU when the new user-facing tasks arrive,
with a latency of 1 second in our testbed.

D. Integrating priority with minimum reservation and reset
features

We integrate priority with minimum reservation and GPU
reset features, in order to compare it with Flexy. Priority
with minimum reservation is able to statically reserve one or
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more GPUs for user-facing tasks, in order to respond to the
imminent user-facing load. Priority with GPU reset, kills as
many batch tasks as the number of waiting user-facing tasks
and reissues them later. By this approach we try to minimize
SLA violations of user-facing tasks due to the long running
batch ones.

III. EVALUATION METHODOLOGY

In this section, we describe our evaluation testbed using
realistic data-center workloads. Our testbed consists of a single
server with an Intel(R) Xeon(R) CPU E5-2630 v3 running at
2.40GHz (CentOS 7), and four (4) NVIDIA Quadro P1000
cards. The Quadro P1000 has 4 GBytes of GDDR5 and 640
CUDA cores. We use CUDA 9.0 and NVSMI [18] to measure
GPU power and utilization. NVSMI utilization reports the time
the GPU is busy and not the amount of GPU resources actually
used.

We create a workload mix following the specifications pro-
vided by Google [3] and Alibaba trace [11]. From these traces,
we extracted the ratio between batch and user-facing jobs, their
Inter Arrival Time (IAT), and the job duration. According to
[3], [11] there are always batch tasks present in the system
while user-facing tasks arrive periodically. Furthermore, in our
workloads the job IAT follows the exponential distribution
and the job duration follows the Pareto distribution. The
number of outstanding tasks per job is derived from a uniform
distribution, with a maximum value of 2 times the number of
resources in the system.

We use a python script to generate and execute a workload.
The generator takes the following parameters: (1) the batch to
user-facing job ratio, (2) the average IAT between jobs, (3) the
mean job duration (different for user-facing and batch jobs),
and (4) the total number of jobs. The job IAT defines the load
that the system has to serve. For instance, by decreasing the
IAT, the load increases, since jobs will spawn more frequently.

Each job consists of a number of independent and identical
tasks, which is common for many data-center applications.
Each task is a CUDA kernel with its input/output data. As in
[5], we consider that the SLA for user-facing tasks is 200ms,
whereas batch tasks do not have strict latency requirements.

The kernels we use in our evaluation originate from Ro-
dinia [19] and NVIDIA SDK [20]. As shown in Table I, the
task execution times range between 14ms and 2674ms. All
tasks with execution time below 200ms are used in user-facing
jobs, and the remaining tasks are used in batch jobs.

When we generate a job, we first pick its duration using the
Pareto distribution, as described above, and then, we break it
into a number of tasks picked using uniform distribution from
Table I. We evaluate our systems under three different ratios
between batch and user-facing total execution time: 80-20, 60-
40, and 20-80. Table II presents the details for each workload
configuration.

To emulate different loads, we first compute a base average
IAT in order to fully utilize a single GPU. Then we multiply
it with a factor (f ) ranging from 0.125 (highest load) up to
4.0 (lowest load). Note that in order to fully utilize all four

Task name Avg TET
(ms) Task name Avg TET

(ms)
Darkgray 226 Lava MD 1158
Histogram 82 Euclid 29

Convolution 130 Particle 48
Black&Scholes 158 Pathfinder 87
Monte Carlo 178 NW 69

BFS 97 Hot spot 14
Gausian 2674 Hot spot3D 512

TABLE I: Average task execution time (TET) in milliseconds.
Tasks with TET ≤ 200ms are user-facing tasks, and the
remaining are batch tasks.

Workloads
Workload specification W1 W2 W3

User-facing to batch ratio 80-20 20-80 60-40
Total Num of Jobs 100 100 100

Total job duration User-facing (sec) 80 200 160
Total job duration Batch (sec) 320 900 640

Average job duration User-facing (sec) 1 5 8
Average job duration Batch (sec) 16 15 8

TABLE II: Workload configuration.

GPUs in our testbed we need f = 0.25. Each data point that
we present is the average of 10 runs, where each run uses
a different workload instance, created by the aforementioned
procedure.

IV. EXPERIMENTAL EVALUATION

In this section, we evaluate our system under the different
workload mixes described in Table II. In particular, we com-
pare the following policies:

• Round Robin: Named as RoundRobin in Figures 5 and
6 and described in subsection II-A.

• Priority: We evaluate three versions of Priority based
scheduling policy: (1) With no minimum reservation of
GPUs named as P-MinReservation 0 in Figures 5 and
6. As described in subsection II-C2, with no minimum
reservation, no GPU is reserved for user-facing tasks.
Therefore, any GPU can host both types of tasks (i.e.
user-facing, batch); with Priority scheduling GPUs prefer-
ring user-facing tasks. (2) With a minimum reservation of
one GPU, named P-MinReservation 1 in Figures 5 and
6. As described in subsection II-C2, in this policy one
GPU is statically reserved for user-facing tasks. The re-
maining GPUs can host both user-facing and batch tasks.
(3) The P-Reset policy works as P-MinReservation 0,
adding the capability to reset the accelerator when all
accelerators are busy with batch tasks, while user-facing
tasks are waiting. The batch task running on the GPU
that we reset is reissued.

• Flexy: We evaluate three versions of the Flexy scheduling
policy as with the Priority based scheduler: (1) With
no minimum reservation of GPUs named in Figures 5
and 6 as F-MinReservation 0. As described in sub-
section II-C2 with no minimum reservation, no GPU is
reserved for user-facing tasks. Therefore, any GPU can
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host both types of tasks (i.e. user-facing, batch); with
Flexy scheduling GPUs preferring user-facing tasks.
(2) With a minimum reservation of one GPU, named as
F-MinReservation 1 in Figures 5 and 6. As described
in subsection II-C2 in this policy one GPU is statically
reserved for user-facing tasks. The remaining GPUs can
host both user-facing and batch tasks.
(3) The F-Reset policy works as F-MinReservation 0,
adding the capability to reset the accelerator when all
accelerators are busy with batch tasks, while user-facing
tasks are waiting. As described in subsection II-C3 in this
policy zero GPUs are statically allocated for user-facing
tasks but we are able to kill the currently executing batch
task.

GPU utilization versus SLA violations: Figures 5 and 6
present the percentage of user-facing tasks that meet their SLA
(i.e. 200ms) on the x-axis, versus the GPU utilization on the
y-axis for the different scheduling policies described above. In
practice, we vary the GPU utilization by the load parameter
(effectively the job IAT), as explained in the section III. When
the load is low, the utilization is also low, and it is relatively
easy to meet the SLA.

A. Workload W1: 80 batch vs 20 user-facing

Figure 5(a) presents our results for workload W1 (Table II).
The RoundRobin policy is agnostic to different task types.
Effectively, when the utilization is high (> 80%), only a
very small percentage of user-facing tasks meet their SLA
(< 30%). The P-MinReservation 0 and F-MinReservation 0
perform better, meeting 85% of the SLAs at 80% utilization.
Our results show that in order to decrease the SLA viorations
further, we need to reserve one accelerator for user-facing
tasks (P-MinReservation 1 and F-MinReservation 1). These
policies can meet the SLA for more than 95% of user-facing
tasks at 70% utilization, versus 20% for the remaining policies.

The benefit of reserving accelerators for user-facing tasks
manifests when all accelerators are busy with batch tasks and
fresh user-facing tasks have to wait, effectively missing their
SLA. With a minimum reservation of 1, we miss SLAs only
if the reserved accelerators cannot serve the backlog of user-
facing tasks in time less than the SLA. This situation can
happen if the number of outstanding tasks multiplied by their
execution time is greater than the SLA.

Using the Reset policy (P-reset and F-reset) can also help
when all accelerators serve batch tasks, by freeing up resources
for urgent user-facing ones. However, in our testbed, these
policies perform poorly, because the time needed to reset a
GPU is approximately equal to one second. Using the reset
mechanism, the SLA violations are not comparable with that
of minimum reservation ones, even at low utilization. This
happens because the reset overhead will prolong the execution
time of all waiting user-facing tasks by 1 second.

Additionally, using the reset policy, the GPU utilization is
low because the GPU is idle for almost 1 second during the
reset. In our experiments, we have seen that most of this time
is spent on GPU re-initialization. In section IV-E, we also

experiment with cases where the SLA-target is comparable
with the reset time of the GPUs in our testbed, e.g. (1 second).

Packing tasks reduces the number of resets needed:
Comparing F-Reset with P-Reset, we can observe the fol-
lowing. Under 45% GPU utilization, F-Reset satisfies the
SLA-target of 65% of user-facing tasks while P-Reset only
52%. By consolidating user-facing tasks on one accelerator,
Flexy reduces the number of resets and increases both GPU
utilization and the number of tasks that meet their SLA (10
versus 100 per workload run).

Increasing utilization can decrease the SLA violations:
So far, we have seen that utilization conflicts with SLA
violations. More specifically, as we increase the system load
(and as a result the utilization), ensuring SLA for user-
facing tasks becomes all the more difficult. However, in some
cases, the violation percentile increases as the GPU utilization
increases (Figure 5(a)). For instance in Priority scheduling
policy (P-MinReservation 0 and P-MinReservation 1) at GPU
utilization 92%, the SLA violation percentage is 74%, however
for utilization 94% the SLA violation percentage is 81%.

As we decrease the load (effectively the job IAT), the
number of waiting user-facing tasks increases, as a result
accelerators serve only user-facing and no batch. The number
of violations decreases as the task arrival rate is equal to the
service rate. If we increase the load (i.e. task arrival rate) of the
system more, the number of the total user-facing outstanding
task rises and the SLA violation percentile reduces again. In
Figure 5(a) Priority policy for 95% utilization ensures that
80% of use-facing tasks with meet their SLA target.

B. Workload W2: 20 batch vs 80 user-facing

Figure 5(b) displays GPU utilization versus SLA violations
for Workload W2 (Table II). The same trends, in GPU utiliza-
tion versus SLA violations, apply as in Workload W1. The
key difference is that the overall GPU utilization and SLA vi-
olation percentages declines compared to W1. GPU utilization
decreases because the majority of tasks in W2 are user-facing,
which provide low utilization (according to NVSMI). More-
over, SLA violations increase since more user-facing tasks
appear concurrently in the system, than the number that is
feasible for the server to satisfy. More specifically, the number
of outstanding tasks multiplied by their execution time cannot
be served from four accelerators in time lower than the SLA
(i.e. 200 ms). In a nutshell, for 60% GPU utilization Flexy
and Priority minimum reservation one (F-MinReservation 1
and P-MinReservation 1) policies achieve the highest user-
facing task obedience percentile almost 77%. On the contrary,
no reservation Flexy and Priority (F-MinReservation 0, P-
MinReservation 0) ensure that 65% of user-facing tasks will
meet their SLA at 60% GPU utilization.

SLA violations for Flexy and Priority reset policies (F-
Reset, P-Reset) become almost the same as the GPU utilization
increases. In our runs, we have observed that, in low GPU uti-
lization, Flexy executes 25 times less resets than Priority one.
As the utilization increases, the number of resets decreases
sharply and Flexy performs 6 times less resets compared to
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(a) 80-20% (b) 20-80% (c) 60-40%

Fig. 5: Percentile of tasks that meet their SLA (x-axis) at different loads (GPU utilization, y-axis) for varying ratio of batch
to user-facing tasks (different graphs).

(a) 80-20% (b) 20-80% (c) 60-40%

Fig. 6: Percentile of tasks that meet their SLA (x-axis) at different loads (GPU utilization, y-axis) for varying number of
reserved GPUs for user-facing tasks, under Flexy policy.

Priority. This behavior is expected, since as the GPU utilization
increases, the user-facing tasks tend to arrive in larger bursts
and batch tasks are not able to occupy accelerators anymore.

C. Workload W3: 60 batch vs 40 user-facing

Figure 5(c) displays GPU utilization versus SLA violations
for workload W3 (Table II). In this case, we observe that
minimum reservation (F,P-MinReservation 1) and no reserva-
tion policies (F,P-MinReservation 0) are almost the same in
terms of SLA violations (97%, 95% respectively) for the same
GPU utilization (i.e. 57%). As described in Table II, in this
workload, the total execution times of batch and user-facing
jobs are comparable, hence the case that batch tasks occupy all
GPUs is quite rare, and, as a consequence, the benefits from
minimum reservation policies are small.

SLA violations for Flexy and Priority reset policies tend to
equate as the GPU utilization increases. This happens because
the number of resets diminishes as utilization increases. As
explained above, at low utilization, the difference in resets

between Priority and Flexy is almost 12x, while at high
utilization this difference decreases to 4x.

D. Modifying the number of reserved GPUs

In this section, we evaluate the minimum number of GPUs
needed to achieve both high GPU utilization and fewer SLA
violations. Figure 6 presents how an increase in the GPU
reservation number affects both utilization and SLA violations.

In particular, Figure 6(a) shows that as we increase the
reserved GPUs from 0 to 3 (i.e. MinReservation 0 - 3), the
percentile of tasks that meet their SLA rises from 84% to
99.2%, while GPU utilization decreases sharply from 95% to
25%. Moreover, to meet the SLA for 90% of the user-facing
tasks, the GPU utilization has to be 70% for zero and one
minimum reservation policies. However, for the same SLA
violations, the GPU utilization for two and three reservation
policies has to be 45% and 25%, respectively.

From figure 6(b), we observe that for utilization 40%,
with MinReservation 0 policies (zero minimum reservation)
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88% of user-facing tasks meet their SLA, while with one
and two reservation policies the respective number is 95%.
MinReservation 3 policy increases SLA violation percentile
to 98%, by decreasing GPU utilization to 20%.

Finally, Figure 6(c) presents SLA violations compared
with GPU utilization for workload 60-40. As the number
of minimum GPU reservation increases from 0 to 3 (i.e.
MinReservation 0 - 3), the percentage of tasks that meet
their SLA increases from 85% to 99%, while GPU utilization
decline sharply from 75% to 25%.

MinReservation 1 outperforms all the other policies in
terms of utilization and SLA violations. More specifically,
by reserving one out of four GPUs we are able to achieve
high utilization in conjunction with minimum SLA violations.
This rule can apply in servers with more than four GPUs and
provide the optimal minimum of GPU reservation.

E. Higher SLA values

The major problem with our reset policy is the GPU
initialization overhead after performing GPU reset. Due to the
fact that the reset policy seems promising, we evaluate the
performance of our approach for SLAs greater than 200ms and
comparable with the reset initialization time (i.e. 1 second).
Figure 7 displays the SLA violation percentile versus the
execution time of user-facing tasks in logarithmic scale. When
the SLA is 1 second, Flexy-Reset assures that more than 92%
of user-facing tasks will meet their SLA. As a consequence
we can conclude that our reset mechanism performs well for
user-facing tasks with execution time in range of seconds.
Reversely, if new GPUs can reduce the reset time, our reset
policy could be favorable for low SLAs as well.
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F. Time evolution of multi-GPU sharing

Figure 8 displays the time-series of Flexy’s dynamic parti-
tioning of resources in one experiment with bursty user-facing
arrivals. The upper part of the figure shows the number of
GPUs allocated for user-facing tasks by Flexy, and the number
of GPUs actually used to run batch tasks. In this experiment,
Flexy statically reserves 1 GPU for user-facing tasks (K = 1).
The lower part depicts the actual latency of user-facing in time,
and the SLA which is now set to 200 ms. As can be seen in
the figure, a few only user-facing tasks miss their SLA, while,

for most of the time, the majority of the GPUs serve batch
tasks.
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V. RELATED WORK

We focus our related work to scheduling policies and group
it in two categories:

A. Single GPU scheduling policies

Timegraph [7] is a real time priority based scheduler that
enables concurrent kernel execution in the same GPU. It
provides two scheduling policies for satisfying different appli-
cation requirements, the first one is for batch command groups,
while the second is for response time based. Additionally
to scheduling policies Timegraph provides two reservation
policies, Apriori (AE) and Posterior (PE) Enforcement. AE
is for strict reservations, while PE allows tasks executing even
if, they have left out of budget. Credits depict the amount of
time that a command group is able to run in the GPU. When
a command’s group budget becomes zero, this group has to
stall its execution until the budget is deputized. GPU-EvR [12]
partitions a GPGPU in streaming multiprocessors(SMs) and
each of the concurrent kernels is assigned to one of these
partitions. It uses priorities to determine the GPU resources
assigned to each application.

Baymax [6] aims high GPU utilization via application
collocation in one node, and at the same time ensure QoS of
applications. QoS is guaranteed by prioritizing latency critical
tasks, and by throttling the task issue rate to mitigate PCI
bandwidth contention. Applications can be categorized into
user-facing and batch. Apart from application consolidation
in a single node, they provide kernel co-location in the
same GPU. They conclude that kernel collocation should be
performed under specific circumstances. Prophet [8] is an
extension of Baymax, that is able to predict the performance
degradation of user-facing tasks when they are consolidated
with batch jobs in one GPU. As a result it provides efficient
kernel collation in one accelerator. GDev [21] is a system,
that provides GPU resource management in the operating
system level. More specifically, it focuses in device memory
management and in task scheduling. To achieve this resource
scheduling they use a credit based scheduling policy, with
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some modifications (named as BAND) in order to bypass the
non preemption feature of GPUs.

NEON [22] is a framework for GPU task scheduling
that performs OS level GPU management. Specifically, they
have developed a Linux kernel module, that intercepts and
buffers GPU calls in kernel space. The OS resource scheduler
is responsible to guarantee fairness. NEON provides three
overuse control scheduling policies; Timeslice scheduler is
implemented by the use of a token-based policy, in other
words the task that has the token submits its requests to the
accelerator. When an request monopolize the GPU for more
time than it is accepted, they terminate the OS process that is
responsible for this request and clean its state in the GPU. This
scheduler guarantees fairness, however it leaves the accelerator
underutilized, since it buffers all requests in kernel space and
it does not collocate multiple task’s requests in one GPU.
The second policy is the disengaged timeslice, that solves
the first part of under-utilization, since they do not buffer all
task’s requests. As a result the per-request management cost
is reduced. The third policy named disengaged fair scheduling
extends the previous solution, by collocating different task’s
requests in one accelerator, consequently it increases GPU
utilization.

Pegasus [10] is a virtualization framework, that provides
multiple scheduling policies to satisfy different application
requirements, in a node with one GPU. It supports three flavors
of credit based approaches, which are AccCredit, Strict co-
scheduling, Augmented credit-based, and a SLA feedback to
meet QoS requirements policy. In all credit based approaches
each guest VM gets a number of credits, representing the
time period that it will use the GPU. AccCredit provides fair-
sharing of the GPU. Strict co-scheduling aims to reduce the
execution time for latency critical tasks. Augmented credit-
based targets to provide more time in the GPU for batch tasks.
SLA feedback policy, strives to eliminate SLA violations, by
providing dynamically more credits to applications that miss
their deadlines.

gVirt [23] supports GPU sharing across multiple VMs.
It implements a coarse grain QoS scheduler. Each VM is
assigned with a time slice, in which it can submit continu-
ously its commands. After the expiration of this time interval
other guests can start their command submission. gScale [24]
improves scalability limitations derived from gVirt. It increases
the number of vGPUs mapped to one physical GPU.

VGRIS [9] is a framework that schedules gaming applica-
tions, running in VMs, to a single GPU. VGRIS supports three
scheduling policies to meet different application goals. SLA-
aware scheduling that tries to serve FPS requests in a strict
time interval. With this approach GPU remains underutilized,
when a small number of VMs exist the system. To tackle this
problem they have implement proportional-share that priori-
tizes GPU commands and executes them according to their
priority. The drawback of priority based approaches is that
they could lead to starvation. To solve both under-utilization
(from SLA policy) and starvation (from priority based), they
have propose a hybrid scheduling policy. This policy collects

performance information from running VMs and according to
them it selects the appropriate scheduler between SLA and
priority based.

VGASA [25] is an extension of VGRIS, that provides
a more adaptive scheduling algorithm for virtualized GPU
resources. It gets performance feedback at runtime and ac-
cordingly selects one scheduling policy of the following; SLA
aware, Fair SLA aware, and Enhanced SLA aware. SLA aware
scheduling policy, struggles to guarantee SLA per FPS for each
game application. The Fair SLA increases the number of users
that achieve their SLA goal, by redistributing GPU resources.
It removes resources from fast running application and provide
them to latency critical in a fair way. Finally, Enhanced SLA
aware improves the underutilization imposed from Fair SLA
approach, by balancing application performance and number
of users that run in a single machine. gVirtus [26]. This new
version provides a credit based scheduling policy, implemented
in the Xen hypervisor, to achieve proportional fair share. At a
process creation the scheduler assigns an initial amount of
credits, when starts its execution in the GPU it deducts a
specific amount of credits from its initial value. When the
credits of a process become negative it moves to a low priority
queue. The scheduler first executes process from the high
priority queue, when there are no high priority processes it
starts executing processes from the low priority queue.

B. Multi-GPU scheduling policies

GPUSync [27] is a framework that supports static or
dynamic priority scheduling on a single node multi GPU
setup. GViM [28] is a virtualization environment that performs
scheduling inside the Xen hypervisor. They have implemented
two based task scheduling policies, to guarantee fairness.
The first one is round robin, which selects and executes
tasks from different users in a circular order. The second is
XenoCredit based scheduler that uses the notion of credits
to guarantee GPUs fair-sharing across multiple concurrent
tasks. According to its credits, each task get a portion of
time in the GPU. gCloud [29] claims to increase utilization
by sharing GPU’s resources across concurrent applications.
The scheduling performed by gCloud, tries to balance the load
across multiple GPUs, and as a result it reduces the completion
time of computational kernels.

C. Task Preemption

Chimera [30] is a preemption approach which introduces
three preemption techniques; context switching, draining, and
flushing. Chimera performs preemption in Streaming Multi-
processor (SM) level and present different trade offs between
throughput and latency. SMK [31] provides a context switch
mechanism on thread block level and not on SM level. [31]
claims that they increase GPU resource utilization within the
SM, since they allow multiple kernels to share the same
SM. Both above mentioned approaches are implemented in a
simulation environment named GPGPUSim [32] since their are
not applicable in our system. FLEP [33] is a software system
that provides a kernel preemption and scheduling mechanism.
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It consists of two phases the offline and the online one. In the
offline phase FLEP creates a performance model per kernel
and determines the preemption and the scheduling priority
of the available kernels. Moreover, FLEP compiles the GPU
program to be preempt-able. The online phase schedules and
preempts kernels according to the results of the offline one.
The major drawback of FLEP is the offline phase which cannot
be applied in real time systems or data-centers.

VI. DISCUSSION

Small vs. large batch tasks: Previous research has not exam-
ined consolidating user-facing tasks with long batch ones (e.g.
inference and training tasks). In practice, many datacenters
operators may similarly avoid this consolidation. However,
in this way, server utilization decreases and user prices may
increase. Another solution is to try to reduce the batch task
duration, which, however negatively impacts the computation
to overhead ratio of tasks.
Non-feasible user-facing load: If the load of the user facing
tasks on a multi-GPU server is too high, all tasks will miss
their SLA. Flexy, will nevertheless try to reduce their execution
time, starving batch tasks. For this, we rely on the cluster
scheduler to assign to each multiGPU server a sustainable
load. One could additionally reserve one or more GPUs for
batch tasks when the SLA for the user-facing ones have been
violated.
Reset mechanism: In this paper we showed that the reset can
be used to preempt batch tasks when more GPUs are needed
for user-facing ones. Present reset times may be larger than
the SLA, hence the first new tasks may miss their SLA target
while the GPU is reseted. However, subsequent user facing
tasks will benefit from the reset, by finding that the GPU is
available when they arrive. Nevertheless, the reset mechanism
will more efficient when the reset time is significantly smaller
than the SLA.
How often to update the GPUs pool partition: In Flexy, the
code that evaluates U , the size of the user-facing GPU pool
is quite slim. This allows us to update U for every new task
execution. However, an algorithm that updates the minimum
reservation, K, using a more complex algorithm such as PID
[17], [34], may need to run less often. Such an PID algorithm
could be used to dynamically adapt the minimum reservations
to anticipate the imminent load, thus improving utilization as
well. We want to examine this possibility in future work.

VII. CONCLUSIONS

In this paper we design and implement Flexy, a system
that is able to increase accelerator utilization and meet QoS
requirements for user-facing tasks collocated with batch tasks
that exhibit long execution times. Flexy relies on the presence
of multiple GPUs in modern servers and uses a partitioning
approach: It determines at each fine-grain interval the number
of accelerators required to serve user-facing tasks and allocates
them to exclusively serve user-facing tasks. It uses a minimum
reservation of accelerators and an accelerator reset operation
to better adapt to bursty workloads. We evaluate our system

under workloads derived from real traces and we show that
it is able to meet SLAs for 98% of user-facing tasks at 70%
GPU utilization. Relatively to other approaches [6], [7], and
[12], Flexy achieves comparable performance in terms of SLA
violations and GPU utilization, but with taking into account
long running batch tasks.
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